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Glossary ...............

What do you think of this book?
want to hear from you!

Microsoft is interested in hearing your feedback about this publication so we can
continually improve our books and learning resources for you. To participate in a brief
online survey, please visit: www.microsoft.com/learning/booksurvey/




Historical Perspective

Again I find myself indebted to David Solomon and Mark Russinovich for providing the
opportunity to write a few words about their newest edition to a series of books on Windows
Internals. It has been over three years since the last publication in this series, and this passage
of time has seen two major releases: a very significant update to the client system, and another
very significant update to the server system, currently being readied for shipment.

Two of the growing problems faced by the authors of a book such as this are tracing the imple-
mentation evolution of the Microsoft Windows NT system and documenting the way in
which feature implementation has changed in each version. To this end, the authors have
done a remarkable job of providing examples and explanations throughout the book.

(Left to right) David Solomon, David Cutler, and Mark Russinovich

I first met David Solomon when I was working at Digital Equipment Corporation on the VMS
operating system for VAX, and he was only 16. Since that time, he has been involved with
operating system development and teaching operating system internals. I met Mark Russinov-
ich more recently but have been aware of his expertise in the area of operating systems for
some time. He has done some amazing work, such as his NTFES file system running on
Microsoft Windows 98 and his “live” Windows kernel debugger, which can be used to peer
into the Windows system while it is running.

The beginnings of Windows NT started in October 1988 with a set of goals to produce a por-
table system that addressed OS/2 compatibility, security, POSIX, multiprocessing, integrated
networking, and reliability. With the advent and huge success of Windows 3.0, the system
goals were soon changed to natively address Windows compatibility directly and move OS/2
compatibility to a subsystem.
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Historical Perspective

We originally thought we could produce the first Windows NT system in a little over two
years. It actually ended up taking us four and a half years for the first release in the summer of
1993, and that release supported the Intel i386, Intel i486, and the MIPS R4000 processors.
Six weeks later, we also introduced support for the Digital Alpha processors.

The first release of Windows NT was larger and slower than expected, so the next major push
was a project called Daytona, named after the speedway in Florida. The main goals for this
release were to reduce the size of the system, increase the speed of the system, and, of course,
to make it more reliable. Six months after the release of Windows NT 3.5 in the fall of 1994,
we released Windows NT 3.51, an updated version containing support for the IBM PowerPC
processor.

The goal for the next version of Windows NT was to update the user interface to be compati-
ble with Windows 95 and to incorporate the Cairo technologies that had been under develop-
ment at Microsoft for a couple of years. This system took two more years to develop and was
introduced in the summer of 1996 as Windows NT 4.0.

The following version of NT saw a name change to Windows 2000 and was the last system for
which the client and server systems were released at the same time. This version was built on
the same Windows NT technology as the previous versions and introduced significant new
features such as Active Directory. Windows 2000 took three and a half years to produce and
was the most tested and tuned version of Windows NT technology produced at the time. Win-
dows 2000 was the culmination of over eleven years of development spanning implementa-
tions on four architectures.

At the end of Windows 2000 development, we embarked on an ambitious plan to implement
new versions of the client and server systems, which would include new enhanced consumer
features and improved server capabilities. As plans developed, it became clear that implemen-
tation of the server features would cause a lag in the implementation of the client features, and
therefore, the releases were split. In August of 2001, Windows XP Professional and Windows
XP Home Edition were released, and a little over a year later, in March of 2003, Microsoft Win-
dows Server 2003 was released. In addition to the Intel x86 architecture, these systems con-
tained support for the Intel IA-64, marking Windows NT’s first move to 64-bit processing.

This book is the definitive work on the internal structures and workings of Windows XP and
Windows Server 2003. In addition, it offers a glimpse into the future of Windows’ move to
64-bit computing by covering AMD's introduction of the x64 architecture (AMD64) in 2003
and Intel's announced support (EM64T) in February 2004. A fully supported x64 client and
server release is planned in the first half of 2005, and this book contains many insights into
the implementation details of the x64 system.

The x64 architecture is the beginning of a new era for Windows NT at a time when the x86
architecture is beginning to show signs of old age. This architecture offers 32-bit x86 compat-
ibility at speed to protect legacy software investments, and provides 64-bit addressing capabil-
ity to address the most ambitious of new applications. This will protect 32-bit software



Historical Perspective xxi

investments while providing Windows NT with a breath of new life well into the next decade
and beyond.

Although the Windows NT system has undergone several name changes over the past several
years, it remains entirely based on the original Windows NT code base. As time has marched
on and invention has thrived, the implementation of many internal features has changed sig-
nificantly. The authors have done a laudable job of assimilating the details of the Windows NT
code base and its differing implementations from release to release and platform to platform,
and of producing examples and tools that help the reader understand how things work. Every
serious operating system developer should have a copy of this book on his or her desk.

David N. Cutler
Senior Distinguished Engineer
Microsoft Corporation






Foreword

Microsoft Windows has been a core
part of my life for 14 years. During
this time, over release after release,
the operating system has evolved in
breadth and depth. Producing
Windows is one of the most impor-
tant and complex projects in the
world today. Easily 5,000 engineers
work on Windows releases. Across
virtually all cultures, Windows
users comprise an entire spectrum
from the largest mission-critical
business to theyoungest child.
Customers using Windows
demand constant improvements in virtually every aspect—from being able to run the largest
servers to being easy enough for a pre-schooler to use. Windows comes in many shapes and
sizes, from embedded editions to media center editions to data center editions. All these prod-
ucts use the same core Windows internals, which evolve and improve with each release.

This is the definitive book on the core Windows internals. If you want to learn how Windows
works internally, in the fastest way possible, then this is the book for you. Understanding all
the pieces of such a large product is a daunting task. But if you start at the core concepts of the
system and work out, the puzzle fits together a lot more easily. Just as Windows itself has
evolved, so has the comprehensive nature of this book, now in its fourth edition. For years, we
have used earlier editions of this material to train brand-new employees at Microsoft, so this
material is tried and true.

If you're like me, you like to figure out how things really work. Reading “how to use” books or
“tips and tricks” has never been sufficient for me. If you understand how something works
internally, you know how to better use it, maximize performance and security, diagnose fail-
ures, and frankly, have more fun. If you're like me and want to see Windows from the “inside
out,” then you're starting in the right place.

David and Mark have done an outstanding job detailing the “inside” Windows technical story.
The tools that they highlight are a great resource for direct hands-on training and diagnostics
work. After you read this book, you'll have a much greater understanding of how the operat-
ing system fits together, the latest improvements made throughout the system, and how to get
the most from these improvements.
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XXiv Foreword

It has been quite a journey—one that is still underway. So, start reading and dive deep into one
of the most impressive operating systems ever created.

Jim Allchin
Group Vice President, Platforms
Microsoft Corporation
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Introduction

Microsoft Windows Internals, Fourth Edition is intended for advanced computer professionals
(both developers and system administrators) who want to understand how the core compo-
nents of the Microsoft Windows 2000, Windows XP, and Microsoft Windows Server 2003
operating systems work internally. With this knowledge, developers can better comprehend
the rationale behind design choices when building applications specific to the Windows
platform. Such knowledge can also help developers debug complex problems. System
administrators can benefit from this information as well, because understanding how the
operating system works “under the covers” facilitates understanding the performance behav-
ior of the system and makes it easier to troubleshoot system problems when things go
wrong. After reading this book, you should have a better understanding of how Windows
works and why it behaves as it does.

Structure of the Book

The first two chapters (“Concepts and Tools” and “System Architecture”) lay the foundation
with terms and concepts used throughout the rest of the book. The next three chapters—Sys-
tem Mechanisms,” “Management Mechanisms,” and “Startup and Shutdown”—describe key
underlying mechanisms in the system. The next eight chapters explain the core components
of the operating system: processes, threads, and jobs; memory management; security; the I/O
system, storage management; the cache manager; file systems; and networking. The last chap-
ter covers crash dump analysis.

History of the Book

This is the fourth edition of a book that was originally called Inside Windows NT (Microsoft
Press, 1992), written by Helen Custer (prior to the initial release of Microsoft Windows NT 3.1).
Inside Windows NT was the first book ever published about Windows NT and provided key
insight into the architecture and design of the system. Inside Windows NT, Second Edition
(Microsoft Press, 1998) was written by David Solomon. It was updated to cover Windows NT 4.0
and had a greatly increased level of technical depth. Inside Microsoft Windows 2000, Third
Edition (Microsoft Press, 2000) was authored by David Solomon and Mark Russinovich. It
added many new topics such as startup and shutdown, service internals, registry internals,
file system drivers, and networking, as well as kernel changes in Windows 2000 such as the
Windows Driver Model (WDM), Plug and Play, power management, Windows Management
Instrumentation (WMI), encryption, the job object, and Terminal Services.

XXVii



XXViii Introduction

Fourth Edition Changes

This latest edition, now called Microsoft Windows Internals, Fourth Edition, has been updated
to cover the kernel changes made in Windows XP and Windows Server 2003, including
support for 64-bit systems. Hands-on experiments have been updated to reflect changes in
tools, and newly added experiments use new tools not available when the third edition was
written.

Since the level of kernel change from Windows 2000 to these versions was relatively small (as
compared to the changes between Windows NT 4.0 and Windows 2000), the vast majority of
this text applies to Windows 2000, Windows XP, and Windows Server 2003. Therefore,
unless explicitly stated, everything applies to all three versions.

Hands-On Experiments

Even without access to the source code, much can be gleaned about Windows internals from
available tools such as the kernel debugger. When a tool can be used to expose or demon-
strate some aspect of Windows internal behavior, the steps for trying the tool yourself are
listed in “Experiment” boxes. These appear throughout the book, and we encourage you to try
these as you're reading—seeing visible proof of how Windows works internally will make
much more of an impression on you than just reading about it will.

Topics Not Covered

Windows is a large and complex operating system. This book doesn’t cover everything rele-
vant to Windows internals but instead focuses on the base system components. For example,
this book doesn’t describe COM+, the Windows distributed object-oriented programming
infrastructure, or the Microsoft .NET Framework, the foundation of the next generation of
managed code applications.

Because this is an internals book and not a user, programming, or system administration
book, it doesn’t describe how to use, program, or configure Windows.

A Warning and Caveat

Because this book describes undocumented behavior of the internal architecture and opera-
tion of the Windows operating system (such as internal kernel structures and functions), this
content is subject to change between releases. (External interfaces, such as the Windows AP,
are not subject to incompatible changes.)

By “subject to change,” we don’t necessarily mean that details described in this book will
change between releases, but you can’t count on them not changing. Any software that uses
these undocumented interfaces might not work on future releases of Windows. Even worse,
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software that runs in kernel mode (such as device drivers) and uses these undocumented
interfaces might experience a system crash when running on a newer release of Windows.

Support

Every effort has been made to ensure the accuracy of this book. Should you run into any prob-
lems or issues, please refer to the sources listed below.

From the Authors

This book isn’t perfect. No doubt it contains some inaccuracies, or possibly, we've omitted
some topics we should have covered. If you find anything you think is incorrect, or if you
believe we should have included material that isn’t here, please feel free to send e-mail to win-
dowsinternals@sysinternals.com. Updates and corrections will be posted on the page www.sys-
internals.com/windowsinternals.

From Microsoft Press

Microsoft also provides corrections for books through the World Wide Web at the following
address:

http://www.microsoft.com/learning/support

To connect directly with the Microsoft Learning Knowledge Base and enter a query regarding
an issue you might have encountered, go to http;//www.microsoft.com/learning/support/
search.asp.

In addition to sending feedback directly to the authors, if you have comments, questions, or
ideas regarding the presentation or use of this book, you can send them to Microsoft using
either of the following methods:

Postal Mail:

Microsoft Press

Attn: Windows Internals Editor
One Microsoft Way
Redmond, WA 98052-6399

E-mail:
mspinput@microsoft.com

Please note that product support isn’t offered through the above mail addresses. For support
information regarding Microsoft Windows, go to www.microsoft.com/windows. You can also
call Standard Support at (425) 635-7011 weekdays between 6 a.m. and 6 p.m. Pacific time, or
you can search Microsoft’s Support Online at support.microsoft.com/support.
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Introduction

System Requirements

To use the Microsoft Windows Server 2003 Resource Kit tools, eBooks, and other materials, you
need to meet the following minimum system requirements:

m  Microsoft Windows Server 2003 or Windows XP operating system

m PCwith 233-megahertz (MHz) or higher processor; 550-MHz or higher processor is rec-
ommended

128 MB of RAM; 256 MB or higher is recommended

1.5 to 2 GB of available hard disk space

Super VGA (800 x 600) or higher resolution video adapter and monitor
CD or DVD drive

Keyboard and Microsoft mouse or compatible pointing device

Adobe Acrobat or Adobe Reader

Internet connectivity for tools that are downloaded

Note Resource Kit tools are written and tested in English only. Using these tools with a non-
English version of Windows might produce unpredictable results. Resource Kit tools are not
supported on 64-bit platforms.

An evaluation edition for Windows Server 2003 Enterprise Edition with Service Pack 1 will be
available on release of Service Pack 1. You can download the evaluation software from the
Microsoft Download Center at http;//www.microsoft.com/downloads/ . (Availability of software
on the Download Center is at the discretion of Microsoft Corporation and is subject to
change.) To use the evaluation, you need

® 133-MHz or higher processor; 733-MHz or higher processor is recommended for x86-
based PCs and Itanium-based PCs.

m 128 MB of RAM; 256 MB of RAM is recommended; 32 GB is recommended for x86-
based PCs (32-bit version) and 64 GB is recommended for Itanium-based PCs (64-bit
version).

m 1.5 to 2 GB of available hard disk space.
m  Super VGA (500 x 600) or higher resolution video adapter and monitor.

m  Keyboard and Microsoft mouse or compatible pointing device.

Note Actual requirements, including Internet and network access and any related charges,
will vary based on your system configuration and the applications and features you choose to
install. Additional hard disk space may be required if you are installing over a network.




Chapter 1
Concepts and Tools

In this chapter, we'll introduce the key Microsoft Windows operating system concepts and
terms we’ll be using throughout this book, such as the Windows API, processes, threads, vir-
tual memory, kernel mode and user mode, objects, handles, security, and the registry. We’ll
also introduce the tools that you can use to explore Windows internals, such as the kernel
debugger, the Performance tool, and key tools from www.sysinternals.com. In addition, we’ll
explain how you can use the Windows Device Driver Kit (DDK) and Platform Software Devel-
opment Kit (SDK) as resources for finding further information on Windows internals.

Be sure that you understand everything in this chapter—the remainder of the book is written
assuming that you do.

Windows Operating System Versions

This book covers the three most recent versions of the Microsoft Windows operating system
based on the Windows NT code base: Windows 2000, Windows XP (32-bit and 64-bit ver-
sions), and Windows Server 2003 (32-bit and 64-bit versions). Unless specifically stated, the
text applies to all three versions. As background information, Table 1-1 lists the releases of the
Windows NT code base, their internal version number, and the external product name.

Table 1-1 Windows Operating System Releases

Internal Version

Product Name Number Release Date
Windows NT 3.1 31 July 1993
Windows NT 3.5 35 September 1994
Windows NT 3.51 351 May 1995
Windows NT 4.0 40 July 1996
Windows 2000 5.0 December 1999
Windows XP 51 August 2001
Windows Server 2003 52 March 2003
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Windows NT vs. Windows 95

From the initial announcement of Windows NT, Microsoft made it clear that it was to be
the long-term replacement for Windows 95 (and its subsequent releases, Windows 98
and Windows Millennium Edition). The following list highlights some architectural dif-
ferences and advantages that Windows NT (and its subsequent releases) has over Win-
dows 95 (and its subsequent releases):

Windows NT supports multiprocessor systems—Windows 95 doesn’t.

The Windows NT file system supports security (such as discretionary access con-
trol). The Windows 95 file system doesn’t.

m  Windows NT is fully a 32-bit (and now 64-bit) operating system—it contains no
16-bit code, other than support code for running 16-bit Windows applications.
Windows 95 contains a large amount of old 16-bit code from its predecessors,
Windows 3.1 and MS-DOS.

m  Windows NT is fully reentrant—significant parts of Windows 95 are nonreentrant
(mainly the 16-bit code taken from Windows 3.1). This nonreentrant code
includes the majority of the graphics and window management functions (GDI
and USER). When a 32-bit application on Windows 95 attempts to call a system
service implemented in nonreentrant 16-bit code, the application must first obtain
a system-wide lock (or mutex) to block other threads from entering the nonreen-
trant code base. And even worse, a 16-bit application holds this lock while running.
As aresult, although the core of Windows 95 contains a preemptive 32-bit multi-
threaded scheduler, applications often run single threaded because so much of the
system is still implemented in nonreentrant code.

m Windows NT provides an option to run 16-bit Windows applications in their own
address space—Windows 95 always runs 16-bit Windows applications in a shared
address space, in which they can corrupt (and hang) each other.

B Process shared memory on Windows NT is visible only to the processes that are
mapping the same shared memory section. On Windows 95, all shared memory is
visible and writable from all processes. Thus, any process can write to and corrupt
shared memory being used by other cooperating processes.

m  Windows 95 has some critical operating system pages that are writable from user
mode, thus allowing a user application to corrupt or crash the system.

The one thing Windows 95 can do that Windows NT-based systems will never do is
run all older MS-DOS and Windows 3.1 applications (notably applications that require
direct hardware access) as well as 16-bit MS-DOS device drivers. Whereas 100 percent
compatibility with MS-DOS and Windows 3.1 was a mandatory goal for Windows 95,
the original goal for Windows NT was to run most existing 16-bit applications while pre-
serving the integrity and reliability of the system.
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Foundation Concepts and Terms

In the course of this book, we’ll be referring to some structures and concepts that might be
unfamiliar to some readers. In this section, we’ll define the terms we’ll be using throughout.
You should become familiar with them before proceeding to subsequent chapters.

Windows API

The Windows application programming interface (API) is the system programming interface
to the Microsoft Windows operating system family, including Windows 2000, Windows XP,
Windows Server 2003, Windows 95, Windows 98, Windows Millennium Edition (Me), and
Windows CE. Each operating system implements a different subset of the Windows API. Win-
dows 95, Windows 98, Windows Me, and Windows CE are not addressed in this book.

Note The Windows API is described in the Platform Software Development Kit (SDK) docu-
mentation. (See the section “Platform Software Development Kit (SDK)" later in this chapter.)
This documentation is available for free viewing online at msdn.microsoft.com. It is also
included with all subscription levels to the Microsoft Developer Network (MSDN), Microsoft’s
support program for developers. For more information, see msdn.microsoft.com. An excellent
description of how to program the Windows base API is Jeffrey Richter’s book Programming
Applications for Microsoft Windows (4th ed., Microsoft Press, 1999).

Prior to the introduction of 64-bit versions of Windows XP and Windows Server 2003, the
programming interface to the 32-bit version of the Windows operating systems was called the
Win32 API, to distinguish it from the original 16-bit Windows API, which was the program-
ming interface to the original 16-bit versions of Windows. In this book, the term Windows API
refers to the 32-bit interface to Windows 2000 and both the 32-bit and 64-bit programming
interfaces to Windows XP and Windows Server 2003.

The Windows API consists of thousands of callable functions, which are divided into the fol-
lowing major categories:

Base Services

Component Services

User Interface Services

Graphics and Multimedia Services
Messaging and Collaboration

Networking

Web Services

This book focuses on the internals of the key base services, such as processes and threads,
memory management, I/O, and security.
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What About .NET and WinFX?

The .NET Framework consists of a library of classes called the Framework Class Library
(FCL) and a Common Language Runtime (CLR) that provides a managed code execu-
tion environment with features such as just-in-time compilation, type verification, gar-
bage collection, and code access security. By offering these features, the CLR provides a
development environment that improves programmer productivity and reduces com-
mon programming errors. (For an excellent description of the .NET Framework and its
core architecture, see Applied Microsoft NET Framework Programming by Jetfrey Richter.)

The CLR is implemented as a classic COM server whose code resides in a standard user-
mode Windows DLL. In fact, all components of the NET Framework are implemented
as standard user-mode Windows DLLs layered over unmanaged Windows API func-
tions. (None of the .NET Framework runs in kernel mode.) Figure 1-1 illustrates the
relationship of these components:

.NET/WinFX Application
(Standard User-Mode EXEs)

User mode
(managed code)

Framework Class Library Assemblies
(Standard User-Mode DLLs)

CLR DLLs

User mode (COM server)
(unmanaged code)

| Windows API DLLs |

Kernel mode | Windows Kernel |

Figure 1-1 Relationship of .NET Framework components

WinFX is “the new Windows APL.” It is the evolution of the .NET Framework that ships
with Windows “Longhorn,” the next major release of Windows. It will also be install-
able on Windows XP and Windows Server 2003. WinFX provides the foundation for the
next generation of applications built for the Windows operating system.
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History of the Win32 API

Interestingly, Win32 wasn’t slated to be the original programming interface to Microsoft
Windows NT. Because the Windows NT project started as a replacement for OS/2 ver-
sion 2, the primary programming interface was the 32-bit OS/2 Presentation Manager
APIL A year into the project, however, Microsoft Windows 3.0 hit the market and took
off. As a result, Microsoft changed direction and made Windows NT the future replace-
ment for the Windows family of products as opposed to the replacement for OS/2. It
was at this juncture that the need to specify the Windows API arose—before this, the
Windows API existed only as a 16-bit interface.

Although the Windows API would introduce many new functions that hadn’t been avail-
able on Windows 3.1, Microsoft decided to make the new API compatible with the 16-bit
Windows API function names, semantics, and use of data types whenever possible to
ease the burden of porting existing 16-bit Windows applications to Windows NT. So
those of you who are looking at the Windows API for the first time and wondering why
many function names and interfaces seem inconsistent should keep in mind that one
reason for the inconsistency was to ensure that the Windows API is compatible with the
old 16-bit Windows APL.

Services, Functions, and Routines

Several terms in the Windows user and programming documentation have different mean-
ings in different contexts. For example, the word service can refer to a callable routine in the
operating system, a device driver, or a server process. The following list describes what certain
terms mean in this book:

B Windows API functions Documented, callable subroutines in the Windows API. Exam-
ples include CreateProcess, CreateFile, and GetMessage.

B Native system services (or executive system services) The undocumented, underlying
services in the operating system that are callable from user mode. For example, NtCre-
ateProcess is the internal system service the Windows CreateProcess function calls to cre-
ate a new process. (For a definition of native functions, see the section “System Service
Dispatching” in Chapter 3.)

B Kernel support functions (or routines) Subroutines inside the Windows operating sys-
tem that can be called only from kernel mode (defined later in this chapter). For exam-
ple, ExAllocatePool is the routine that device drivers call to allocate memory from the
Windows system heaps.
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Windows services Processes started by the Windows service control manager.
(Although the registry defines Windows device drivers as “services,” we don’t refer to
them as such in this book.) For example, the Task Scheduler service runs in a user-
mode process that supports the at command (which is similar to the UNIX com-
mands at or cron).

DLL (dynamic-link library) A set of callable subroutines linked together as a binary file
that can be dynamically loaded by applications that use the subroutines. Examples
include Msvert.dll (the C run-time library) and Kernel32.dll (one of the Windows API
subsystem libraries). Windows user-mode components and applications use DLLs
extensively. The advantage DLLs provide over static libraries is that applications can
share DLLs, and Windows ensures that there is only one in-memory copy of a DLL’s
code among the applications that are referencing it.

Processes, Threads, and Jobs

Although programs and processes appear similar on the surface, they are fundamentally dif-
ferent. A program is a static sequence of instructions, whereas a process is a container for a set
of resources used when executing the instance of the program. At the highest level of abstrac-
tion, a Windows process comprises the following:

A private virtual address space, which is a set of virtual memory addresses that the process
can use

An executable program, which defines initial code and data and is mapped into the pro-
cess’s virtual address space

Alist of open handles to various system resources, such as semaphores, communication
ports, and files, that are accessible to all threads in the process

A security context called an access token that identifies the user, security groups, and
privileges associated with the process

A unique identifier called a process ID (internally called a client ID)

At least one thread of execution

Each process also points to its parent or creator process. However, if the parent exits, this
information is not updated. Therefore, it is possible for a process to point to a nonexistent par-
ent. This is not a problem, as nothing relies on this information being present. The following
experiment illustrates this case.
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EXPERIMENT: Viewing the Process Tree

One unique attribute about a process that most tools don’t display is the parent or cre-
ator process ID. You can retrieve this value with the Performance tool (or programmati-
cally) by querying the Creating Process ID. The Tlist.exe tool (in the Windows
Debugging Tools) can show the process tree by using /t switch. Here’s an example of
output from tlist /t.

c:\>tlist /t
System Process (0)
System (2)
smss.exe (21)
csrss.exe (24)
winTogon.exe (35)
services.exe (41)
spoolss.exe (69)
T1ssrv.exe (94)
LOCATOR.EXE (96)
RpcSs.exe (112)
inetinfo.exe (128)
Tsass.exe (44)
nddeagnt.exe (119)
explorer.exe (123) Program Manager
OSA.EXE (121)
WINWORD.EXE (117) Microsoft word - msch02(s).doc
cmd.exe (72) Command Prompt - tlist /t
tlist.EXE (100)

The list indents each process to show its parent/child relationship. Processes whose par-
ents aren’t alive are leftjustified (as is Explorer.exe in the preceding example) because
even if a grandparent process exists, there’s no way to find that relationship. Windows
maintains only the creator process ID, not a link back to the creator of the creator, and
so forth.

To demonstrate the fact that Windows doesn’t keep track of more than just the parent
process ID, follow these steps:

Open a Command Prompt window.
Type start cmd (which starts a second Command Prompt).
Bring up Task Manager.

Switch to the second Command Prompt.

A

Type mspaint (which runs Microsoft Paint).
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6
7.
8.
9

10.
11.
12.
13.

Click the intermediate (second) Command Prompt window.

Type exit. (Notice that Paint remains.)

Switch to Task Manager.

Click the Applications tab.

Right-click on the Command Prompt task, and select Go To Process.
Click on the Cmd.exe process highlighted in gray.

Right-click on this process, and select End Process Tree.

Click Yes in the Task Manager Warning message box.

The first Command Prompt window will disappear, but you should still see the Paint-
brush window because it was the grandchild of the Command Prompt process you ter-
minated; and because the intermediate process (the parent of Paintbrush) was
terminated, there was no link between the parent and the grandchild.

A number of tools for viewing (and modifying) processes and process information are avail-
able. The following experiments illustrate the various views of process information you can
obtain with some of these tools. These tools are included within Windows itself and within
the Windows Support Tools, Windows Debugging Tools, Windows resource Kits, the Plat-
form SDK, and from www.sysinternals.com. Many of these tools show overlapping subsets of
the core process and thread information, sometimes identified by different names.

Probably the most widely used tool to examine process activity is Task Manager. (Interest-
ingly, there is no such thing as a “task” in the Windows kernel, so Task Manager is really a tool
to manage processes.) The following experiment shows the difference between what Task
Manager lists as applications and processes.

EXPERIMENT: Viewing Process Information with Task Manager

The builtin Windows Task Manager provides a quick list of the processes running on
the system. You can start Task Manager in one of three ways: (1) press Ctrl+Shift+Esc,
(2) right-click on the taskbar and select Task Manager, or (3) press Ctrl+Alt+Delete and
click the Task Manager button. Once Task Manager has started, click the Processes tab
to see the list of running processes. Notice that processes are identified by the name of
the image of which they are an instance. Unlike some objects in Windows, processes
can’t be given global names. To display additional details, choose Select Columns from
the View menu and select additional columns to be added, as shown here:
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Select Columns x|

Select the columng that will appear on the Process page
of the Task Manager.

¥ | [mage Hame ™ Page Faults Delta
¥ PID [Process |dentifier) W Wirtual Memary Size
¥ CPU Usage ™ Paged Pool

¥ CPU Time ™ Non-paged Pool
v Memory Usage V' Base Pricrity

™ Memory Uszage Delta v
™ Peak Memary Usage v

" Page Faults r ]

[~ USER Objects ™ 170 whites

™ 1/0 Reads I 140 white Bytes
[ 140 Read Bytes [~ 1/0 Other

[~ 140 Other Bytes

ak I Cancel |

Although what you see in the Task Manager Processes tab is clearly a list of processes, what
the Applications tab displays isn’t as obvious. The Applications tab lists the top-level visible
windows on all the desktops in the interactive window station. (By default, there are two
desktop objects—you can create more by using the Windows CreateDesktop function.) The
Status column indicates whether or not the thread that owns the window is in a Windows
message wait state. “Running” means the thread is waiting for windowing input; “Not
Responding” means the thread isn’t waiting for windowing input (for example, the thread
might be running or waiting for I/O or some Windows synchronization object).

B windows Task Manager M=]E3
File DOption: Yiew Windows Help
Applications |Pr0cesses I Performance I
| Skakus |
Running
@ C:\Program Files Running
@untitled - Paint Runining
B cormmand Prompk Running
@Performance Running
|E§5) Microsoft Platform SDK (Windows 20000 Running
ETerminaI Services Client Running
End Task | Switch To Mew Task...
|Processes: 25 [CPU Usage: 16% |Mem Usage: 32856K / 143764

From the Applications tab, you can match a task to the process that owns the thread that
owns the task window by right-clicking on the task name and choosing Go To Process.
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Process Explorer, from www.sysinternals.com, shows more details about processes and threads
than any other available tool, which is why you will see it used in a number of experiments
throughout the book. The following are some of the unique things that Process Explorer
shows or enables:

Full path name for the image being executed

Process security token (list of groups and privileges)

Highlighting to show changes in the process and thread list

List of services inside service-hosting processes, including display name and description
Processes that are part of a job and job details

Processes running .NET/WinFX applications and.NET-specific details (such as the list
of appdomains and CLR performance counters)

Start time for processes and threads

Complete list of memory mapped files (not just DLLs)
Ability to suspend a process

Ability to kill an individual thread

Easy identification of which processes were consuming the most CPU time over a period
of time (The Performance Tool can display process CPU utilization for a given set of pro-
cesses, but it won’t automatically show processes created after the performance moni-
toring session has started.)

Process Explorer also provides easy access to information available through other tools from
one central place, such as:

Process tree (with ability to collapse parts of the tree)

Open handles in a process without prior setup (The Microsoft tools to show open han-
dles require the setting of a systemwide flag and a reboot before they can be used.)

List of DLLs (and memory-mapped files) in a process
Thread activity within a process

User-mode thread stacks (including mapping of addresses to names using the debug-
ging tools’ symbol engine)

Kernel-mode thread stacks for system threads (including mapping of addresses to
names using the debugging tools’ symbol engine)

Context switch delta (a better representation of CPU activity, as explained in Chapter 6)

Kernel memory (paged and nonpaged pool) limits (other tools show only current size)

An introductory experiment using Process Explorer follows.
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EXPERIMENT: Viewing Process Details with Process Explorer

Download the latest version of Process Explorer from www.sysinternals.com and run it. The
first time you run it, you will receive a message that symbols are not currently configured.
If properly configured, Process Explorer can access symbol information to display the
symbolic name of the thread start function and functions on its call stack (available by
double-clicking on a process and clicking on the Threads tab). This is useful for identify-
ing what threads are doing within a process. To access symbols, you must have the Debug-
ging Tools installed (described later in this chapter). Then click on Options, choose
Configure Symbols, and fill in the appropriate Symbols path. For example:

Configure Symbols

Process Explorer uzes symbols to rezolve function names when displaying thread start
addrezzes and thread stack locations on the Threads tab of a process' properties
dialog.

If you do not require that information you do not need to configure symbols.

Dbghelp. dil path:

C:\Program FileziDebugging Tools for Windows\DbgHelp.dl E]

Symbols path:

arvchSymbols"http: / /medl. microzoft. comd/download/ spmbols E]
[ ok [ Cancel ]

In the preceding example, the on-demand symbol server is being used to access symbols
and a copy of the symbol files are being stored on the local machine in the c¢:\symbols
folder. For more information on configuring use of the symbol server, see http;//
www.microsoft.com/whdc/ddk/debugging/symbols.mspx.

When Process Explorer starts, it shows by default the process list on the top half and the
open handles for the currently selected process on the bottom half. It also shows the
image description, company name, and full path if you hover the mouse pointer over the
process name.

#: Process Explorer - Sysinternals: www.sysinternals.com
File Options Yiew Process Find Handle Help

H @ FERSRE - A oF )

Process PID  CPU! User Name ~
@iexplore exe 2628 1698 BIGDAVID\dsolomon
H7ZDLM exe 4928 EIGDAVIDhdsolornon

@ notepad exe 964 EBIGDAWID\dsolomon
5 n

[ EXCEL B . BIGDAWVIDidsolomon

lwindows Cormand Processor
B0 erost Crprstion Bia0AY Besane: ]
< CAwINDOWSisystern32icmd. exe " >
Type 7 Name e
Directory \BaseNamedUObjects
Directory KnownDlis
File CAWINDOWSWINSxSs6_Microsoft Windows. Common-Controls_
File: \Device\KsecDD
File \Device\NamedPipeintsves
File: Cibookinewil
Ke HKLM b

CPU Usage: 53.77% Commit Charge: 44.04% Processes: 58
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1.

Here are a few steps to walk you through some basic capabilities of Process Explorer:

Turn off the lower pane by deselecting View, Show Lower Pane. (The lower pane
can show open handles or mapped DLLs and memory mapped files—these are
explored in Chapters 3 and 7.)

Notice that processes hosting services are highlighted by default in pink. Your own
processes are highlighted in blue. (These colors can be configured.)

Hover your mouse pointer over the image name for processes, and notice the full
path displayed by the ToolTip.

Click on View, Select Columns, and add the image path.

Sort on the process column, and notice the tree view disappears. (You can either
display tree view or sort by any of the columns shown.) Click again to sort from Z
to A. Then click again and the display returns to tree view.

Deselect View, Show Processes From All Users to show only your processes.

Go to Options, Difference Highlight Duration, and change the value to 5 seconds.
Then launch a new process (anything), and notice the new process highlighted in
green for 5 seconds. Exit this new process, and notice the process is highlighted in
red for 5 seconds before disappearing from the display. This can be useful to see

processes being created and exiting on your system.

Finally, double-click on a process and explore the various tabs available from the
process properties display. (These will be referenced in various experiments
throughout the book where the information being shown is being explained.)

A thread is the entity within a process that Windows schedules for execution. Without it, the

process’s program can’t run. A thread includes the following essential components:

B A private storage area called thread-local storage (TLS) for use by subsystems, run-time

The contents of a set of CPU registers representing the state of the processor.

Two stacks, one for the thread to use while executing in kernel mode and one for exe-
cuting in user mode.

libraries, and DLLs.

B Aunique identifier called a thread ID (also internally called a client ID—process IDs and
thread IDs are generated out of the same namespace, so they never overlap).

Threads sometimes have their own security context that is often used by multithreaded
server applications that impersonate the security context of the clients that they serve.

The volatile registers, stacks, and private storage area are called the thread’s context. Because

this information is different for each machine architecture that Windows runs on, this struc-

ture, by necessity, is architecture-specific. The Windows GetThreadContext function provides
access to this architecture-specific information (called the CONTEXT block).
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Fibers vs. Threads

Fibers allow an application to schedule its own “threads” of execution rather than rely
on the priority-based scheduling mechanism built into Windows. Fibers are often called
“lightweight” threads, and in terms of scheduling, they’re invisible to the kernel because
they’re implemented in user mode in Kernel32.dll. To use fibers, a call is first made to
the Windows ConvertThreadToFiber function. This function converts the thread to a run-
ning fiber. Afterward, the newly converted fiber can create additional fibers with the Cre-
ateFiber function. (Each fiber can have its own set of fibers.) Unlike a thread, however, a
fiber doesn’t begin execution until it's manually selected through a call to the
SwitchToFiber function. The new fiber runs until it exits or until it calls SwitchToFiber,
again selecting another fiber to run. For more information, see the Platform SDK docu-
mentation on fiber functions.

Although threads have their own execution context, every thread within a process shares the
process’s virtual address space (in addition to the rest of the resources belonging to the pro-
cess), meaning that all the threads in a process can write to and read from each other’s mem-
ory. Threads cannot accidentally reference the address space of another process, however,
unless the other process makes available part of its private address space as a shared memory
section (called a file mapping object in the Windows API) or unless one process has the right to
open another process to use cross-process memory functions such as ReadProcessMemory and
WriteProcessMemory.

In addition to a private address space and one or more threads, each process has a security
identification and a list of open handles to objects such as files, shared memory sections, or
one of the synchronization objects such as mutexes, events, or semaphores, as illustrated in
Figure 1-2.

Virtual address descriptors (VADs)

Access token
Process / vao / / vao / / vao /
Handle table
——
[ +—[oueq]

Access token

Figure 1-2 A process and its resources
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Every process has a security context that is stored in an object called an access token. The pro-
cess access token contains the security identification and credentials for the process. By
default, threads don’t have their own access token, but they can obtain one, thus allowing
individual threads to impersonate the security context of another process—including pro-
cesses running on a remote Windows system—without affecting other threads in the process.
(See Chapter 8 for more details on process and thread security.)

The virtual address descriptors (VADs) are data structures that the memory manager uses to
keep track of the virtual addresses the process is using. These data structures are described in
more depth in Chapter 7.

Windows provides an extension to the process model called a job. A job object’s main func-
tion is to allow groups of processes to be managed and manipulated as a unit. A job object
allows control of certain attributes and provides limits for the process or processes associated
with the job. It also records basic accounting information for all processes associated with the
job and for all processes that were associated with the job but have since terminated. In some
ways, the job object compensates for the lack of a structured process tree in Windows—yet in
many ways it is more powerful than a UNIX-style process tree.

You'll find out much more about the internal structure of jobs, processes and threads, the
mechanics of process and thread creation, and the thread-scheduling algorithms in Chapter 6.

Virtual Memory

Windows implements a virtual memory system based on a flat (linear) address space that pro-
vides each process with the illusion of having its own large, private address space. Virtual
memory provides a logical view of memory that might not correspond to its physical layout.
At run time, the memory manager, with assistance from hardware, translates, or maps, the vir-
tual addresses into physical addresses, where the data is actually stored. By controlling the
protection and mapping, the operating system can ensure that individual processes don’t
bump into one another or overwrite operating system data. Figure 1-3 illustrates three virtu-
ally contiguous pages mapped to three discontiguous pages in physical memory.

Virtual memory

Physical memory

Figure 1-3 Mapping virtual memory to physical memory
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Because most systems have much less physical memory than the total virtual memory in use
by the running processes, the memory manager transfers, or pages, some of the memory con-
tents to disk. Paging data to disk frees physical memory so that it can be used for other pro-
cesses or for the operating system itself. When a thread accesses a virtual address that has
been paged to disk, the virtual memory manager loads the information back into memory
from disk. Applications don’t have to be altered in any way to take advantage of paging
because hardware support enables the memory manager to page without the knowledge or
assistance of processes or threads.

The size of the virtual address space varies for each hardware platform. On 32-bit x86 sys-
tems, the total virtual address space has a theoretical maximum of 4 GB. By default, Windows
allocates half this address space (the lower half of the 4 GB virtual address space, from
x00000000 through x7FFFFFFF) to processes for their unique private storage and uses the
other half (the upper half, addresses x80000000 through xFFFFFFFF) for its own protected
operating system memory utilization. The mappings of the lower half change to reflect the vir-
tual address space of the currently executing process, but the mappings of the upper half
always consist of the operating system’s virtual memory. Windows 2000 Advanced Server,
Windows 2000 Datacenter Server, Windows XP (SP2 and later), and Windows Server 2003
support boot-time options (the /3GB and /USERVA qualifiers in Boot.ini, described in Chap-
ter 5) that give processes running specially marked programs (the large address space aware
flag must be set in the header of the executable image) the ability to use up to 3 GB of private
address space (leaving 1 GB for the operating system). This option allows applications such as
database servers to keep larger portions of a database in the process address space, thus
reducing the need to map subset views of the database. Figure 1-4 shows the two virtual
address space layouts supported by 32-bit Windows.

Default

2 GB User
process space

3 GB user space

3 GB User
process space

2 GB System
space

1 GB System
space

Figure 1-4 Address space layouts for 32-bit Windows

Although 3 GB is better than 2 GB, it’s still not enough virtual address space to map very large
(multigigabyte) databases. To address this need on 32-bit systems, Windows provides a mech-
anism called Address Windowing Extension (AWE), which allows a 32-bit application to allocate
up to 64 GB of physical memory and then map views, or windows, into its 2-GB virtual
address space. Although using AWE puts the burden of managing mappings of virtual to



16

Microsoft Windows Internals, Fourth Edition

physical memory on the programmer, it does address the need of being able to directly access
more physical memory than can be mapped at any one time in a 32-bit process address space.

64-bit Windows provides a much larger address space for processes: 7152 GB on Itanium sys-
tems and 8192 GB on x64 systems. Figure 1-5 shows a simplified view of the 64-bit system
address space layouts. (For a detailed description, see Chapter 7.) Note that these sizes do not
represent the architectural limits for these platforms, but rather implementation limits in the
current versions of 64-bit Windows.

x64 [tanium
8192 GB 7152 GB
(8 TB) User (7 TB) User
process space process space
6657 GB 6144 GB
System space System space

Figure 1-5 Address space layouts for 64-bit Windows

Details of the implementation of the memory manager, including how address translation
works and how Windows manages physical memory, are described in Chapter 7.

Kernel Mode vs. User Mode

To protect user applications from accessing and/or modifying critical operating system data,
Windows uses two processor access modes (even if the processor on which Windows is running
supports more than two): user mode and kernel mode. User application code runs in user
mode, whereas operating system code (such as system services and device drivers) runs in
kernel mode. Kernel mode refers to a mode of execution in a processor that grants access to
all system memory and all CPU instructions. By providing the operating system software with
a higher privilege level than the application software has, the processor provides a necessary
foundation for operating system designers to ensure that a misbehaving application can’t dis-
rupt the stability of the system as a whole.

Note The architecture of the Intel x86 processor defines four privilege levels, or rings, to
protect system code and data from being overwritten either inadvertently or maliciously by
code of lesser privilege. Windows uses privilege level 0 (or ring 0) for kernel mode and privilege
level 3 (or ring 3) for user mode. The reason Windows uses only two levels is that some hard-
ware architectures that were supported in the past (such as Compaq Alpha and Silicon Graph-
ics MIPS) implemented only two privilege levels.
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Although each Windows process has its own private memory space, the kernel-mode operat-
ing system and device driver code share a single virtual address space. Each page in virtual
memory is tagged as to what access mode the processor must be in to read and/or write the
page. Pages in system space can be accessed only from kernel mode, whereas all pages in the
user address space are accessible from user mode. Read-only pages (such as those that con-
tain executable code) are not writable from any mode.

Windows doesn’t provide any protection to private read/write system memory being used by
components running in kernel mode. In other words, once in kernel mode, operating system
and device driver code has complete access to system space memory and can bypass Win-
dows security to access objects. Because the bulk of the Windows operating system code runs
in kernel mode, it is vital that components that run in kernel mode be carefully designed and
tested to ensure that they don’t violate system security.

This lack of protection also emphasizes the need to take care when loading a third-party
device driver, because once in kernel mode the software has complete access to all operating
system data. This vulnerability was one of the reasons behind the driver-signing mechanism
introduced in Windows, which warns the user if an attempt is made to add an unauthorized
(unsigned) driver. (See Chapter 9 for more information on driver signing.) Also, a mechanism
called Driver Verifier helps device driver writers to find bugs (such as buffer overruns or mem-
ory leaks). Driver Verifier is also explained in Chapter 7.

Asyou'll see in Chapter 2, user applications switch from user mode to kernel mode when they
make a system service call. For example, a Windows ReadFile function eventually needs to call
the internal Windows routine that actually handles reading data from a file. That routine,
because it accesses internal system data structures, must run in kernel mode. The transition
from user mode to kernel mode is accomplished by the use of a special processor instruction
that causes the processor to switch to kernel mode. The operating system traps this instruc-
tion, notices that a system service is being requested, validates the arguments the thread
passed to the system function, and then executes the internal function. Before returning con-
trol to the user thread, the processor mode is switched back to user mode. In this way, the
operating system protects itself and its data from perusal and modification by user processes.

Note A transition from user mode to kernel mode (and back) does not affect thread sched-
uling per se—a mode transition is not a context switch. Further details on system service dis-
patching are included in Chapter 3.
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Thus, it’s normal for a user thread to spend part of its time executing in user mode and part
in kernel mode. In fact, because the bulk of the graphics and windowing system also runs in
kernel mode, graphics-intensive applications spend more of their time in kernel mode than in
user mode. An easy way to test this is to run a graphics-intensive application such as Microsoft
Paint or Microsoft Pinball and watch the time split between user mode and kernel mode using
one of the performance counters listed in Table 1-2.

Table 1-2 Mode-Related Performance Counters

Object: Counter

Function

Processor: % Privileged Time

Percentage of time that an individual CPU (or all
CPUs) has run in kernel mode during a specified
interval

Processor: % User Time

Percentage of time that an individual CPU (or all
CPUs) has run in user mode during a specified
interval

Process: % Privileged Time

Percentage of time that the threads in a process
have run in kernel mode during a specified
interval

Process: % User Time

Percentage of time that the threads in a process
have run in user mode during a specified inter-
val

Thread: % Privileged Time

Percentage of time that a thread has run in ker-
nel mode during a specified interval

Thread: % User Time

Percentage of time that a thread has run in user
mode during a specified interval

EXPERIMENT: Viewing Thread Activity with QuickSlice

QuickSlice gives a quick, dynamic view of the proportions of system and kernel time
that each process currently running on your system is using. On line, the red part of the
bar shows the amount of CPU time spent in kernel mode, and the blue part shows the
user-mode time. (Although reproduced in the window below in black and white, the
bars in the online display are always red and blue.) The total of all bars shown in the
QuickSlice window should add up to 100 percent of CPU time. To run QuickSlice, click
the Start button, choose Run, and enter Qslice.exe (assuming the Windows 2000
resource kit is in your path). For example, try running a graphics-intensive application
such as Paint (Mspaint.exe). Open QuickSlice and Paint side by side, and draw squig-
gles in the Paint window. When you do so, you'll see Mspaint.exe running in the Quick-

Slice window, as shown here:
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% QuickSlice I8 [=] e
FID Image Hame % Process GPU Usage
3eftermsry.exe ;I

434 winmgmt.exe
464 wins.exe

4bl dfssvc .exe
4cd dns.exe

4dd inetinfo.exe
63E swchost.exe
T2E explorer.exe
754 realmon exe
Gdc vk calrem exe
17c osrss .exe

B0c winlogon.esxe
774 rdpclip.exe
830 explorer.exe
87c realmon exe _I
884 wk calrem exe
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21c mspaint.exe || LI

For additional information about the threads in a process, you can also double-click on
a process (on either the process name or the colored bar). Here you can see the threads
within the process and the relative CPU time each thread uses (not across the system):

# Q5lice - 'mspaint exe’ =] S
Processld F agedF ool MonP agedFP ool
81c 000052320 onoonsco
TID Time /G5 % of Process CPU - Total: 6%

S8800004c4bd /7
850000000000 /0

EXPERIMENT: Kernel Mode vs. User Mode

You can use the Performance tool to see how much time your system spends executing
in kernel mode vs. in user mode. Follow these steps:

1. Run the Performance tool by opening the Start menu and selecting Programs/
Administrative Tools/Performance.

2. Click the Add button (+) on the toolbar.

3. With the Processor performance object selected, click the % Privileged Time
counter and, while holding down the Ctrl key, click the % User Time counter.

4. Click Add, and then click Close.

Move the mouse rapidly back and forth. You should notice the % Privileged Time
line going up when you move the mouse around, reflecting the time spent servic-
ing the mouse interrupts and the time spent in the graphics part of the windowing
system (which, as explained in Chapter 2, runs primarily as a device driver in ker-
nel mode). (See Figure 1-6.)
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6. When you're finished, click the New Counter Set button on the toolbar (or just

close the tool).

You can also quickly see this activity by using Task Manager. Just click the Performance
tab, and then select Show Kernel Times from the View menu. The CPU usage bar will
show user-mode time in green and kernel-mode time in red.
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1.000 % User Time _Total Pracessor Ny

Figure 1-6 Performance tool showing time split between kernel mode and user mode

To see how the Performance tool itself uses kernel time and user time, run it again, but
add the individual Process counters % User Time and % Privileged Time for every pro-
cess in the system:

1.

® NS R W

Ifit’s not already running, run the Performance tool again. (If it is already running,
start with a blank display by pressing the New Counter Set button on the toolbar.)

Click the Add button (+) on the toolbar.

Change the Performance Object to Process.

Select the % Privileged Time and % User Time counters.

Select all processes in the Instance box (except the _Total process).
Click Add, and then click Close.

Move the mouse rapidly back and forth.

Press Ctrl+H to turn on highlighting mode. This highlights the currently selected
counter in white on Windows 2000 and black on Windows XP and Windows
Server 2003.

Scroll through the counters at the bottom of the display to identify the processes
whose threads were running when you moved the mouse, and note whether they
were running in user mode or kernel mode.
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You should see the Performance tool process (by looking in the Instance column for the
mmc process) kernel-mode and user-mode time go up when you move the mouse
because it is executing application code in user mode and calling Windows functions
that run in kernel mode. You'll also notice kernel-mode thread activity in a process
named csrss when you move the mouse. This activity occurs because the Windows sub-
system’s kernel-mode raw input thread, which handles keyboard and mouse input, is
attached to this process. (See Chapter 2 for more information about system threads.)
Finally, the process named Idle that you see spending nearly 100 percent of its time in
kernel mode isn’t really a process—it’s a fake process used to account for idle CPU cycles.
As you can observe from the mode in which the threads in the Idle process run, when
Windows has nothing to do, it does it in kernel mode.

Terminal Services and Multiple Sessions

Terminal Services refers to the support in Windows for multiple interactive user sessions on a
single system. With Windows Terminal Services, a remote user can establish a session on
another machine, log in, and run applications on the server. The server transmits the graphi-
cal user interface to the client, and the client transmits the user’s input back to the server.
(This is different than X windows on UNIX systems, which permit running individual appli-
cations on a server system with the display remoted to the client, because the entire user ses-
sion is remoted, not just a single application.)

The first login session at the physical console of the machine is considered the console ses-
sion, or session zero. Additional sessions can be created through the use of the remote desk-
top connection program (Mstsc.exe) or on Windows XP systems through the use of fast user
switching (described later).

The capability to create a remote session is supported on Windows 2000 Server systems but
not Windows 2000 Professional. Windows XP Professional permits a single remote user to

connect to the machine, but if someone is logged in at the console, the workstation is locked
(thatis, someone can be using the system either locally or remotely, but not at the same time).

Windows 2000 Server and Windows Server 2003 Standard Edition support two simulta-
neous remote connections. (This is to facilitate remote management—for example, use of man-
agement tools that require being logged in to the machine being managed.) Windows 2000
Advanced Server, Datacenter Server, Windows Server 2003 Enterprise Edition, and Data-
center Edition can support more than two sessions if appropriately licensed and configured as
a terminal server.

Although Windows XP Home and Professional editions do not support multiple remote desk-
top connections, they do support multiple sessions created locally through a feature called
fast user switching. (This feature is disabled on Windows XP Professional if the system joins
a domain.) When a user chooses to disconnect their session instead of log off (for example, by
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clicking Start, clicking Log Off, and choosing Switch User or by holding down the Windows
key and pressing “L”), the current session (that is, the processes running in that session and
all the sessionwide data structures that describe the session) remains in the system and the
system returns to the main logon screen. If a new user logs in, a new session is created.

For applications that want to be aware of running in a terminal server session, there are a set
of Windows APIs for programmatically detecting that as well as for controlling various aspects
of terminal services. (See the Platform SDK for details.)

Chapter 2 describes briefly how sessions are created and has some experiments showing how
to view session information with various tools, including the kernel debugger. The “Object
Manager” section in Chapter 3 describes how the system namespace for objects is instantiated
on a per-session basis and how applications that need to be aware of other instances of them-
selves on the same system can accomplish that. Finally, Chapter 7 covers how the memory
manager sets up and manages sessionwide data.

Objects and Handles

In the Windows operating system, an object is a single, run-time instance of a statically defined
object type. An object type comprises a system-defined data type, functions that operate on
instances of the data type, and a set of object attributes. If you write Windows applications,
you might encounter process, thread, file, and event objects, to name just a few examples.
These objects are based on lower-level objects that Windows creates and manages. In Win-
dows, a process is an instance of the process object type, a file is an instance of the file object
type, and so on.

An object attribute is a field of data in an object that partially defines the object’s state. An
object of type process, for example, would have attributes that include the process ID, a base
scheduling priority, and a pointer to an access token object. Object methods, the means for
manipulating objects, usually read or change the object attributes. For example, the open
method for a process would accept a process identifier as input and return a pointer to the
object as output.

Note Although there is a parameter named ObjectAttributes that a caller supplies when cre-
ating an object using either the Windows API or native object services, that parameter
shouldn’t be confused with the more general meaning of the term as used in this book.

The most fundamental difference between an object and an ordinary data structure is that the
internal structure of an object is hidden. You must call an object service to get data out of an
object or to put data into it. You can’t directly read or change data inside an object. This differ-
ence separates the underlying implementation of the object from code that merely uses it, a
technique that allows object implementations to be changed easily over time.
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Objects provide a convenient means for accomplishing the following four important operat-
ing system tasks:

B Providing human-readable names for system resources
B Sharing resources and data among processes

B Protecting resources from unauthorized access
u

Reference tracking, which allows the system to know when an object is no longer in use
so that it can be automatically deallocated

Not all data structures in the Windows operating system are objects. Only data that needs to
be shared, protected, named, or made visible to user-mode programs (via system services) is
placed in objects. Structures used by only one component of the operating system to imple-
ment internal functions are not objects. Objects and handles (references to an instance of an
object) are discussed in more detail in Chapter 3.

Security

Windows was designed from the start to be secure and to meet the requirements of various
formal government and industry security ratings, such as the Common Criteria for Informa-
tion Technology Security Evaluation (CCITSE) specification. Achieving a government-
approved security rating allows an operating system to compete in that arena. Of course,
many of these required capabilities are advantageous features for any multiuser system.

The core security capabilities of Windows include: discretionary (need-to-know) protection
for all shareable system objects (such as files, directories, processes, threads, and so forth),
security auditing (for accountability of subjects, or users and the actions they initiate), pass-
word authentication at logon, and the prevention of one user from accessing uninitialized
resources (such as free memory or disk space) that another user has deallocated.

Windows has two forms of access control over objects. The first form—discretionary access
control—is the protection mechanism that most people think of when they think of operating
system security. It’s the method by which owners of objects (such as files or printers) grant or
deny access to others. When users log in, they are given a set of security credentials, or a secu-
rity context. When they attempt to access objects, their security context is compared to the
access control list on the object they are trying to access to determine whether they have per-
mission to perform the requested operation.

Privileged access control is necessary for those times when discretionary access control isn’t
enough. It's a method of ensuring that someone can get to protected objects if the owner isn’t
available. For example, if an employee leaves a company, the administrator needs a way to gain
access to files that might have been accessible only to that employee. In that case, under Win-
dows, the administrator can take ownership of the file so that you can manage its rights as
necessary.
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Security pervades the interface of the Windows APL. The Windows subsystem implements
object-based security in the same way the operating system does; the Windows subsystem
protects shared Windows objects from unauthorized access by placing Windows security
descriptors on them. The first time an application tries to access a shared object, the Windows
subsystem verifies the application’s right to do so. If the security check succeeds, the Win-
dows subsystem allows the application to proceed.

The Windows subsystem implements object security on a number of shared objects, some of
which were built on top of native Windows objects. The Windows objects include desktop
objects, window objects, menu objects, files, processes, threads, and several synchronization
objects.

For a comprehensive description of Windows security, see Chapter 8.

Registry

If you've worked at all with Windows operating systems, you've probably heard about or
looked at the registry. You can’t talk much about Windows internals without referring to the
registry because it’s the system database that contains the information required to boot and
configure the system, systemwide software settings that control the operation of Windows ,
the security database, and per-user configuration settings (such as which screen saver to use).

In addition, the registry is a window into in-memory volatile data, such as the current hard-

ware state of the system (what device drivers are loaded, the resources they are using, and so
on) as well as the Windows performance counters. The performance counters, which aren’t

actually “in” the registry, are accessed through the registry functions. See Chapter 4 for more
on how performance counter information is accessed from the registry.

Although many Windows users and administrators will never need to look directly into the
registry (because you can view or change most configuration settings with standard adminis-
trative utilities), it is still a useful source of Windows internals information because it contains
many settings that affect system performance and behavior. (If you decide to directly change
registry settings, you must exercise extreme caution; any changes might adversely affect sys-
tem performance or, worse, cause the system to fail to boot successfully.) You'll find references
to individual registry keys throughout this book as they pertain to the component being
described. Most registry keys referred to in this book are under HKEY_LOCAL_MACHINE,
which we’ll abbreviate throughout as HKLM.

For further information on the registry and its internal structure, see Chapter 4.
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Unicode

Windows differs from most other operating systems in that most internal text strings are
stored and processed as 16-bit-wide Unicode characters. Unicode is an international character
set standard that defines unique 16-bit values for most of the world’s known character sets.
(For more information about Unicode, see www.unicode.org as well as the programming doc-
umentation in the MSDN Library.)

Because many applications deal with 8-bit (single-byte) ANSI character strings, Windows
functions that accept string parameters have two entry points: a Unicode (wide, 16-bit) and an
ANSI (narrow, 8-bit) version. The Windows 95, Windows 98, and Windows Millennium Edi-
tion implementations of Windows don’t implement all the Unicode interfaces to all the Win-
dows functions, so applications designed to run on one of these operating systems as well as
Windows typically use the narrow versions. If you call the narrow version of a Windows func-
tion, input string parameters are converted to Unicode before being processed by the system
and output parameters are converted from Unicode to ANSI before being returned to the
application. Thus, if you have an older service or piece of code that you need to run on Win-
dows but this code is written using ANSI character text strings, Windows will convert the
ANSI characters into Unicode for its own use. However, Windows never converts the data
inside files—it’s up to the application to decide whether to store data as Unicode or as ANSL.

In previous editions of Windows, Asian and Middle East editions were a superset of the core
U.S. and European editions and contained additional Windows functions to handle more
complex text input and layout requirements (such as right-to-left text input). As of Windows
2000, all language editions contain the same Windows functions. Instead of having separate
language versions, Windows has a single worldwide binary so that a single installation can
support multiple languages (by adding various language packs). Applications can also take
advantage of Windows functions that allow single worldwide application binaries that can
support multiple languages.

Digging into Windows Internals

Although much of the information in this book is based on reading the Windows source code
and talking to the developers, you don’t have to take everything on faith. Many details about
the internals of Windows can be exposed and demonstrated by using a variety of available
tools, such as those that come with Windows, the Windows Support Tools, the Windows
resource kit tools, and the Windows debugging tools. These tool packages are briefly
described later in this section.

To encourage your exploration of Windows internals, we've included “Experiment” sidebars
throughout the book that describe steps you can take to examine a particular aspect of Win-
dows internal behavior. (You already saw one of these sections earlier in this chapter.) We
encourage you to try these experiments so that you can see in action many of the internals
topics described in this book.
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Table 1-3 shows a list of the tools used in this book and where they come from.

Table 1-3 Tools for Viewing Windows Internals

Tool Image Name Origin

Startup Programs Viewer AUTORUNS www.sysinternals.com

Dependency Walker DEPENDS Support Tools, Platform SDK

DLL List LISTDLLS www.sysinternals.com

EFS Information Dumper EFSDUMP www.sysinternals.com*

File Monitor FILEMON www.sysinternals.com

Global Flags GFLAGS Support Tools

Handle Viewer HANDLE www.sysinternals.com

Junction tool JUNCTION www.sysinternals.com

Kernel debuggers WINDBG, KD Debugging tools, Platform SDK,
Windows DDK

Live Kernel Debugging LIVEKD www.sysinternals.com

Logon Sessions LOGINSESSIONS www.sysinternals.com

Object Viewer WINOBJ www.sysinternals.com

Open Handles OH Resource kits

Page Fault Monitor PFMON Support Tools, Resource kits,
Platform SDK

Pending File Moves PENDMOVES www.sysinternals.com

Performance tool PERFMON.MSC Windows built-in tool

PipeList tool PIPELIST www.sysinternals.com

Pool Monitor POOLMON Support Tools, Windows DDK

Process Explorer PROCEXP www.sysinternals.com

Get SID tool PSGETSID www.sysinternals.com

Process Statistics PSTAT Support Tools, Windows 2000

Resource kits, Platform SDK,
www.reskit.com

Process Viewer

PVIEWER (in the Support
Tools) or PVIEW (in the

Platform SDK)

Platform SDK

Quick Slice QSLICE Windows 2000 resource kits

Registry Monitor REGMON www.sysinternals.com

Service Control SC Windows XP, Platform SDK,
Windows 2000 resource kits

Task (Process) List TLIST Debugging tools

Task Manager TASKMGR Windows built-in tool

TDImon TDIMON www.sysinternals.com




Chapter 1: Concepts and Tools 27

Performance Tool

We'll refer to the Performance tool found in the Administrative Tools folder on the Start menu
(or via Control Panel) throughout this book. The Performance tool has three functions: sys-

tem monitoring, viewing performance counter logs, and setting alerts. For simplicity, when we
refer to the Performance tool, we are referring to the System Monitor function within the tool.

The Performance tool can provide more information about how your system is operating than
any other single utility. It includes hundreds of counters for various objects. For each major
topic described in this book, a table of the relevant Windows performance counters is
included.

The Performance tool contains a brief description for each counter. To see the descriptions,
select a counter in the Add Counter window and click the Explain button. Or open the Perfor-
mance Counter Reference help file in the resource kit. For information on how to interpret
these counters to detect bottlenecks or plan capacity, see the section “Performance Monitor-
ing” in the Windows 2000 Server Operations Guide, which is part of the Windows 2000 Server
Resource Kit. These chapters provide an excellent description to anyone seriously interested
in understanding Windows performance. For Windows XP and Windows Server 2003 , see
the Windows Server 2003 Resource Kit Performance Counters Reference documentation
(available online at www.microsoft.com).

Note that all the Windows performance counters are accessible programmatically. The sec-
tion “HKEY_PERFORMANCE_DATA” in Chapter 4 has a brief description of the components
involved in retrieving performance counters through the Windows APL

Windows Support Tools

The Windows Support Tools consist of about 40 tools useful in administering and trouble-
shooting Windows systems. Many of these tools were formerly part of the Windows NT 4
resource Kits.

You can install the Support Tools by running Setup.exe in the \Support\Tools folder on any
Windows product distribution media. For Windows 2000, the Support Tools are the same on
Windows 2000 Professional, Server, Advanced Server, and Datacenter Server. Windows XP
has its own version of the Support Tools, as does Windows Server 2003.

Windows Resource Kits

The Windows resource kits supplement the Support Tools, adding additional tools for system
administration and support. The Windows 2003 Resource Kit tools are freely downloadable
from www.microsoft.com (by searching for “resource kit tools”). They can be installed on Win-
dows XP or Windows Server 2003.

There are two editions of the Windows 2000 resource kits: the Windows 2000 Professional
Resource Kit and the Windows 2000 Server Resource Kit. (Supplement 1 is the most recent
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version.) Although the latter kit is a superset of the former and can be installed on Windows
2000 Professional systems, none of the experiments in this book use the tools that are
included only with the Windows 2000 Server Resource Kit. Unlike the Windows Server 2003
Resource Kit, these tools are not freely downloadable. However, the Windows 2000 Server
Resource Kit is included with the MSDN and TechNet subscriptions.

Kernel Debugging

Kernel debugging means examining internal kernel data structures and/or stepping through
functions in the kernel. It is a useful way to investigate Windows internals because you can
display internal system information not available through any other tools and get a clearer
idea of code flows within the kernel.

Kernel debugging can be performed with a variety of tools: the Windows Debugging Tools
from Microsoft, LiveKD from www.sysinternals.com, or Softlce from Compuware NuMega.
Before describing these tools, let’s examine a file that you'll need to perform any type of kernel
debugging.

Symbols for Kernel Debugging

Symbol files contain the names of functions and variables. They are generated by the linker
and used debuggers to reference and display these names during a debug session. This infor-
mation is not usually stored in the binary image because it is not needed to execute the code.
This means that binaries are smaller and faster. However, this means that when debugging,
you must make sure that the debugger can access the symbol files that are associated with the
images you are referencing during a debugging session.

To use any of the kernel debugging tools to examine internal Windows kernel data structures
(such as the process list, thread blocks, loaded driver list, memory usage information, and so
on), you must have the correct symbol files for at least the kernel image, Ntoskrnl.exe. (The
section “Architecture Overview” in Chapter 2 explains more about this file.) Symbol table files
must match the version of the image they were taken from. For example, if you install a
Windows Service Pack or hot fix, you must obtain the matching, updated symbol files for at
least the kernel image; otherwise, you'll get a checksum error when you try to load them with
the kernel debugger.

While it is possible to download and install symbols for various versions of Windows,
updated symbols for hot fixes are not always available. The easiest solution to obtain the cor-
rect version of symbols for debugging is to use the Microsoft on-demand symbol server by
using a special syntax for the symbol path that you specify in the debugger. For example, the
following symbol path causes the debugging tools to load required symbols from the Internet
symbol server and keep a local copy in the c:\symbols folder:

srv*c:\symbols*http://msdl.microsoft.com/download/symbols
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For detailed instructions on how to use the symbol server, see the Debugging Tools help file
or the Web page www.microsoft.com/whdc/ddk/debugging/symbols.mspx.

Windows Debugging Tools

The Windows Debugging Tools package contains advanced debugging tools used in this
book to explore Windows internals. You can find the latest version at www.microsoft.com/
whdc/ddk/debugging. These tools can be used to debug user-mode processes as well as the
kernel. (See the following sidebar.)

Note The Windows Debugging Tools are updated frequently and released independently of
Windows operating system versions, so check often for new versions.

User-Mode Debugging
The debugging tools can also be used to attach to a user-mode process and examine
and/or change process memory. There are two options when attaching to a process:

B Invasive Unless specified otherwise, when you attach to a running process, the
DebugActiveProcess Windows function is used to establish a connection between
the debugger and the debugee. This permits examining and/or changing process
memory, setting breakpoints, and performing other debugging functions. In Win-
dows 2000, when the debugger exits, the debugee process is killed. However, as of
Windows XP, you can detach a debugger without killing the target process.

B Noninvasive With this option, the debugger simply opens the process with the
OpenProcess function. It does not attach to the process as a debugger. This allows
you to examine and/or change memory in the target process, but you cannot set
breakpoints. The advantage of this option is that you can exit the debugger on
Windows 2000 without killing the target process.

You can also open user-mode process dump files with the debugging tools. User mode
dump files are explained in Chapter 3 in the section on exception dispatching.

There are two primary variants of the Microsoft debuggers that can be used for kernel debug-
ging: a command-line version (Kd.exe) and a graphical user interface (GUI) version
(Windbg.exe). Both provide the same set of commands, so which you choose is a matter of
personal preference. You can perform three types of kernel debugging with these tools:

m  Open a crash dump file created as a result of a Windows system crash. (See Chapter 14
for more information on crash dumps.)

m  Connect to a live, running system and examine the system state (or set breakpoints if
you're debugging device driver code). This operation requires two computers—a target
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and a host. The target is the system being debugged, and the host is the system running
the debugger. The target system can be either local (connected to the host via a null
modem or IEEE 1394 cable) or remote (connected to the host viaa modem). The target
system must be booted with the /DEBUG qualifier (either by pressing F8 during the
boot process and selecting Debug Mode or by adding a boot selection entry in Boot.ini).

m For Windows XP and Windows Server 2003 systems, connect to the local system and
examine the system state. This is called local kernel debugging. To initiate local kernel
debugging, select the menu item File, select Kernel Debug, click on the Local tab, and
click OK. An example output screen is shown in Figure 1-7. Some kernel debugger com-
mands do not work when used in local kernel debugging mode (such as viewing kernel
stacks and creating a memory dump with the .dump command). However, you can use
the free LiveKd tool from www.sysinternals.com in cases where the native local debugging
support does not work. (See the next section.)

&l | ocal kernel - WinDbg:6.3.0017.0

File Edit ¥iew Debug Window Help

=] ]5le] BBEHE] Blele] o] O B6EEEORIE0) [E 1 A 2

“ommand o= X
~

Connected to Windows XP 2600 xB6 compatible target, ptr64 FALSE

Symbol search path is: srv*c:\symbols#*http://msdl.microscft.com/download/symb

Executable search path is: ¢:\windows

WARHING: Local kernel debugging requires booting with /debug to work optimall

Windows XP Kernel Yersion 2600 (Service Pack 1) UP Free x86 compatible
Product: WinHNt, suite: TerminalServer SingleUserTS
Built by: 2600.xpsp2.030422-1633
Kernel base = 0x804d4000 PsLoadedModuleList = 0xB80543530
Debug session time: Mon Aug 30 10:31:40 2004
System Uptime: 2 days 22:00:59.496
1kd> !prch
PRCB for Processor 0 at ffdff120:
Threads-- Current 85a3fce8 Next 00000000 Tdle 80541dal
Humber 0 SetMember 00000001
Interrupt Count -- 02f428d3
Times —- Dpc 0000e741 Interrupt 00003b3d
Kernel 0080fel8 User 0007628e

< >

Lk |

Ln 0, Col 0 |Sys 0:=Mone> Proc 000:0 Thrd 000:0

Figure 1-7 Local kernel debugging

Once connected in kernel debugging mode, you can use one of the many debugger extension
commands (commands that begin with “1”) to display the contents of internal data structures
such as threads, processes, I/O request packets, and memory management information.
Throughout this book, the relevant kernel debugger commands and output are included as
they apply to each topic being discussed. In addition, the dt (display type) command can for-
mat over 400 kernel structures because the kernel symbol files for Windows 2000 Service
Pack 3, Windows XP, and Windows Server 2003 contain type information that the debugger
can use to format structures.
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EXPERIMENT: Displaying Type Information for Kernel Structures

To display the list of kernel structures whose type information is included in the kernel

symbols, type dt nt!_* in the kernel debugger. A sample partial output is shown below:

Tkd> dt nt!_*
nt!_LIST_ENTRY
nt!_LIST_ENTRY
nt!_IMAGE_NT_HEADERS
nt!_IMAGE_FILE_HEADER
nt!_IMAGE_OPTIONAL_HEADER
nt!_IMAGE_NT_HEADERS
nt!_LARGE_INTEGER

You can also use the dt command to search for specific structures by using its wildcard
lookup capability. For example, if you were looking for the structure name for an inter-
rupt object, type dt nt!_*interrupt*:

Tkd> dt nt!_*interrupt*
nt!_KINTERRUPT
nt!_KINTERRUPT_MODE

Then, you can use dt to format a specific structure as shown below:
Tkd> dt nt!_kinterrupt

nt!_KINTERRUPT
+0x000 Type : Int2B

+0x002 Size : Int2B

+0x004 InterruptListEntry : _LIST_ENTRY
+0x00c ServiceRoutine : Ptr32

+0x010 ServiceContext : Ptr32 void
+0x014 spinLock : Uint4B

+0x018 TickCount : Uint4B

+0x01c ActualLock : Ptr32 uint4s
+0x020 DispatchAddress : Ptr32

+0x024 vector : Uint4B

+0x028 1rql : UcChar

+0x029 synchronizeIrql : ucChar

+0x02a FloatingSave : UChar

+0x02b connected : UChar

+0x02c Number : Char

+0x02d Sharevector : UcChar

+0x030 Mode : _KINTERRUPT_MODE
+0x034 ServiceCount : Uint4B

+0x038 DispatchCount : Uint4B

+0x03c

DispatchCode

[106] uint4B
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Note that dt does not show substructures (structures within structures) by default. To
recurse through substructures, use the “r” switch. For example, using this switch to dis-
play the kernel interrupt object shows the format of the _LIST_ENTRY structure stored

at the InterruptListEntry field:

Tkd> dt nt!_kinterrupt -r
nt!_KINTERRUPT

+0x000 Type : Int2B
+0x002 Size : Int2B
+0x004 InterruptListEntry :
+0x000 FT1ink 1 Ptr32
+0x000 Flink : Ptr32 _LIST_ENTRY
+0x004 Blink : Ptr32 _LIST_ENTRY
+0x004 BT1ink 1 Ptr32
+0x000 Flink : Ptr32 _LIST_ENTRY
+0x004 Bl1ink : Ptr32 _LIST_ENTRY
+0x00c ServiceRoutine : Ptr32

The Windows Debugging Tools help file explains how to set up and use the kernel debuggers.
Additional details on using the kernel debuggers that are aimed primarily at device driver
writers can be found in the Windows DDK documentation. There are also several useful
Knowledge Base articles on the kernel debugger. Search for “debugref” in the Windows
Knowledge Base (an online database of technical articles) on support.microsoft.com.

LiveKd Tool

LiveKd is a free tool from www.sysinternals.com that allows you to use the standard Microsoft ker-
nel debuggers just described to examine the running system without requiring a second com-
puter to act as the host (via a null modem cable). While the built-in support for local kernel
debugging works only on Windows XP and Windows Server 2003, LiveKd permits local kernel
debugging on Windows NT 4.0, Windows 2000, Windows XP, and Windows Server 2003.

You run LiveKd just as you would Windbg or Kd. LiveKd passes any command-line options
you specify to the debugger you select. By default, LiveKd runs the new command-line kernel
debugger (Kd). To run the GUI debugger (Windbg), specify the -w switch. To see the help
files on the switches for LiveKd, specify the =? switch.

LiveKd presents a simulated crash dump file to the debugger, so you can perform any opera-
tions in LiveKd that are supported on a crash dump. Because LiveKd is relying on physical
memory to back the simulated dump, the kernel debugger might run into situations in which
data structures are in the middle of being changed by the system and are inconsistent. Each
time the debugger is launched, it gets a snapshot of the system state, so if you want to refresh
the snapshot, quit the debugger (with the “q” command) and LiveKd will ask you whether
you want to start it again. If the debugger gets in a loop in printing output, press Ctrl+C to
interrupt the output, quit, and rerun it. If it hangs, press Ctrl+Break, which will terminate the

debugger process and ask you whether you want to run the debugger again.
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SoftICE

Another debugging tool that doesn’t require two machines for live kernel debugging is a third-
party kernel debugger called SoftICE, which you can buy from Compuware NuMega. (See
www.compuware.com for details.) SoftICE has essentially the same capabilities as the Windows
debugging tools, but it also supports stepping between user-mode and kernel-mode code. It
also supports the Microsoft kernel extension DLLs, so most of the commands we describe in
the book also work in SoftICE. Figure 1-8 shows the SoftICE user interface, which appears in
response to the SoftICE activation key (by default, Ctrl+D) as a window on the desktop of the
machine on which it’s running.

Command Prompl

Figure 1-8 The SoftICE interface

Platform Software Development Kit (SDK)

The Platform SDK is part of the MSDN Professional and higher subscription levels, or it can be
downloaded for free from msdn.microsoft.com. It contains the documentation, C header files,
and libraries necessary to compile and link Windows applications. (Although Microsoft
Visual C++ comes with a copy of these header files, the versions contained in the Platform
SDK always match the latest version of the Windows operating systems, whereas the version
that comes with Visual C++ might be an older version that was current when Visual C++ was
released.) From an internals perspective, items of interest in the Platform SDK include the
Windows API header files (\Program Files\Microsoft SDK\Include) as well as several utilities
(Pfmon.exe, Pstat.exe, Pview.exe, Vadump.exe, and Winobj.exe). Some tools in the Platform
SDK also come with the Support Tools and Resource Kits. Finally, a few of these tools are also
shipped as example source code in both the Platform SDK and the MSDN Library.
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Device Driver Kit (DDK)

The Windows DDK is also shipped as part of the MSDN Professional (and higher) subscrip-
tion levels, but unlike the Platform SDK, it is not available for free download (although you
can order the CD-ROM for a minimal cost). The Windows DDK documentation is included in
the MSDN Library.

Although the DDK is aimed at device-driver developers, it is an abundant source of Windows-
internals information. For example, while Chapter 9 describes the I/O system architecture,
driver model, and basic device driver data structures, it does not describe the individual ker-
nel support functions in detail. The DDK documentation contains a comprehensive descrip-
tion of all the Windows kernel support functions and mechanisms used by device drivers in
both a tutorial and reference form.

Besides including the documentation, the DDK contains header files (in particular, Ntddk.h
and Wdm.h) that define key internal data structures and constants as well as interfaces to
many internal system routines. These files are useful when exploring Windows internal data
structures with the kernel debugger because although the general layout and content of these
structures are shown in this book, detailed field-level descriptions (such as size and data
types) are not. A number of these data structures (such as object dispatcher headers, wait
blocks, events, mutants, semaphores, and so on) are, however, fully described in the DDK.

So if you want to dig into the I/O system and driver model beyond what is presented in this
book, read the DDK documentation (especially the Kernel-Mode Driver Architecture Design
Guide and Reference manuals). Another excellent source is Programming the Microsoft
Windows Driver Model, Second Edition (Microsoft Press) by Walt Oney.

Sysinternals Tools

Many experiments in this book use freeware tools that you can download from www.sysinter-
nals.com. Mark Russinovich, coauthor of this book, wrote most of these tools. The most pop-
ular tools include Process Explorer, Filemon, and Regmon. Note that many of these utilities
involve the installation and execution of kernel-mode device drivers and thus require admin-
istrator privileges.

Conclusion

In this chapter, you've been introduced to the key Windows technical concepts and terms that
will be used throughout the book. You've also had a glimpse of the many useful tools available
for digging into Windows internals. Now we’re ready to begin our exploration of the internal
design of the system, beginning with an overall view of the system architecture and its key
components.



Chapter 2
System Architecture

Now that we've covered the terms, concepts, and tools you need to be familiar with, we're
ready to start our exploration of the internal design goals and structure of the Microsoft Win-
dows operating system. This chapter explains the overall architecture of the system—the key
components, how they interact with each other, and the context in which they run. To provide
a framework for understanding the internals of Windows, let’s first review the requirements
and goals that shaped the original design and specification of the system.

Requirements and Design Goals

The following requirements drove the specification of Windows NT back in 1989:

Provide a true 32-bit, preemptive, reentrant, virtual memory operating system

Run on multiple hardware architectures and platforms

Run and scale well on symmetric multiprocessing systems

Be a great distributed computing platform, both as a network client and as a server
Run most existing 16-bit MS-DOS and Microsoft Windows 3.1 applications

Meet government requirements for POSIX 1003.1 compliance

Meet government and industry requirements for operating system security

Be easily adaptable to the global market by supporting Unicode

To guide the thousands of decisions that had to be made to create a system that met these
requirements, the Windows NT design team adopted the following design goals at the begin-
ning of the project:

Extensibility The code must be written to comfortably grow and change as market
requirements change.

Portability The system must be able to run on multiple hardware architectures and
must be able to move with relative ease to new ones as market demands dictate.

Reliability and robustness The system should protect itself from both internal malfunc-
tion and external tampering. Applications should not be able to harm the operating sys-
tem or other applications.

35
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m Compatibility Although Windows NT should extend existing technology, its user inter-
face and APIs should be compatible with older versions of Windows and with MS-DOS.
It should also interoperate well with other systems such as UNIX, OS/2, and NetWare.

B Performance Within the constraints of the other design goals, the system should be as
fast and responsive as possible on each hardware platform.

As we explore the details of the internal structure and operation of Windows, you’ll see how
these original design goals and market requirements were woven successfully into the con-
struction of the system. But before we start that exploration, let’s examine the overall design
model for Windows and compare it with other modern operating systems.

Operating System Model

In most multiuser operating systems, applications are separated from the operating system
itself—the operating system kernel code runs in a privileged processor mode (referred to as
kernel mode in this book), with access to system data and to the hardware; application code
runs in a nonprivileged processor mode (called user mode), with a limited set of interfaces
available, limited access to system data, and no direct access to hardware. When a user-mode
program calls a system service, the processor traps the call and then switches the calling
thread to kernel mode. When the system service completes, the operating system switches the
thread context back to user mode and allows the caller to continue.

Windows is similar to most UNIX systems in that it’s a monolithic operating system in the
sense that the bulk of the operating system and device driver code shares the same kernel-
mode protected memory space. This means that any operating system component or device
driver can potentially corrupt data being used by other operating system components.

Is Windows a Microkernel-Based System?

Although some claim it as such, Windows isn’t a microkernel-based operating system in
the classic definition of microkernels, where the principal operating system compo-
nents (such as the memory manager, process manager, and I/O manager) run as sepa-
rate processes in their own private address spaces, layered on a primitive set of services
the microkernel provides. For example, the Carnegie Mellon University Mach operating
system, a contemporary example of a microkernel architecture, implements a minimal
kernel that comprises thread scheduling, message passing, virtual memory, and device
drivers. Everything else, including various APIs, file systems, and networking, runs in
user mode. However, commercial implementations of the Mach microkernel operating
system typically run at least all file system, networking, and memory management code
in kernel mode. The reason is simple: the pure microkernel design is commercially
impractical because it’s too inefficient.
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Does the fact that so much of Windows runs in kernel mode mean that it’s more suscep-
tible to crashes than a true microkernel operating system? Not at all. Consider the fol-
lowing scenario. Suppose the file system code of an operating system has a bug that
causes it to crash from time to time. In a traditional operating system, a bug in kernel-
mode code such as the memory manager or the file system would likely crash the entire
operating system. In a pure microkernel operating system, such components run in user
mode, so theoretically a bug would simply mean that the component’s process exits. But
in practical terms, the system would crash because recovering from the failure of such a
critical process would likely be impossible.

All these operating system components are, of course, fully protected from errant applications
because applications don’t have direct access to the code and data of the privileged part of the
operating system (although they can quickly call other kernel services). This protection is one
of the reasons that Windows has the reputation for being both robust and stable as an appli-
cation server and as a workstation platform yet fast and nimble from the perspective of core
operating system services, such as virtual memory management, file I/O, networking, and file
and print sharing.

The kernel-mode components of Windows also embody basic object-oriented design princi-
ples. For example, they don’t in general reach into one another’s data structures to access
information maintained by individual components. Instead, they use formal interfaces to pass
parameters and access and/or modify data structures.

Despite its pervasive use of objects to represent shared system resources, Windows is not an
object-oriented system in the strict sense. Most of the operating system code is written in C for
portability and because C development tools are widely available. C doesn’t directly support
object-oriented constructs, such as dynamic binding of data types, polymorphic functions, or
class inheritance. Therefore, the C-based implementation of objects in Windows borrows
from, but doesn’t depend on, features of particular object-oriented languages.

Architecture Overview

With this brief overview of the design goals and packaging of Windows, let’s take a look at the
key system components that make up its architecture. A simplified version of this architecture
is shown in Figure 2-1. Keep in mind that this diagram is basic—it doesn’t show everything.
(For example, the networking components and the various types of device driver layering are
not shown.)
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Figure 2-1 Simplified Windows architecture

In Figure 2-1, first notice the line dividing the user-mode and kernel-mode parts of the Win-
dows operating system. The boxes above the line represent user-mode processes, and the
components below the line are kernel-mode operating system services. As mentioned in
Chapter 1, user-mode threads execute in a protected process address space (although while
they are executing in kernel mode, they have access to system space). Thus, system support
processes, service processes, user applications, and environment subsystems each have their
own private process address space.

The four basic types of user-mode processes are described as follows:

Fixed (or hardwired) system support processes, such as the logon process and the session
manager, that are not Windows services. (That is, they are not started by the service con-
trol manager. Chapter 4 describes services in detail.)

Service processes that host Windows services, such as the Task Scheduler and Spooler
services. Services generally have the requirement that they run independently of user
logons. Many Windows server applications, such as Microsoft SQL Server and Microsoft
Exchange Server, also include components that run as services.

User applications, which can be one of six types: Windows 32-bit, Windows 64-bit, Win-
dows 3.1 16-bit, MS-DOS 16-bit, POSIX 32-bit, or OS/2 32-bit.

Environment subsystem server processes, which implement part of the support for the oper-
ating system environment, or personality presented to the user and programmer. Win-
dows NT originally shipped with three environment subsystems: Windows, POSIX, and
0S/2. OS/2 was dropped as of Windows 2000. As of Windows XP, only the Windows
subsystem is shipped in the base product—an enhanced POSIX subsystem is available as
part of the free Services for Unix product.

In Figure 2-1, notice the “Subsystem DLLs” box below the “Service processes” and “User applica-
tions” boxes. Under Windows, user applications don’t call the native Windows operating system
services directly; rather, they go through one or more subsystem dynamic-link libraries (DLLs). The
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role of the subsystem DLLs is to translate a documented function into the appropriate internal
(and generally undocumented) Windows system service calls. This translation might or might
not involve sending a message to the environment subsystem process that is serving the user
application.

The kernel-mode components of Windows include the following:

B The Windows executive contains the base operating system services, such as memory
management, process and thread management, security, I/O, networking, and interpro-
cess communication.

B The Windows kernel consists of low-level operating system functions, such as thread
scheduling, interrupt and exception dispatching, and multiprocessor synchronization.
It also provides a set of routines and basic objects that the rest of the executive uses to
implement higher-level constructs.

B Device drivers include both hardware device drivers that translate user I/O function calls
into specific hardware device I/O requests as well as file system and network drivers.

B The hardware abstraction layer (HAL) is a layer of code that isolates the kernel, device
drivers, and the rest of the Windows executive from platform-specific hardware differ-
ences (such as differences between motherboards).

m The windowing and graphics system implements the graphical user interface (GUI) func-
tions (better known as the Windows USER and GDI functions), such as dealing with
windows, user interface controls, and drawing.

Table 2-1 lists the filenames of the core Windows operating system components. (You'll need
to know these filenames because we’ll be referring to some system files by name.) Each of
these components is covered in greater detail both later in this chapter and in the chapters
that follow.

Table 2-1 Core Windows System Files

Filename Components
Ntoskrnl.exe Executive and kernel
Ntkrnlpa.exe (32-bit systems only) Executive and kernel with support for Physical Address

Extension (PAE), which allows addressing of up to 64 GB
of physical memory

Hal.dll Hardware abstraction layer
Win32k.sys Kernel-mode part of the Windows subsystem
Ntdll.dll Internal support functions and system service dispatch

stubs to executive functions

Kernel32.dll, Advapi32.dll, User32.dll, Core Windows subsystem DLLs
Gdi32.dll

Before we dig into the details of these system components, though, let’s examine how Win-
dows achieves portability across multiple hardware architectures.
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Portability

Windows was designed to run on a variety of hardware architectures, including Intel-based CISC
systems as well as RISC systems. The initial release of Windows NT supported the x86 and MIPS
architecture. Support for the Digital Equipment Corporation (which was bought by Compaq,
who later merged with Hewlett Packard) Alpha AXP was added shortly thereafter. (Although
Alpha AXP was a 64-bit processor, Windows NT ran in 32-bit mode. During the development of
Windows 2000, a native 64-bit version was running on Alpha AXP, but this never was released.)
Support for a fourth processor architecture, the Motorola PowerPC, was added in Windows NT
3.51. Because of changing market demands, however, support for the MIPS and PowerPC archi-
tectures was dropped before development began on Windows 2000. Later, Compaq withdrew
support for the Alpha AXP architecture, resulting in Windows 2000 being supported only on the
x86 architecture. The most recent releases, Windows XP and Windows Server 2003, add support
for three 64-bit processor families: the Intel Itanium IA-64 family, the AMD x86-64 family, and the
Intel 64-bit Extension Technology (EM64T) for x86 (which is compatible with the AMD x86-64
architecture, although there are slight differences in instructions supported). The latter two pro-
cessor families are called 64-bit extended systems and in this book are referred to as x64. The most
recent releases, Windows XP and Windows Server 2003, add support for three 64-bit processor
families: the Intel Itanium IA-64 family, the AMD64 family, and the Intel 64-bit Extension Tech-
nology (EM64T) for x86 (which is compatible with the AMD64 architecture, although there are
slight differences in instructions supported). (How Windows runs 32-bit applications on 64-bit
Windows is explained in Chapter 3.)

Windows achieves portability across hardware architectures and platforms in two primary ways:

B Windows has a layered design, with low-level portions of the system that are processor-
architecture-specific or platform-specific isolated into separate modules so that upper
layers of the system can be shielded from the differences between architectures and
among hardware platforms. The two key components that provide operating system
portability are the kernel (contained in Ntoskrnl.exe) and the hardware abstraction
layer (or HAL, contained in Hal.dlIl). Both these components are described in more
detail later in this chapter. Functions that are architecture-specific (such as thread con-
text switching and trap dispatching) are implemented in the kernel. Functions that can
differ among systems within the same architecture (for example, different mother-
boards) are implemented in the HAL. The only other component with a significant
amount of architecture-specific code is the memory manager, but even that is a small
amount compared to the system as a whole.

B The vast majority of Windows is written in C, with some portions in C++. Assembly lan-
guage is used only for those parts of the operating system that need to communicate
directly with system hardware (such as the interrupt trap handler) or that are extremely
performance-sensitive (such as context switching). Assembly language code exists not
only in the kernel and the HAL but also in a few other places within the core operating
system (such as the routines that implement interlocked instructions as well as one
module in the local procedure call facility), in the kernel-mode part of the Windows
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subsystem, and even in some user-mode libraries, such as the process startup code in
Ntdll.dll (a system library explained later in this chapter).

Symmetric Multiprocessing

Multitasking is the operating system technique for sharing a single processor among multiple
threads of execution. When a computer has more than one processor, however, it can execute
two threads simultaneously. Thus, whereas a multitasking operating system only appears to
execute multiple threads at the same time, a multiprocessing operating system actually does
it, executing one thread on each of its processors.

As mentioned at the beginning of this chapter, one of the key design goals for Windows was
that it had to run well on multiprocessor computer systems. Windows is a symmetric multipro-
cessing (SMP) operating system. There is no master processor—the operating system as well as
user threads can be scheduled to run on any processor. Also, all the processors share just one
memory space. This model contrasts with asymmetric multiprocessing (ASMP), in which the
operating system typically selects one processor to execute operating system kernel code
while other processors run only user code. The differences in the two multiprocessing models
are illustrated in Figure 2-2.

Symmetric Asymmetric

Processor A Processor B Processor A ‘ \ Processor B

Operating User User
system thread thread
User User Operating User
thread thread system thread
User Operating User
thread system thread

0%

1/0O devices 1/0 devices

Figure 2-2 Symmetric vs. asymmetric multiprocessing

Windows XP and Windows Server 2003 support two new types of multiprocessor systems:
hyperthreading and NUMA (non-uniform memory architecture). These are briefly mentioned
in the following paragraphs. (For a complete detailed description of the scheduling support
for these systems, see the thread scheduling section in Chapter 6.)
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Hyperthreading is a technology introduced by Intel that provides many logical processors on
one physical processor. Each logical processor has its CPU state, but the execution engine and
onboard cache is shared. This permits one logical CPU to make progress while the other log-
ical CPUs are busy (such as performing interrupt processing work, which prevents threads
from running on that logical processor). The scheduling algorithms as of Windows XP have
been enhanced to make optimal use of multiprocessor hyperthreaded machines, such as by
scheduling threads on an idle physical processor versus choosing an idle logical processor on
a physical processor whose other logical processors are busy.

In non-uniform memory architecture NUMA systems, processors are grouped in smaller units
called nodes. Each node has its own processors and memory and is connected to the larger
system through a cache-coherent interconnect bus. Windows on a NUMA system still runs as
an SMP system, in that all processors have access to all memory—it’s just that node-local mem-
ory is faster to reference than memory attached to other nodes. The system attempts to
improve performance by scheduling threads on processors that are in the same node as the
memory being used. It attempts to satisfy memory-allocation requests from within the node,
but will allocate memory from other nodes if necessary.

Although Windows was originally designed to support up to 32 processors, nothing inherent
in the multiprocessor design limits the number of processors to 32—that number is simply an
obvious and convenient limit because 32 processors can easily be represented as a bit mask

using a native 32-bit data type. In fact, the 64-bit versions of Windows support up to 64 pro-
cessors, because the native size of a word on a 64-bit machine is 64 bits.

The actual number of supported processors depends on the edition of Windows being used.
(See tables 2-3 and 2-4.) This number is stored in the registry value HKLM\SYSTEM\Current-
ControlSet\Control\Session Manager\LicensedProcessors. (Keep in mind that tampering
with that data is a violation of the software license and modifying the registry to allow use of
more processors involves more than just changing this value.)

For performance reasons, there are separate uniprocessor and multiprocessor versions of the
kernel and HAL (and in the case of Windows 2000, a few other key system files). On Win-
dows 2000, six system files (as explained in the following Note) are different on a multipro-
cessor system than on a uniprocessor system; on 32-bit Windows XP and Windows Server
2003 systems, only three are different. (See Table 2-2.) On 64-bit Windows systems, there is
no PAE kernel, so only the kernel and HAL vary from uniprocessor to multiprocessor systems.

At installation time, the appropriate files are selected and copied to the local \Windows\
System32 directory. To determine which files were copied, see the file \Windows\
Repair\Setup.log, which itemizes all the files that were copied to the local system disk and
where they came from off the distribution media.
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Table 2-2 Multiprocessor-Specific vs. Uniprocessor-Specific System Files

Name of File on System  Name of Uniprocessor Version on Name of Multiprocessor Version

Disk Distribution Media on Distribution Media

Ntoskrnl.exe Ntoskrnl.exe Ntkrnlmp.exe

Ntkrnlpa.exe (PAE kernel;  Ntkrnlpa.exe in \Win- Ntkrpamp.exe in \Win-

32-bit systems only) dows\<arch>\Driver.cab dows\<arch>\Driver.cab

Hal.dll Depends on system type (See the Depends on system type (See the
list of HALs in Table 2-6.) list of HALs in Table 2-6.)

Windows 2000 only

Win32k.sys \I386\UNIPROC\Win32k.sys Win32k.sys in \I386\Driver.cab

Ntdll.dll \I386\UNIPROC\NtdIl.dlI \I386\NtdlIl.dlI

Kernel32.dll \I386\UNIPROC\Kernel32.dll \I386\Kernel32.dll

Note If you look in the \I386\UNIPROC folder in the Windows 2000 distribution tree, you'll

see a file named Winsrv.dll. Although this file exists in a folder named UNIPROC, implying that
there is a uniprocessor version, in fact there is only one version of this image for both multi-
processor and uniprocessor systems. This folder has been removed in Windows XP and Win-
dows Server 2003.

1.

N R W

EXPERIMENT: Looking at Multiprocessor-Specific Support Files
on Windows 2000

You can see the files that are different for a 32-bit Windows 2000 multiprocessor system
by looking at the driver details for the Computer in Device Manager:

Open the System properties (either by selecting System from Control Panel or by
right-clicking the My Computer icon on your desktop and selecting Properties).

Click the Hardware tab.

Click Device Manager.

Expand the Computer object.

Double-click the child node underneath Computer.
Click the Driver tab.

Click Driver Details.
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You should see the following dialog box for a multiprocessor system:

Driver File Details K E3

MPS Multiprocessor PC

Diriver files:

INMTAS 32%hal.di
CAwIMM T4 S pstem 32 kemel32.dIl
C:AWANMT S pstem324ntdll.dil
CAWIMM TS pstem324ntkmipa. exe
CAwIMM T S pstem32intoskiml exe
CAwIMM T S pstem32win32k. sys
CAwWIMM T S pstem32winsry. dil

Provider:  Microsoft Corporation
File wersion: 5.00.2168.1
Copyright:  Copyright [C] Microzoft Corp. 1981-1939

The reason for having uniprocessor versions of these key system files is performance—multi-
processor synchronization is inherently more complex and time consuming than the use of a
single processor, so by having special uniprocessor versions of the key system files, this over-
head is avoided on uniprocessor systems (which constitute the vast majority of systems run-
ning Windows).

Interestingly, although the uniprocessor and multiprocessor versions of Ntoskrnl are gener-
ated using conditionally compiled source code, the uniprocessor versions of Ntdll.dll and
Kernel32.dll for Windows 2000 are created by patching the x86 LOCK and UNLOCK instruc-
tions, which are used to synchronize multiple threads with no-operation (NOP) instructions
(which do nothing).

The rest of the system files that make up Windows (including all utilities, libraries, and device
drivers) have the same version on both uniprocessor and multiprocessor systems (that is,
they handle multiprocessor synchronization issues correctly). You should use this approach
on any software you build, whether it is a Windows application or a device driver—keep mul-
tiprocessor synchronization issues in mind when you design your software, and test the soft-
ware on both uniprocessor and multiprocessor systems.
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EXPERIMENT: Checking Which Ntoskrnl Version You're Running

In Windows 2000 and later, there is no utility to show which version of Ntoskrnl you are
running. However, an Event Log entry is written each time the system boots that does
record the type of kernel image that loaded (uniprocessor vs. multiprocessor and free vs.
checked), as shown in the following screen shot. (From the Start menu select Programs/
Administrative Tools/Event Viewer, select System Log, and double-click an Event Log
entry with an Event ID of 6009, indicating the entry was written at the system start.)

Event Properties
Ewvent |

[rate: 32742000 Sowrce:  Ewventlog

ol

Time: 10:05 Category: Mone
Type: Information  Ewvent 1D: 6009
User: R

LComputer: DSOLOMOM

Description:
Microzoft [R] Windows 2000 [R] 5.0 2195 Multiprocessor Free.

Datar %) Butes 0 Wiards

I

e
QK I Cancel | Lol |

This Event Log entry doesn’t indicate whether you booted the PAE version of the kernel
image that supports more than 4 GB of physical memory (Ntkrnlpa.exe). However, you
can tell if you booted the PAE kernel by looking at the registry value HKLM\SYS-
TEM\CurrentControlSet\Control\SystemStartOptions. Also, if you boot the PAE ker-
nel, the registry value HKLM\SYSTEM\ CurrentControlSet\Control\Session
Manager\Memory Management\PhysicalAddressExtension is set to 1.

You can also determine whether you installed the multiprocessor version of Ntoskrnl
(or Ntkrnlpa) by examining the file properties: run Windows Explorer, right-click on
Ntoskrnl.exe in your \Windows\System32 folder, and select Properties. Then click on
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the Version tab, and select the Original Filename property—if you're running the mult-
processor version, you'll see the following dialog box:

ntoskmnl.exe Properties K E3
General Wersion | Securityl Summaryl
File version:  5.0.21595.1
Description:  MT Kermnel & System

Copyright: Copyright [C] Microsoft Corp. 1981-1939

— Other version information

Item name: Walue:

Company Mame ntkrnlmp. exe ;I
Internal M ame

L anguage

Product Mame
Product Wersion

QK I Cancel | Aol |

Finally, as mentioned earlier, you can see exactly which kernel image and HAL were
selected at installation time by looking at the file \Windows\Repair\Setup.log.

Scalability

One of the key issues with multiprocessor systems is scalability. To run correctly on an SMP
system, operating system code must adhere to strict guidelines and rules. Resource conten-

tion and other performance issues are more complicated in multiprocessing systems than in
uniprocessor systems and must be accounted for in the system’s design. Windows incorpo-

rates several features that are crucial to its success as a multiprocessor operating system:

B The ability to run operating system code on any available processor and on multiple
processors at the same time

m  Multiple threads of execution within a single process, each of which can execute simul-
taneously on different processors

m Fine-grained synchronization within the kernel (such as spinlocks, queued spinlocks,
and pushlocks, described in Chapter 3) as well as within device drivers and server pro-
cesses, which allows more components to run concurrently on multiple processors

B Programming mechanisms such as I/O completion ports (described in Chapter 9) that
facilitate the efficient implementation of multithreaded server processes that can scale
well on multiprocessor systems.
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The scalability of the Windows kernel has evolved over time. For example, Windows Server
2003 has per-CPU scheduling queues, which permits thread scheduling decisions to occur in
parallel on multiple machines. Multiprocessor thread scheduling details are covered in Chap-
ter 6. Further details on multiprocessor synchronization can be found in Chapter 3.

Differences Between Client and Server Versions

Windows ships in both client and server retail packages. In Windows 2000, the client version
is called Windows 2000 Professional. There are three Windows 2000 server versions: Win-
dows 2000 Server, Advanced Server, and Datacenter Server.

There are six client versions of Windows XP: Windows XP Home Edition, Windows XP Pro-
fessional, Windows XP Starter Edition, Windows XP Tablet PC Edition, Windows XP Media
Center Edition, and Windows XP Embedded. The latter three are supersets of Windows XP

Professional and are not described in detail in this book because they are all built on the same
core operating system as Windows XP Professional.

There are six variants of Windows Server 2003: Windows Server 2003 Web Edition, Standard
Edition, Small Business Server, Storage Server, Enterprise Edition, and Datacenter Edition.

These versions differ by:

m The number of processors supported
m  The amount of physical memory supported

m  The number of concurrent network connections supported (For example, a maximum of
10 concurrent connections are allowed to the file and print services in the client version.)

m Layered services that come with Server editions that don’t come with the Professional edi-
tion (for example, directory services, clustering, and multiuser Terminal Services support)

Table 2-3 summarizes the differences in memory and processor support for Windows 2000.
Table 2-4 lists the same information for Windows XP and Windows Server 2003. For a
detailed comparison chart of the different editions of Windows Server 2003, see http://
www.microsoft.com/windowsserver2003/evaluation/ features,/compareeditions.mspx.

Table 2-3 Differences Between Windows 2000 Professional and Server

Number of Processors Physical Memory
Edition Supported Supported
Windows 2000 Professional 2 4GB
Windows 2000 Server 4 4GB
Windows 2000 Advanced Server 8 8 GB

Windows 2000 Datacenter Server 32 64 GB
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Table 2-4 Differences Between Windows XP and Windows Server 2003

Number of Physical Number of Physical
Processors Memory Processors Memory Physical
Supported Supported Supported Supported Memory
(32-bit (32-bit (64-bit (Itanium Supported
edition) edition) edition) editions) (x64 editions)
Windows XP 1 4 GB Not available Not available  Not available
Home Edition
Windows XP 2 4GB 2 16 GB 16 GB
Professional
Windows 2 2GB Not available Not available  Not available
Server 2003
Web Edition
Windows 2 2GB Not available Not available  Not available
Server 2003
Small Business
Server
Windows 4 4 GB Not available Not available  Not available
Server 2003
Standard Edi-
tion
Windows 8 32GB 8 64 GB 64 GB
Server 2003
Enterprise Edi-
tion
Windows 32 128 GB on 64 512 GB Not available
Server 2003 x64; 64 GB on (1024 GB in
Datacenter x86 SP1)
Edition

Although there are several client and server retail packages of the Windows operating system,

they share a common set of core system files, including the kernel image, Ntoskrnl.exe (and

the PAE version, Ntkrnlpa.exe); the HAL libraries; the device drivers; and the base system util-
ities and DLLs. These files are identical for all editions of Windows 2000.

Note Windows XP was the first client release of the Windows NT code base to ship without
corresponding server versions. Instead, development continued on what became Windows
Server 2003 for over a year after the release of Windows XP. Therefore, the core system files are
not identical for Windows XP and Windows Server 2003. Even so, the differences are not major
(and in many cases, components were unchanged).

So if the kernel image for Windows 2000 Professional and Windows 2000 Server are identical
(and similar for Windows XP and Windows Server 2003), how does the system know which
edition is booted? By querying the registry values ProductType and ProductSuite under the
HKLM\ SYSTEM\CurrentControlSet\Control\ProductOptions key. ProductType is used to
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distinguish whether the system is a client system or a server system (of any flavor). The valid
values are listed in Table 2-5. The result is stored in the system global variable MmProductType,
which can be queried from a device driver using the kernel-mode support function MmIsThis-
AnNtAsSystem, documented in the Windows DDK.

Table 2-5 ProductType Registry Values

Edition of Windows Value of ProductType

Windows 2000 Professional, Windows XP Professional, WinNT
Windows XP Home Edition

Windows Server (domain controller) LanmanNT

Windows Server (server only) ServerNT

A different registry value, ProductSuite, distinguishes the various flavors of Windows Server
systems (Standard, Enterprise, Datacenter, and so on) as well as distinguishing a Windows XP
Home from a Windows XP Professional system.

If user programs need to determine which edition of Windows is running, they can call the
Windows VerifyVersionInfo function, documented in the Platform SDK. Device drivers can call
the kernel-mode function RtlGetVersion, documented in the Windows DDK.

So if the core files are essentially the same for the client and server versions, how do the sys-
tems differ in operation? In short, Server systems are by default optimized for system through-
put as high-performance application servers, whereas the client version, although it has server
capabilities, is optimized for response time for interactive desktop use. For example, based on
the product type, several resource allocation decisions are made differently at system boot
time, such as the size and number of operating system heaps (or pools), the number of inter-
nal system worker threads, and the size of the system data cache. Also, run-time policy deci-
sions, such as the way the memory manager trades off system and process memory demands,
differ between the server and client editions. Even some thread scheduling details have differ-
ent default behavior in the two families (the default length of the time slice, or thread quan-
tum—see Chapter 6 for details). Where there are significant operational differences in the two
products, these are highlighted in the pertinent chapters throughout the rest of this book.
Unless otherwise noted, everything in this book applies to both the client and server versions.

Checked Build

There is a special debug version of Windows 2000 Professional, Windows XP Professional,
and Windows Server 2003 called the checked build (available only with the MSDN Profes-
sional or higher subscription). It is a recompilation of the Windows source code with a com-
pile-time flag defined called “DBG” (to cause compile time conditional debugging and tracing
code to be included). Also, to make it easier to understand the machine code, the post-pro-
cessing of the Windows binaries to optimize code layout for faster execution is not performed.
(See the section “Performance-Optimized Code” in the Debugging Tools help file.)
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The checked build is provided primarily to aid device driver developers because it performs
more stringent error checking on kernel-mode functions called by device drivers or other sys-
tem code. For example, if a driver (or some other piece of kernel-mode code) makes an invalid
call to a system function that is checking parameters (such as acquiring a spinlock at the wrong
interrupt level), the system will stop execution when the problem is detected rather than allow
some data structure to be corrupted and the system to possibly crash at a later time.

EXPERIMENT: Determining If You Are Running the Checked Build

There is no built-in tool to display whether you are running the checked build or the
retail build (called the free build). However, this information is available through the
“Debug” property of the Windows Management Instrumentation (WMI)

Win32_OperatingSystem class. The following sample Visual Basic script displays this
property:
strComputer = "."
Set objwMIService = GetObject("winmgmts:" _

& "{impersonationLevel=impersonate}!\\" & strComputer & "\root\cimv2")
Set colOperatingSystems = objwMIService.ExecQuery _

("SELECT * FROM Win32_OperatingSystem"s)
For Each objoperatingSystem in colOperatingSystems

wscript.Echo "Caption: " & objOperatingSystem.Caption

wscript.Echo "Debug: " & objoperatingSystem.Debug

wscript.Echo "version: " & objOperatingSystem.Vversion
Next

To try this, type in the preceding script and save it as file. The following is the output
from running the script:

C:\>cscript osversion.vbs
Microsoft (R) Windows Script Host Version 5.6
Copyright (C) Microsoft Corporation 1996-2001. A1l rights reserved.

Caption: Microsoft windows XP Professional
Debug: False

version: 5.1.2600

This system is not running the checked build, as the Debug flag shown here says False.

Much of the additional code in the checked-build binaries is a result of using the ASSERT
macro, which is defined in the DDK header file Ntddk.h and documented in the DDK docu-
mentation. This macro tests a condition (such as the validity of a data structure or parameter),
and if the expression evaluates to FALSE, the macro calls the kernel-mode function RtlAssert,
which calls DbgPrint to send the text of the debug message to a debug message buffer. If a ker-
nel debugger is attached, this message is displayed automatically followed by a prompt asking
the user what to do about the assertion failure (breakpoint, ignore, terminate process, or ter-
minate thread). If the system wasn’t booted with the kernel debugger (using the /DEBUG
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switch in Boot.ini) and no kernel debugger is currently attached, failure of an ASSERT test will
crash the system. For a list of ASSERT checks made by some of the kernel support routines,
see the section “Checked Build ASSERTs” in the Windows DDK documentation.

Note On the checked build, if you compare Ntoskrnl.exe and Ntkrnimp.exe or Ntkrnlpa.exe
and Ntkrpamp.exe, you'll find that they are identical—they are all multiprocessor versions of
the same files. In other words, there is no debug uniprocessor version of the kernel images pro-
vided with the checked build.

The checked build is also useful for system administrators because of the additional detailed
informational tracing that can be enabled for certain components. (For detailed instructions,
see the Microsoft Knowledge Base Article number 314743 entitled HOWTO: Enable Verbose
Debug Tracing in Various Drivers and Subsystems.) This information output is sent to an internal
debug message buffer using the DbgPrint function referred to earlier. To view the debug mes-
sages, you can either attach a kernel debugger to the target system (which requires booting
the target system in debugging mode), use the !dbgprint command while performing local ker-
nel debugging, or use the Dbgview.exe tool from www.sysinternals.com.

You don’t have to install the entire checked build to take advantage of the debug version of the
operating system. You can just copy the checked version of the kernel image (Ntoskrnl.exe)
and the appropriate HAL (Hal.dll) to a normal retail installation. The advantage of this
approach is that device drivers and other kernel code get the rigorous checking of the checked
build without having to run the slower debug versions of all components in the system. For
detailed instructions on how to do this, see the section “Installing Just the Checked Operating
System and HAL” in the Windows DDK documentation. Because Microsoft doesn’t supply a
checked build version of Windows 2000 Server, you can also apply this technique to run the
checked version of the kernel on a Windows 2000 Server system.

Finally, the checked build can also be useful for testing user-mode code only because the tim-
ing of the system is different. (This is because of the additional checking taking place within
the kernel and the fact that the components are compiled without optimizations.) Often, mul-
tithreaded synchronization bugs are related to specific timing conditions. By running your
tests on a system running the checked build (or at least the checked kernel and HAL), the fact
that the timing of the whole system is different might cause latent timing bugs to surface that
do not occur on a normal retail system.

Key System Components

Now that we’ve looked at the high-level architecture of Windows, let’s delve deeper into the
internal structure and the role each key operating system component plays. Figure 2-3 is a
more detailed and complete diagram of the core Windows system architecture and compo-
nents than was shown earlier in the chapter (in Figure 2-2). Note that it still does not show all
components (networking in particular, which is explained in Chapter 13).
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The following sections elaborate on each major element of this diagram. Chapter 3 explains
the primary control mechanisms the system uses (such as the object manager, interrupts, and
so forth). Chapter 5 describes the process of starting and shutting down Windows, and Chap-
ter 4 details management mechanisms such as the registry, service processes, and Windows
Management Instrumentation (WMI). Then the remaining chapters explore in even more
detail the internal structure and operation of key areas such as processes and threads, mem-
ory management, security, the I/O manager, storage management, the cache manager, the

Windows file system (NTFS), and networking.

System Processes Services Applications Environment
Subsystems
e | Windows |
control mgr. ﬁ
Task Manager
LSASS |I e | - 05/2
] ] Explorer -+
Winlogon SpoolSv.exe —
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User
Session [ Services.exe application POSIX |
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NTDLL.DLL
User mode
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System Service Dispatcher
(Kernel mode callable interfaces)
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Figure 2-3 Windows architecture




Chapter 2: System Architecture 53

Environment Subsystems and Subsystem DLLs

As shown in Figure 2-3, Windows originally had three environment subsystems: OS/2,
POSIX, and Windows. As stated earlier, the OS/2 subsystem was removed in Windows 2000.
Although the basic POSIX subsystem that originally shipped with Windows no longer ships
with the system as of Windows XP, a greatly enhanced version is available for free as part of
the Services for UNIX product.

As we’ll explain shortly, of the three, the Windows subsystem is special in that Windows can’t
run withoutit. (It owns the keyboard, mouse, and display, and it is required to be present even
on server systems with no interactive users logged in.) In fact, the other two subsystems are
configured to start on demand, whereas the Windows subsystem must always be running.

The subsystem startup information is stored under the registry key HKLM\SYSTEM\Current-
ControlSet\Control\Session Manager\SubSystems. Figure 2-4 shows the values under this key.

£!" Registry Editor

Begity Edi iew Eavortes Help
=10 Session Manager 2] [Name [ Tupe [ Data |
3 AppCampatibity (3] {Defaul) REG_SZ [value not set]
AppFatches (ab]Debug REG_EXPAND_SZ
DOS Devices (28] Kmode REG_EXPAND_SZ  %SystemFootZhsystem32usindzk sys
E:‘;’gi:\:‘:“ (aB] Optional REG_MULTLSZ 0s2 Posik
P REG_EXPAND 57 %SystemPlontsystema2umsass see
(28] Posis REG_EXPAND 52 %SystemFiootiepstem32ipsiss eve
[B|Requicd  REG_MULTLSZ Debug Windows
[2B]windows  REG_EXPAND 57 %SystemPootsystema2usrss aws DhjsctDrecton-

{1 KnownDLLs J
{3 Memory Managemer
Fower

|My ComputertHKEY_LOCAL_MACHINESSYSTEM\CurrentCantroletiContiahSession Manager\SubSystems Y

Figure 2-4 Registry Editor showing Windows startup information

The Required value lists the subsystems that load when the system boots. The value has two
strings: Windows and Debug. The Windows value contains the file specification of the Win-
dows subsystem, Csrss.exe, which stands for Client/Server Run-Time Subsystem. (See the
Note later in this section.) Debug is blank (because it’s used for internal testing) and therefore
does nothing. The Optional value indicates that the OS/2 and POSIX subsystems will be
started on demand. The registry value Kmode contains the filename of the kernel-mode por-
tion of the Windows subsystem, Win32k.sys (explained later in this chapter).

The role of an environment subsystem is to expose some subset of the base Windows execu-
tive system services to application programs. Each subsystem can provide access to different
subsets of the native services in Windows. That means that some things can be done from an
application built on one subsystem that can’t be done by an application built on another sub-
system. For example, a Windows application can’t use the POSIX fork function.

Each executable image (.exe) is bound to one and only one subsystem. When an image is run,
the process creation code examines the subsystem type code in the image header so that it can
notify the proper subsystem of the new process. This type code is specified with the /SUB-
SYSTEM qualifier of the link command in Microsoft Visual C++ and can be viewed with the
Exetype tool in the Windows resource Kits.
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Note As a historical note, the reason the Windows subsystem process is called Csrss.exe is
that in the original design of Windows NT, all the subsystems were going to execute as threads
inside a single systemwide environment subsystem process. When the POSIX and OS/2 sub-
systems were removed and put in their own processes, the filename for the Windows sub-
system process wasn't changed.

Function calls can’t be mixed between subsystems. In other words, a POSIX application can
call only services exported by the POSIX subsystem, and a Windows application can call only
services exported by the Windows subsystem. As you'll see later, this restriction is one reason
why the original POSIX subsystem, which implements a very limited set of functions (only
POSIX 1003.1), wasn’t a useful environment for porting UNIX applications.

As mentioned earlier, user applications don’t call Windows system services directly. Instead,
they go through one or more subsystem DLLs. These libraries export the documented inter-
face that the programs linked to that subsystem can call. For example, the Windows sub-
system DLLs (such as Kernel32.dll, Advapi32.dll, User32.dll, and Gdi32.dll) implement the
Windows API functions. The POSIX subsystem DLL (Psxdll.dll) implements the POSIX API
functions.

EXPERIMENT: Viewing the Image Subsystem Type

You can see the image subsystem type by using either the Exetype tool in the Windows
resource kits or the Dependency Walker tool (Depends.exe) in the Windows Support
Tools and Platform SDK. For example, notice the image types for two different Windows
images, Notepad.exe (the simple text editor) and Cmd.exe (the Windows command
prompt):

C:\>exetype \Windows\system32\notepad.exe
File "\Windows\system32\notepad.exe" is of the following type:
windows NT
32 bit machine
Built for the Intel 80386 processor
Runs under the windows GUI subsystem

C:\>exetype \Windows\system32\cmd.exe
File "\Windows\system32\cmd.exe" is of the following type:
windows NT
32 bit machine
Built for the Intel 80386 processor
Runs under the windows character-based subsystem

This shows that Notepad is a GUI program while Cmd is a console or character-based
program. And although the output of the Exetype tool implies there are two different
subsystems for GUI and character-based programs, there is just one Windows sub-
system. Also, Windows isn’t supported on the Intel 386 processor (or the 486 for that
matter)—the text output by the Exetype program hasn’t been updated.
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When an application calls a function in a subsystem DLL, one of three things can occur:

B The function is entirely implemented in user mode inside the subsystem DLL. In other
words, no message is sent to the environment subsystem process, and no Windows
executive system services are called. The function is performed in user mode, and the
results are returned to the caller. Examples of such functions include GetCurrentProcess
(which always returns -1, a value that is defined to refer to the current process in all pro-
cess-related functions) and GetCurrentProcessId. (The process ID doesn’t change for a
running process, so this ID is retrieved from a cached location, thus avoiding the need to
call into the kernel.)

B The function requires one or more calls to the Windows executive. For example, the
Windows ReadFile and WriteFile functions involve calling the underlying internal (and
undocumented) Windows I/O system services NtReadFile and NtWriteFile, respectively.

B The function requires some work to be done in the environment subsystem process.
(The environment subsystem processes, running in user mode, are responsible for
maintaining the state of the client applications running under their control.) In this
case, a client/server request is made to the environment subsystem via a message sent to
the subsystem to perform some operation. The subsystem DLL then waits for a reply
before returning to the caller.

Some functions can be a combination of the second and third items just listed, such as the
Windows CreateProcess and CreateThread functions.

Although Windows was designed to support multiple, independent environment subsystems,
from a practical perspective, having each subsystem implement all the code to handle win-
dowing and display I/O would result in a large amount of duplication of system functions
that, ultimately, would have negatively affected both system size and performance. Because
Windows was the primary subsystem, the Windows designers decided to locate these basic
functions there and have the other subsystems call on the Windows subsystem to perform
display I/O. Thus, the POSIX and OS/2 subsystems call services in the Windows subsystem
to perform display I/O. (In fact, if you examine the subsystem type for these images, you'll see
that they are Windows executables.)

Let’s take a closer look at each of the environment subsystems.

Windows Subsystem
The Windows subsystem consists of the following major components:
B The environment subsystem process (Csrss.exe) contains support for:
0 Console (text) windows

O Creating and deleting processes and threads

O Portions of the support for 16-bit virtual DOS machine (VDM) processes
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0 Other miscellaneous functions, such as GetTempFile, DefineDosDevice, ExitWin-
dowsEx, and several natural language support functions

m The kernel-mode device driver (Win32k.sys) contains:

0 The window manager, which controls window displays; manages screen output;
collects input from keyboard, mouse, and other devices; and passes user messages
to applications.

O The Graphics Device Interface (GDI), which is a library of functions for graphics
output devices. It includes functions for line, text, and figure drawing and for
graphics manipulation.

m Subsystem DLLs (such as Kernel32.dll, Advapi32.dll, User32.dll, and Gdi32.dll) trans-
late documented Windows API functions into the appropriate and mostly undocu-
mented kernel-mode system service calls to Ntoskrnl.exe and Win32k.sys.

B Graphics device drivers are hardware-dependent graphics display drivers, printer driv-
ers, and video miniport drivers.

Applications call the standard USER functions to create user interface controls, such as win-
dows and buttons, on the display. The window manager communicates these requests to the
GDI, which passes them to the graphics device drivers, where they are formatted for the dis-
play device. A display driver is paired with a video miniport driver to complete video display
support.

The GDI provides a set of standard two-dimensional functions that let applications communi-
cate with graphics devices without knowing anything about the devices. GDI functions medi-
ate between applications and graphics devices such as display drivers and printer drivers. The
GDl interprets application requests for graphic output and sends the requests to graphics dis-
play drivers. It also provides a standard interface for applications to use varying graphics out-
put devices. This interface enables application code to be independent of the hardware
devices and their drivers. The GDI tailors its messages to the capabilities of the device, often
dividing the request into manageable parts. For example, some devices can understand direc-
tions to draw an ellipse; others require the GDI to interpret the command as a series of pixels
placed at certain coordinates. For more information about the graphics and video driver archi-
tecture, see the “Design Guide” section of the book Graphics Drivers in the Windows DDK.

Prior to Windows NT 4, the window manager and graphics services were part of the user-
mode Windows subsystem process. In Windows NT 4, the bulk of the windowing and graph-
ics code was moved from running in the context of the Windows subsystem process to a set
of callable services running in kernel mode (in the file Win32k.sys). The primary reason for
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this shift was to improve overall system performance. Having a separate server process that
contains the Windows graphics subsystem required multiple thread and process context
switches, which consumed considerable CPU cycles and memory resources even though the
original design was highly optimized.

For example, for each thread on the client side there was a dedicated, paired server thread in the
Windows subsystem process waiting on the client thread for requests. A special interprocess
communication facility called fast LPC was used to send messages between these threads. Unlike
normal thread context switches, transitions between paired threads via fast LPC don’t cause a
rescheduling event in the kernel, thereby enabling the server thread to run for the remaining
time slice of the client thread before having to take its turn in the kernel’s preemptive thread
scheduler. Moreover, shared memory buffers were used to allow fast passing of large data struc-
tures, such as bitmaps, and clients had direct but read-only access to key server data structures
to minimize the need for thread/process transitions between clients and the Windows server.
Also, GDI operations were (and still are) batched. Batching means that a series of graphics calls
by a Windows application aren’t “pushed” over to the server and drawn on the output device
until a GDI batching queue is filled. You can set the size of the queue by using the Windows
GdiSetBatchLimit function, and you can flush the queue at any time with GdiFlush. Conversely,
read-only properties and data structures of GDI, once they were obtained from the Windows
subsystem process, were cached on the client side for fast subsequent access.

Despite these optimizations, however, the overall system performance was still not adequate
for graphics-intensive applications. The obvious solution was to eliminate the need for the
additional threads and resulting context switches by moving the windowing and graphics sys-
tem into kernel mode. Also, once applications have called into the window manager and the
GD], those subsystems can access other Windows executive components directly without the
cost of user-mode or kernel-mode transitions. This direct access is especially important in the
case of the GDI calling through video drivers, a process that involves interaction with video
hardware at high frequencies and high bandwidths.

So, what remains in the user-mode process part of the Windows subsystem? All the drawing
and updating for console or text windows are handled by it because console applications have
no notion of repainting a window. It’s easy to see this activity—simply open a command
prompt and drag another window over it, and you’ll see the Windows subsystem consuming
CPU time as it repaints the console window. But other than console window support, only a
few Windows functions result in sending a message to the Windows subsystem process any-
more: process and thread creation and termination, network drive letter mapping, and cre-
ation of temporary files. In general, a running Windows application won’t be causing many, if
any, context switches to the Windows subsystem process.
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Is Windows Less Stable with USER and GDI in Kernel Mode?

Some people wondered whether moving this much code into kernel mode would sub-
stantially affect system stability. The reason the impact on system stability has been min-
imal is that prior to Windows NT 4 (and this is still true today), a bug (such as an access
violation) in the user-mode Windows subsystem process (Csrss.exe) results in a system
crash because the Windows subsystem process was (and still is) a vital process to the
running of the system. Because it was the process that contained the data structures that
described the windows on the display, the death of that process would kill the user
interface. However, even a Windows system operating as a server, with no interactive
processes, can’t run without this process, because server processes might be using win-
dow messaging to drive the internal state of the application. With Windows, an access
violation in the same code now running in kernel mode simply crashes the system more
quickly, because exceptions in kernel mode result in a system crash.

There is, however, one additional theoretical danger that didn’t exist prior to moving the
windowing and graphics system into kernel mode. Because this body of code is now run-
ning in kernel mode, a bug (such as the use of a bad pointer) could resultin corrupting ker-
nel-mode protected data structures. Prior to Windows NT 4, such references would have
caused an access violation because kernel-mode pages aren’t writable from user mode. But
a system crash would have then resulted, as described earlier. With the code now running
in kernel mode, a bad pointer reference that caused a write operation to some kernel-mode
page might not immediately cause a system crash, but if it corrupted some data structure,
a crash would likely result soon after. There is a small chance, however, that such a reference
could corrupt a memory buffer (rather than a data structure), possibly resulting in return-
ing corrupt data to a user program or writing bad data to the disk.

Another area of possible impact can come from the move of the graphics drivers into
kernel mode. Previously, some portions of a graphics driver ran within Csrss and others
ran in kernel mode. Now, the entire driver runs in kernel mode. Although Microsoft
doesn’t develop all the graphics device drivers supported in Windows, it does work
directly with hardware manufacturers to help ensure that they are able to produce reli-
able and efficient drivers. All drivers shipped with the system are submitted to the same
rigorous testing as other executive components.

Finally, it’s important to understand that this design (running the windowing and
graphics subsystem in kernel mode) is not fundamentally risky. It is identical to the
approaches many other device drivers use (for example, network card drivers and hard
disk drivers). All these drivers have been operating in kernel mode since the inception of
Windows NT with a high degree of reliability.

Some people speculated that the move of the window manager and the GDI into kernel
mode would hurt the preemptive multitasking capability of Windows. The theory was
that with all the additional Windows processing time spent in kernel mode, other
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threads would have less opportunity to be run preemptively. This view was based on a
misunderstanding of the Windows architecture. It is true that in many other nominally
preemptive operating systems, executing in kernel mode is never preempted by the
operating system scheduler—or is preempted only at a certain limited number of pre-
defined points of kernel reentrancy. In Windows, however, threads running anywhere
in the executive are preempted and scheduled alongside threads running in user mode,
and all code within the executive is fully reentrant. Among other reasons, this capability
is necessary to achieve a high degree of system scalability on SMP hardware.

Another line of speculation was that SMP scaling would be hurt by this change. The the-
ory went like this: Previously, an interaction between an application and the window
manager or the GDI involved two threads, one in the application and one in Csrss.exe.
Therefore, on an SMP system, the two threads could run in parallel, thus improving
throughput. This analysis shows a misunderstanding of how Windows NT technology
worked prior to Windows NT 4. In most cases, calls from a client application to the Win-
dows subsystem process run synchronously; that is, the client thread entirely blocks
waiting on the server thread and begins to run again only when the server thread has
completed the call. Therefore, no parallelism on SMP hardware can ever be achieved.
This phenomenon is easily observable with a busy graphics application using the Perfor-
mance tool on an SMP system. The observer will discover that on a two-processor sys-
tem each processor is approximately 50 percent loaded, and it’s relatively easy to find
the single Csrss thread that is paired off with the busy application thread. Indeed,
because the two threads are fairly intimate with each other and sharing state, the proces-
sors’ caches must be flushed constantly to maintain coherency. This constant flushing is
the reason that with Windows NT 3.51 a single-threaded graphics application typically
runs slightly slower on an SMP machine than on a single processor system.

As aresult, the changes in Windows NT 4 increased SMP throughput of applications
that make heavy use of the window manager and the GDI, especially when more than
one application thread is busy. When two application threads are busy on a two-proces-
sor Windows NT 3.51-based machine, a total of four threads (two in the application
plus two in Csrss) are battling for time on the two processors. Although only two are typ-
ically ready to run at any given time, the lack of a consistent pattern in which threads
run results in a loss of locality of reference and cache coherency. This loss occurs
because the busy threads are likely to get shuffled from one processor to another. In the
Windows NT 4 design, each of the two application threads essentially has its own pro-
cessor, and the automatic thread affinity of Windows tends to run the same thread on
the same processor indefinitely, thus maximizing locality of reference and minimizing
the need to synchronize the private per-processor memory caches.

So in summary, moving the window manager and the GDI from user mode to kernel
mode has provided improved performance without any significant decrease in system
stability or reliability, even in the case of multiple sessions being created in a Terminal
Service enabled configuration.
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POSIX Subsystem

POSIX, an acronym loosely defined as “a portable operating system interface based on
UNIX,” refers to a collection of international standards for UNIX-style operating system inter-
faces. The POSIX standards encourage vendors implementing UNIX-style interfaces to make
them compatible so that programmers can move their applications easily from one system to
another.

Windows implements only one of the many POSIX standards, POSIX.1, formally known as
ISO/IEC 9945-1:1990 or IEEE POSIX standard 1003.1-1990. This standard was included pri-
marily to meet U.S. government procurement requirements set in the mid-to-late 1980s that
mandated POSIX.1 compliance as specified in Federal Information Processing Standard
(FIPS) 151-2, developed by the National Institute of Standards and Technology. Windows NT
3.5,3.51, and 4 have been formally tested and certified according to FIPS 151-2.

Because POSIX.1 compliance was a mandatory goal for Windows, the operating system was
designed to ensure that the required base system support was present to allow for the imple-
mentation of a POSIX.1 subsystem (such as the fork function, which is implemented in the
Windows executive, and the support for hard file links in the Windows file system). However,
because POSIX.1 defines a limited set of services (such as process control, interprocess com-
munication, simple character cell I/O, and so on), the POSIX subsystem that comes with Win-
dows 2000 isn’t a complete programming environment. And because applications can’t mix
calls between subsystems on Windows, by default, POSIX applications are limited to the strict
set of services defined in POSIX.1. This restriction means that a POSIX executable on Win-
dows can’t create a thread or a window or use remote procedure calls (RPCs) or sockets.

To address this limitation, Microsoft provides a product called Windows Services for Unix,
which includes (as of version 3.5) an enhanced POSIX subsystem environment that provides
nearly 2000 UNIX functions and 300 UNIX-like tools and utilities. (See http://
www.microsoft.com/windows/sfu/default.asp for more information on Windows Services for
Unix.)

This enhanced POSIX subsystem assists in porting UNIX applications to Windows. However,
because the programs are still linked as POSIX executables, they cannot call Windows func-
tions. To port UNIX applications to Windows and allow the use of Windows functions, you
can purchase UNIX-to-Windows porting packages, such as the MKS Toolkit products avail-
able from Mortice Kern Systems Inc. (www.mkssoftware.com). With this approach, a UNIX
application can be recompiled and relinked as a Windows executable and can slowly start to
integrate calls to native Windows functions.
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EXPERIMENT: Watching the POSIX Subsystem Start

The POSIX subsystem is configured by default to start the first time a POSIX executable
is run, so you can watch it start by running a POSIX program, such as one of the POSIX
utilities that comes with the Windows Services for Unix. (You can also find a small set of
POSIX utilities in the \Apps\POSIX folder on the Windows 2000 resource kit tools
media—they are not installed as part of the resource kit tools installation.) Follow these
steps to watch the POSIX subsystem start:

1. Starta command prompt.

2. Run Process Explorer and check that the POSIX subsystem isn’t already running
(that is, that there’s no Psxss.exe process on the system). Make sure Process
Explorer is displaying the process list in tree view (by pressing Ctrl+T).

3. Runa POSIX program, such as the C Shell or Korn Shell included with Windows
Services for Unix (or a POSIX tool from the Windows 2000 resource kit, such as
\Apps\POSIX\Ls.exe).

4. Go back to Process Explorer and notice the new Psxss.exe process that is a child of
Smss.exe (which, depending on your different highlight duration, might still be
highlighted as a new process on the display).

To compile and link a POSIX application in Windows requires the POSIX headers and librar-
ies from the Platform SDK. POSIX executables are linked against the POSIX subsystem
library, Psxdll.dll. Because by default Windows is configured to start the POSIX subsystem on
demand, the first time you run a POSIX application, the POSIX subsystem process
(Psxss.exe) must be started. It remains running until the system reboots. (If you kill the
POSIX subsystem process, you won’t be able to run more POSIX applications until you
reboot.) The POSIX image itself isn’t run directly—instead, a special support image called
Posix.exe is launched, which in turn creates a child process to run the POSIX application.

0S/2 Subsystem

The OS/2 environment subsystem, like the built-in POSIX subsystem, is fairly limited in use-
fulness in that it supports only OS/2 1.2 16-bit character-based or video I/O (VIO) applica-
tions. Although Microsoft did sell a replacement OS/2 1.2 Presentation Manager subsystem
for Windows NT 4, it didn’t support OS/2 2.x (or later) applications (and it isn’t available for
Windows 2000 or later).

Also, because Windows doesn’t allow direct hardware access by user applications, OS/2 pro-
grams that contain I/O privilege segments that attempt to perform IN/OUT instructions (to
access some hardware device) as well as advanced video I/O (AVIO) aren’t supported. Appli-
cations that use the CLI/STI instructions are supported—but all the other OS/2 applications
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in the system and all the other threads in the OS/2 process issuing the CLI instructions are
suspended until an STI instruction is executed.

The 16-MB memory limitation on native OS/2 1.2 doesn’t apply to Windows—the OS/2 sub-
system uses the 32-bit virtual address space of Windows to provide up to 512 MB of memory
to OS/2 1.2 applications, as illustrated in Figure 2-5.
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Figure 2-5 0S/2 subsystem virtual memory layout

The tiled area is 512 MB of virtual address space that is reserved up front and then committed
or decommitted when 16-bit applications need segments. The OS/2 subsystem maintains a
local descriptor table (LDT) for each process, with shared memory segments at the same LDT
slot for all OS/2 processes.

As we'll discuss in detail in Chapter 6, threads are the elements of a program that execute, and
as such they must be scheduled for processor time. Although Windows priority levels range
from O through 31, the 64 OS/2 priority levels (0 through 63) are mapped to Windows
dynamic priorities 1 through 15. OS/2 threads never receive Windows real-time priorities 16
through 31.

As with the POSIX subsystem, the OS/2 subsystem starts automatically the first time you acti-
vate a compatible OS/2 image. It remains running until the system is rebooted.

For more information on how Windows handles running POSIX and OS/2 applications, see
the section “Flow of CreateProcess” in Chapter 6.
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Ntdil.dll

NtdllLdll is a special system support library primarily for the use of subsystem DLLs. It con-
tains two types of functions:

B System service dispatch stubs to Windows executive system services

m Internal support functions used by subsystems, subsystem DLLs, and other native
images

The first group of functions provides the interface to the Windows executive system services
that can be called from user mode. There are more than 200 such functions, such as NtCreate-
File, NtSetEvent, and so on. As noted earlier, most of the capabilities of these functions are
accessible through the Windows API. (A number are not, however, and are for use within the
operating system.)

For each of these functions, Ntdll contains an entry point with the same name. The code
inside the function contains the architecture-specific instruction that causes a transition into
kernel mode to invoke the system service dispatcher (explained in more detail in Chapter 3),
which after verifying some parameters, calls the actual kernel-mode system service that con-
tains the real code inside Ntoskrnl.exe.

Ntdll also contains many support functions, such as the image loader (functions that start
with Ldr), the heap manager, and Windows subsystem process communication functions
(functions that start with Csr), as well as general run-time library routines (functions that start
with Rtl). It also contains the user-mode asynchronous procedure call (APC) dispatcher and
exception dispatcher. (APCs and exceptions are explained in Chapter 3.)

Executive

The Windows executive is the upper layer of Ntoskrnl.exe. (The kernel is the lower layer.) The
executive includes the following types of functions:

m Functions that are exported and callable from user mode. These functions are called sys-
tem services and are exported via Ntdll. Most of the services are accessible through the
Windows API or the APIs of another environment subsystem. A few services, however,
aren’t available through any documented subsystem function. (Examples include LPCs
and various query functions such as NtQueryInformationProcess, specialized functions
such as NtCreatePagingFile, and so on.)

m Device driver functions that are called through the use of the DeviceloControl function.
This provides a general interface from user mode to kernel mode to call functions in
device drivers that are not associated with a read or write.

m Functions that can be called only from kernel mode that are exported and documented
in the Windows DDK or Windows Installable File System (IFS) Kit. (For information on
the Windows IFS Kit, go to http;//www.microsoft.com/whdc/ddk/ifskit/default. mspx.)
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m Functions that are exported and callable from kernel mode but are not documented in

the Windows DDK or IFS Kit (such as the functions called by the boot video driver,
which start with Inbv).

Functions that are defined as global symbols but are not exported. These include inter-
nal support functions called within Ntoskrnl, such as those that start with Iop (internal
/O manager support functions) or Mi (internal memory management support func-
tions).

m Functions that are internal to a module that are not defined as global symbols.

The executive contains the following major components, each of which is covered in detail in
a subsequent chapter of this book:

B The configuration manager (explained in Chapter 4) is responsible for implementing and

managing the system registry.

The process and thread manager (explained in Chapter 6) creates and terminates pro-
cesses and threads. The underlying support for processes and threads is implemented
in the Windows kernel; the executive adds additional semantics and functions to these
lower-level objects.

The security reference monitor (or SRM, described in Chapter 8) enforces security policies
on the local computer. It guards operating system resources, performing run-time object
protection and auditing.

The I/0 manager (explained in Chapter 9) implements device-independent I/O and is
responsible for dispatching to the appropriate device drivers for further processing.

The Plug and Play (PnP) manager (explained in Chapter 9) determines which drivers are
required to support a particular device and loads those drivers. It retrieves the hardware
resource requirements for each device during enumeration. Based on the resource
requirements of each device, the PnP manager assigns the appropriate hardware
resources such as I/O ports, IRQs, DMA channels, and memory locations. It is also
responsible for sending proper event notification for device changes (addition or
removal of a device) on the system.

The power manager (explained in Chapter 9) coordinates power events and generates
power management I/O notifications to device drivers. When the system is idle, the
power manager can be configured to reduce power consumption by putting the CPU to
sleep. Changes in power consumption by individual devices are handled by device driv-
ers but are coordinated by the power manager.

The WDM Windows Management Instrumentation routines (explained in Chapter 4)
enable device drivers to publish performance and configuration information and receive
commands from the user-mode WMI service. Consumers of WMI information can be on
the local machine or remote across the network.
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The cache manager (explained in Chapter 11) improves the performance of file-based
1/O by causing recently referenced disk data to reside in main memory for quick access
(and by deferring disk writes by holding the updates in memory for a short time before
sending them to the disk). As you'll see, it does this by using the memory manager’s
support for mapped files.

The memory manager (explained in Chapter 7) implements virtual memory, a memory
management scheme that provides a large, private address space for each process that
can exceed available physical memory. The memory manager also provides the underly-
ing support for the cache manager.

The logical prefetcher (explained in Chapter 7) accelerates system and process startup by
optimizing the loading of data referenced during the startup of the system or a process.

In addition, the executive contains four main groups of support functions that are used by the
executive components just listed. About a third of these support functions are documented in
the DDK because device drivers also use them. These are the four categories of support func-

tions:

Kernel

The object manager, which creates, manages, and deletes Windows executive objects and
abstract data types that are used to represent operating system resources such as pro-
cesses, threads, and the various synchronization objects. The object manager is
explained in Chapter 3.

The LPC facility (explained in Chapter 3) passes messages between a client process and
a server process on the same computer. LPC is a flexible, optimized version of remote
procedure call (RPC), an industry-standard communication facility for client and server
processes across a network.

A broad set of common run-time library functions, such as string processing, arithmetic
operations, data type conversion, and security structure processing.

Executive support routines, such as system memory allocation (paged and nonpaged
pool), interlocked memory access, as well as two special types of synchronization
objects: resources and fast mutexes.

The kernel consists of a set of functions in Ntoskrnl.exe that provide fundamental mecha-
nisms (such as thread scheduling and synchronization services) used by the executive com-
ponents, as well as low-level hardware architecture-dependent support (such as interrupt and
exception dispatching), that are different on each processor architecture. The kernel code is
written primarily in C, with assembly code reserved for those tasks that require access to spe-
cialized processor instructions and registers not easily accessible from C.
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Like the various executive support functions mentioned in the preceding section, a number of
functions in the kernel are documented in the DDK (and can be found by searching for func-
tions beginning with Ke) because they are needed to implement device drivers.

Kernel Objects

The kernel provides a low-level base of well-defined, predictable operating system primitives
and mechanisms that allow higher-level components of the executive to do what they need to
do. The kernel separates itself from the rest of the executive by implementing operating sys-

tem mechanisms and avoiding policy making. It leaves nearly all policy decisions to the exec-
utive, with the exception of thread scheduling and dispatching, which the kernel implements.

Outside the kernel, the executive represents threads and other shareable resources as objects.
These objects require some policy overhead, such as object handles to manipulate them, secu-
rity checks to protect them, and resource quotas to be deducted when they are created. This
overhead is eliminated in the kernel, which implements a set of simpler objects, called kernel
objects, that help the kernel control central processing and support the creation of executive
objects. Most executive-level objects encapsulate one or more kernel objects, incorporating
their kernel-defined attributes.

One set of kernel objects, called control objects, establishes semantics for controlling various
operating system functions. This set includes the APC object, the deferred procedure call (DPC)
object, and several objects the I/O manager uses, such as the interrupt object.

Another set of kernel objects, known as dispatcher objects, incorporates synchronization capa-
bilities that alter or affect thread scheduling. The dispatcher objects include the kernel thread,
mutex (called mutant internally), event, kernel event pair, semaphore, timer, and waitable
timer. The executive uses kernel functions to create instances of kernel objects, to manipulate
them, and to construct the more complex objects it provides to user mode. Objects are
explained in more detail in Chapter 3, and processes and threads are described in Chapter 6.

Hardware Support

The other major job of the kernel is to abstract or isolate the executive and device drivers from
variations between the hardware architectures supported by Windows. This job includes han-
dling variations in functions such as interrupt handling, exception dispatching, and multipro-
cessor synchronization.

Even for these hardware-related functions, the design of the kernel attempts to maximize the
amount of common code. The kernel supports a set of interfaces that are portable and seman-
tically identical across architectures. Most of the code that implements this portable interface
is also identical across architectures.

Some of these interfaces are implemented differently on different architectures, however, or
some of the interfaces are partially implemented with architecture-specific code. These
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architecturally independent interfaces can be called on any machine, and the semantics of
the interface will be the same whether or not the code varies by architecture. Some kernel

interfaces (such as spinlock routines, which are described in Chapter 3) are actually imple-
mented in the HAL (described in the next section) because their implementation can vary
for systems within the same architecture family.

The kernel also contains a small amount of code with x86-specific interfaces needed to support
old MS-DOS programs. These x86 interfaces aren’t portable in the sense that they can’t be
called on a machine based on any other architecture; they won’t be present. This x86-specific
code, for example, supports calls to manipulate global descriptor tables (GDTs) and LDTs,
hardware features of the x86.

Other examples of architecture-specific code in the kernel include the interface to provide
translation buffer and CPU cache support. This support requires different code for the differ-
ent architectures because of the way caches are implemented.

Another example is context switching. Although at a high level the same algorithm is used for
thread selection and context switching (the context of the previous thread is saved, the con-
text of the new thread is loaded, and the new thread is started), there are architectural differ-
ences among the implementations on different processors. Because the context is described

by the processor state (registers and so on), what is saved and loaded varies depending on the
architecture.

Hardware Abstraction Layer

As mentioned at the beginning of this chapter, one of the crucial elements of the Windows
design is its portability across a variety of hardware platforms. The hardware abstraction layer
(HAL) is a key part of making this portability possible. The HAL is a loadable kernel-mode
module (Hal.dll) that provides the low-level interface to the hardware platform on which
Windows is running. It hides hardware-dependent details such as I/O interfaces, interrupt
controllers, and multiprocessor communication mechanisms—any functions that are both
architecture-specific and machine-dependent.

So rather than access hardware directly, Windows internal components as well as user-written
device drivers maintain portability by calling the HAL routines when they need platform-
dependent information. For this reason, the HAL routines are documented in the Windows
DDK. To find out more about the HAL and its use by device drivers, refer to the DDK.

Although several HALs are included with Windows (as shown in Table 2-6), only one is cho-
sen at installation time and copied to the system disk with the filename Hal.dll. (Other oper-
ating systems, such as VMS, select the equivalent of the HAL at system boot time.) Therefore,
you can’t assume that a system disk from one x86 installation will boot on a different proces-
sor if the HAL that supports the other processor is different.
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Table 2-6 List of x86 HALs in \Windows\Driver Cache\i386\Driver.cab

HAL File Name Systems Supported

Hal.dll Standard PCs

Halacpi.dll Advanced Configuration and Power Interface (ACPI) PCs

Halapic.dll Advanced Programmable Interrupt Controller (APIC) PCs

Halaacpi.dll APIC ACPI PCs

Halmps.dll Multiprocessor PCs

Halmacpi.dll Multiprocessor ACPI PCs

Halborg.dll Silicon Graphics Workstation (Windows 2000 only; platform no longer
marketed)

Halsp.dll Compaq SystemPro (Windows XP only)

Note As of Windows Server 2003, no vendor-specific HALs are shipped with the base sys-
tem.

“‘ ‘U EXPERIMENT: Viewing the Base HALs Included with Windows

To view the HALs included with Windows, open the file Driver.cab in the appropriate
architecture-specific folder underneath \Windows\Driver Cache. (For example, for x86
systems, the file name is \Windows\Driver Cache\i386\Driver.cab.) Scroll down to the
files beginning with “Hal” and you should see the files listed in Table 2-6.

U‘ ‘U EXPERIMENT: Determining Which HAL You're Running

There are two ways to determine which HAL you’re running;

1. Open the file \Windows\Repair\Setup.log, search for Hal.dll, and look at the file-
name after the equals sign. This is the name of the HAL on the distribution media
extracted from Driver.cab.

2. In Device Manager (right-click on the My Computer icon on your desktop, select
Properties, click on the Hardware tab, and then click Device Manager), look at the
name of the “driver” under the Computer device type. For example, the following
screen shot is from a system running the ACPI HAL:
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“‘ JU EXPERIMENT: Viewing NTOSKRNL and HAL Image Dependencies
F You can view the relationship of the kernel and HAL images by examining their export
and import tables using the Dependency Walker tool (Depends.exe), which is con-
tained in the Windows Support Tools and the Platform SDK. To examine an image in
the Dependency Walker, select Open from the File menu to open the desired image file.

Here is a sample of output you can see by viewing the dependencies of Ntoskrnl using

this tool:
|
Dependency Walker - [ntoskinl.exe] =13
B¢ File Edt View Options Profile ‘window Help =& x|
FH SR «ERE S EMR
=} NTOSKRNL EXE [ Didinal = [ Hint [ Funetion [ Enip
HALDLL
R} NTOSKRNL.EXE
[0+ BOOTVID.DLL
R} NTOSKRNL.EXE
&l HALDLL
4] | |
[ Gielinal = [ Hint [ Funetion [E<]
B0 1135 (0«D4EF) 1134 (DD4EE) _auldiv [
B3 1136 (0x0470] 1135 [Ox046F)  _aulbem I
B 1137 (00471) 1136 (0:0470)  _aulshe =
B3 1138 (x0472] 1137 (0x0471) _except_handier2 0=
4] | »
. Module File Time 5tamy Link. Tirne Stany File Size: Al Link Checksum Real Checksum CPU Subsystem
01 [BOOTVIDDLL | 12/07/1939 400a| 11/03/1399 G.24p|  10.764| A 0=0000D8A2 | 0=D000DEAZ |#B5 | Native
O |HaLDLL 12/071999 400a| 1043041399 Z48p| 91936 A 0=00013214 | 0=00019214 |#85  [Mative
O | NTOSKRNLESE | 12/07/1999 400a| 124071399 3.41p| 1640976 A 0=0019B984 | 0=D019B984 |#85 [ Mative
4] | |
For Help, press F1 7

Notice that Ntoskrnl is linked against the HAL, which is in turn linked against Ntoskrnl.
(They both use functions in each other.) Ntoskrnl is also linked against Bootvid.dll, the
boot video driver that is used to implement the GUI startup screen. On Windows XP
and later, you will see an additional DLL, Kdcom.dll, in the list. This contains kernel
debugger infrastructure code that used to be part of Ntoskrnl.exe.

For a detailed description of the information displayed by this tool, see the Dependency
Walker help file (Depends.hlp).

Device Drivers

Although device drivers are explained in detail in Chapter 9, this section provides a brief over-
view of the types of drivers and explains how to list the drivers installed and loaded on your
system.
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Device drivers are loadable kernel-mode modules (typically ending in .sys) that interface
between the I/O manager and the relevant hardware. They run in kernel mode in one of three
contexts:

B In the context of the user thread that initiated an I/O function
m In the context of a kernel-mode system thread

B Asaresult of an interrupt (and therefore not in the context of any particular process or
thread—whichever process or thread was current when the interrupt occurred)

As stated in the preceding section, device drivers in Windows don’t manipulate hardware
directly, but rather they call functions in the HAL to interface with the hardware. Drivers are
typically written in C (sometimes C++) and therefore, with proper use of HAL routines, can be
source code portable across the CPU architectures supported by Windows and binary porta-
ble within an architecture family.

There are several types of device drivers:

B Hardware device drivers manipulate hardware (using the HAL) to write output to or
retrieve input from a physical device or network. There are many types of hardware
device drivers, such as bus drivers, human interface drivers, mass storage drivers, and so
on.

m  File system drivers are Windows drivers that accept file-oriented I/O requests and trans-
late them into 1/O requests bound for a particular device.

W File system filter drivers, such as those that perform disk mirroring and encryption, inter-
cept I/Os and perform some added-value processing before passing the I/O to the next
layer.

B Network redirectors and servers are file system drivers that transmit file system 1/0
requests to a machine on the network and receive such requests, respectively.

B Protocol drivers implement a networking protocol such as TCP/IP, NetBEUI, and IPX/
SPX.

m  Kernel streaming filter drivers are chained together to perform signal processing on data
streams, such as recording or displaying audio and video.

Because installing a device driver is the only way to add user-written kernel-mode code to the
system, some programmers have written device drivers simply as a way to access internal
operating system functions or data structures that are not accessible from user mode (but that
are documented and supported in the DDK). For example, many of the utilities from www.sys-
internals.com combine a Windows GUI application and a device driver that is used to gather
internal system state and call kernel-mode-only accessible functions not accessible from the
user-mode Windows API.
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Windows Driver Model (WDM)

Windows 2000 added support for Plug and Play, Power Options, and an extension to the
Windows NT driver model called the Windows Driver Model (WDM). Windows 2000 and
later can run legacy Windows NT 4 drivers, but because these don’t support Plug and Play
and Power Options, systems running these drivers will have reduced capabilities in these two
areas.

From the WDM perspective, there are three kinds of drivers:

B A bus driver services a bus controller, adapter, bridge, or any device that has child
devices. Bus drivers are required drivers, and Microsoft generally provides them; each
type of bus (such as PCI, PCMCIA, and USB) on a system has one bus driver. Third par-
ties can write bus drivers to provide support for new buses, such as VMEbus, Multibus,
and Futurebus.

B A function driver is the main device driver and provides the operational interface for its
device. It is a required driver unless the device is used raw (an implementation in which
1/O is done by the bus driver and any bus filter drivers, such as SCSI PassThru). A func-
tion driver is by definition the driver that knows the most about a particular device, and
it is usually the only driver that accesses device-specific registers.

m A filter driver is used to add functionality to a device (or existing driver) or to modify
1/O requests or responses from other drivers (and is often used to fix hardware that
provides incorrect information about its hardware resource requirements). Filter driv-
ers are optional and can exist in any number, placed above or below a function driver
and above a bus driver. Usually, system original equipment manufacturers (OEMs) or
independent hardware vendors (IHVs) supply filter drivers.

In the WDM driver environment, no single driver controls all aspects of a device: a bus driver
is concerned with reporting the devices on its bus to the PnP manager, while a function driver
manipulates the device.

In most cases, lower-level filter drivers modify the behavior of device hardware. For example,
if a device reports to its bus driver that it requires four I/O ports when it actually requires 16
I/O ports, a lower-level device-specific function filter driver could intercept the list of hard-
ware resources reported by the bus driver to the PnP manager, and update the count of I/O
ports.

Upper-level filter drivers usually provide added-value features for a device. For example, an
upper-level device filter driver for a keyboard can enforce additional security checks.

Interrupt processing is explained in Chapter 3. Further details about the I/O manager, WDM,
Plug and Play, and Power Options are included in Chapter 9.
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EXPERIMENT: Viewing the Installed Device Drivers

You can list the installed drivers by running Computer Management. (From the Start
menu, select Programs, Administrative Tools, and then Computer Management; or from
Control Panel, open Administrative Tools and select Computer Management.) From
within Computer Management, expand System Information and then Software Environ-
ment, and open Drivers. Here’s an example output of the list of installed drivers:

L Computer Management _[O]x]
| tcton ven Tk || = & |[Bm @@ PE 2| B& 2
Tree| Name [ Description [ Tope [ State Status | =
Computer Management [Local) o||  abiosdsk  Abiosdsk Kemel Diiver Stopped DK
i, System Tocls :I sbpdBOns  abpdBOns Kermel Driver Stopped DK
Event Viewer acpi ACFI Kemel Diiver Stopped DK
=G System Information acpiec  ACPIEC Kermel Driver Stopped DK
(22 System Summary adpulBOm  adpul60m Kemel Diiver Stopped DK
D Hardware Resources ald AFD Networking Support E... Kemel Driver Running 0K
+1-(_] Components shalSdx  AhslSh Kermel Driver Stopped DK
Software Environment acllBx aicl1Bx Kemel Driver Stopped DK
=101 Sc7BUZ aic7BuZ Kermel Driver Stopped DK
. "B Envionment Va”ah'eslﬂ et aicTEum Kemel Driver Running 0K
D amilt amilt Kermel Driver Stopped DK ]
[ [

This window displays the list of device drivers defined in the registry, their type, and
their state (Running or Stopped). Device drivers and Windows service processes are
both defined in the same place: HKLM\ SYSTEM\CurrentControlSet\Services. How-
ever, they are distinguished by a type code—for example, type 1 is a kernel-mode device

driver. (For a complete list of the information stored in the registry for device drivers, see
Table 4-7)

Alternatively, you list the currently loaded device drivers with the Drivers utility (Driv-
ers.exe in the Windows 2000 resource kits) or the Pstat utility (Pstat.exe in the Win-
dows XP Support Tools, Windows Server 2003 Support Tools, Windows 2000 resource
kits, and the Platform SDK). Here is a partial output from the Drivers utility:

c:\>drivers

ModuleName  Code Data Bss Paged Init LinkDate
ntoskrnl.exe 429184 96896 0 775360 138880 Tue Dec 07 18:41:11 1999
hal.d11 25856 6016 0 16160 10240 Tue Nov 02 20:14:22 1999
BOOTVID.DLL 5664 2464 O 0 320 wed Nov 03 20:24:33 1999
ACPI.sys 92096 8960 0 43488 4448 wed Nov 10 20:06:04 1999
WMILIB.SYS 512 0 0 1152 192 sSat Sep 25 14:36:47 1999
pci.sys 12704 1536 0 31264 4608 wed oct 27 19:11:08 1999
isapnp.sys 14368 832 0 22944 2048 sat oct 02 16:00:35 1999
compbatt.sys 2496 0 0 2880 1216 Fri oct 22 18:32:49 1999
BATTC.SYS 800 0o 0 2976 704 sSun oct 10 19:45:37 1999
intelide.sys 1760 32 0 0 128 Thu oct 28 19:20:03 1999
PCIIDEX.SYS 4544 480 0 10944 1632 wed oct 27 19:02:19 1999
pcmcia.sys 32800 8864 0 23680 6240 Fri oct 29 19:20:08 1999
ftdisk.sys 4640 32 0 95072 3392 Mon Nov 22 14:36:23 1999

Total 4363360 580320 0 3251424 432992
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Each loaded kernel-mode component (Ntoskrnl, the HAL, as well as device drivers) is
shown, along with the sizes of the sections in each image.

The Pstat utility also shows the loaded driver list, but only after it first displays the pro-
cess list and the threads in each process. Pstat includes one important piece of informa-
tion that the Drivers utility doesn’t: the load address of the module in system space. As

we'll explain later, this address is needed to map running system threads to the device

driver in which they exist.

Peering into Undocumented Interfaces

Examining the names of the exported or global symbols in key system images (such as
Ntoskrnl.exe, Hal.dll, or NtdllLdll) can be enlightening—you can get an idea of the kinds
of things Windows can do versus what happens to be documented and supported
today. Of course, just because you know the names of these functions doesn’t mean that
you can or should call them—the interfaces are undocumented and are subject to
change. We suggest that you look at these functions purely to gain more insight into the
kinds of internal functions Windows performs, not to bypass supported interfaces.

For example, looking at the list of functions in Ntdll.dll gives you the list of all the sys-
tem services that Windows provides to user-mode subsystem DLLs versus the subset
that each subsystem exposes. Although many of these functions map clearly to docu-
mented and supported Windows functions, several are not exposed via the Windows
API. (See the article “Inside the Native API” from www.sysinternals.com.)

Conversely, it's also interesting to examine the imports of Windows subsystem DLLs
(such as Kernel32.dll or Advapi32.dll) and which functions they call in Ntdll.

Another interesting image to dump is Ntoskrnl.exe—although many of the exported rou-
tines that kernel-mode device drivers use are documented in the Windows DDK, quite
a few are not. You might also find it interesting to take a look at the import table for
Ntoskrnl and the HAL; this table shows the list of functions in the HAL that Ntoskrnl
uses and vice versa.
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Table 2-7 lists most of the commonly used function name prefixes for the executive com-
ponents. Each of these major executive components also uses a variation of the prefix to
denote internal functions—either the first letter of the prefix followed by an i (for inter-
nal) or the full prefix followed by a p (for private). For example, Ki represents internal
kernel functions, and Psp refers to internal process support functions.

Table 2-7 Commonly Used Prefixes

Prefix Component

Cc Cache manager

Cm Configuration manager

Ex Executive support routines

FsRtl File system driver run-time library

Hal Hardware abstraction layer

lo I/0 manager

Ke Kernel

Lpc Local procedure call

Lsa Local security authentication

Mm Memory manager

Nt Windows system services (most of which are exported as Windows
functions)

Ob Object manager

Po Power manager

Pp PnP manager

Ps Process support

Rt/ Run-time library

Se Security

Wmi Windows Management Instrumentation

Zw Mirror entry point for system services (beginning with Nt) that sets previous

access mode to kernel, which eliminates parameter validation, because Nt
system services validate parameters only if previous access mode is user

You can decipher the names of these exported functions more easily if you understand
the naming convention for Windows system routines. The general format is:

<Prefix><Operation><Object>

In this format, Prefix is the internal component that exports the routine, Operation
tells what is being done to the object or resource, and Object identifies what is being
operated on.

For example, ExAllocatePoolWithTag is the executive support routine to allocate from a
paged or nonpaged pool. KelnitializeThread is the routine that allocates and sets up a
kernel thread object.
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System Processes

The following system processes appear on every Windows system. (Two of these—Idle and
System—are not full processes, as they are not running a user-mode executable.)

Idle process (contains one thread per CPU to account for idle CPU time)
System process (contains the majority of the kernel-mode system threads)
Session manager (Smss.exe)

Windows subsystem (Csrss.exe)

Logon process (Winlogon.exe)

Service control manager (Services.exe) and the child service processes it creates (such as
the system-supplied generic service host process, Svchost.exe)

m  Local security authentication server (Lsass.exe)

To understand the relationship of these processes, it is helpful to view the process “tree”—that
is, the parent/child relationship between processes. Seeing which process created each pro-
cess helps to understand where each process comes from. Figure 2-6 is a partial screen snap-
shot of the process tree with comments put on the first few system processes. (Process
Explorer allows you to add a comment for individual processes and optionally display that as
a column on the display.)

83 Process Explorer - Sysinternals: www.sysinternals.com

Fle Options View Process Find Help
H = B s ®dh 8
Process PID Comment A
=71 System Idle Process 0 Idle process
Zlinterrupts n/a Interrupt activity (not a process)
~IDPCs n/a Deferred Procedure Call activity (not a process)
=] System 4 System process (default home for system threads)
=[Tsmss.exe 972 Session Manager
Flcsrss.exe 1064 Windows environment subsystem
= @ winlogon.exe 1092 Logon process
=T services.exe 1140 Service Controller
Fsvchost.exe 1340 Generic Service Host
Msvchost.exe 1404 Generic Service Host
Fsvchost.exe 1608 Generic Service Host
Msvchost.exe 1636 Generic Service Host =
CPU Usage: 49.53% Commit Charge: 37.42% Processes: 58

Figure 2-6 Initial System Process Tree

The next sections explain the key system processes shown in Figure 2-6. Although these sec-
tions briefly indicate the order of process startup, Chapter 5 contains a detailed description of
the steps involved in booting and starting Windows.

Idle Process

The first process listed in Figure 2-6 is the system idle process. As we’ll explain in Chapter 6,
processes are identified by their image name. However, this process (as well as the process
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named System) isn’t running a real user-mode image (in that there is no “System Idle Pro-
cess.exe” in the \Windows directory). In addition, the name shown for this process differs
from utility to utility (because of implementation details). Table 2-8 lists several of the names
given to the Idle process (process ID 0). The Idle process is explained in detail in Chapter 6.

Table 2-8 Names for Process ID 0 in Various Utilities

Utility Name for Process ID 0
Task Manager System Idle Process
Process Viewer (Pviewer.exe) Idle

Process Status (Pstat.exe) Idle Process

Process Explode (Pview.exe) System Process

Task List (Tlist.exe) System Process
QuickSlice (Qslice.exe) Systemprocess

Now let’s look at system threads and the purpose of each of the system processes that are run-
ning real images.

Interrupts and DPCs

The two lines labeled Interrupts and DPCs represent time spent servicing interrupts and
deferred procedure calls. These mechanisms are explained in Chapter 3. Note that while Pro-
cess Explorer displays these as entries in the process list, they are not processes. They are
shown because they account for CPU time not charged to any process. (For example, a system
with heavy interrupt activity will not appear as a process consuming CPU time.) Note that
Task Manager includes interrupt and DPC time in the system idle time. Thus a system with
heavy interrupt activity will appear to be idle when using Task Manager.

System Process and System Threads

The System process (process ID 8 in Windows 2000 and process ID 4 in Windows XP and
Windows Server 2003) is the home for a special kind of thread that runs only in kernel mode:
a kernel-mode system thread. System threads have all the attributes and contexts of regular user-
mode threads (such as a hardware context, priority, and so on) but are different in that they
run only in kernel-mode executing code loaded in system space, whether that is in Ntosk-
rnl.exe or in any other loaded device driver. In addition, system threads don’t have a user pro-
cess address space and hence must allocate any dynamic storage from operating system
memory heaps, such as a paged or nonpaged pool.

System threads are created by the PsCreateSystemThread function (documented in the DDK),
which can be called only from kernel mode. Windows as well as various device drivers create
system threads during system initialization to perform operations that require thread context,
such as issuing and waiting for I/Os or other objects or polling a device. For example, the
memory manager uses system threads to implement such functions as writing dirty pages to
the page file or mapped files, swapping processes in and out of memory, and so forth. The ker-
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nel creates a system thread called the balance set manager that wakes up once per second to
possibly initiate various scheduling and memory management-related events. The cache
manager also uses system threads to implement both read-ahead and write-behind I/Os. The
file server device driver (Srv.sys) uses system threads to respond to network I/O requests for
file data on disk partitions shared to the network. Even the floppy driver has a system thread
to poll the floppy device. (Polling is more efficient in this case because an interrupt-driven
floppy driver consumes a large amount of system resources.) Further information on specific
system threads is included in the chapters in which the component is described.

By default, system threads are owned by the System process, but a device driver can create a
system thread in any process. For example, the Windows subsystem device driver
(Win32k.sys) creates system threads in the Windows subsystem process (Csrss.exe) so that
they can easily access data in the user-mode address space of that process.

When you're troubleshooting or going through a system analysis, it’s useful to be able to map
the execution of individual system threads back to the driver or even to the subroutine that
contains the code. For example, on a heavily loaded file server, the System process will likely
be consuming considerable CPU time. But the knowledge that when the System process is
running “some system thread” is running isn’t enough to determine which device driver or
operating system component is running.

So if threads in the System process are running, first determine which ones are running (for
example, with the Performance tool). Once you find the thread (or threads) that is running,
look up in which driver the system thread began execution (which at least tells you which
driver likely created the thread) or examine the call stack (or at least the current address) of
the thread in question, which would indicate where the thread is currently executing.

Both of these techniques are illustrated in the following experiments.

EXPERIMENT: Identifying System Threads in the System Process

You can see that the threads inside the System process must be kernel-mode system
threads because the start address for each thread is greater than the start address of sys-
tem space (which by default begins at 0x80000000, unless the system was booted with
the /3GB Boot.ini switch). Also, if you look at the CPU time for these threads, you'll see
that those that have accumulated any CPU time have run only in kernel mode.

To find out which driver created the system thread, look up the start address of the thread
(which you can display with Pviewer.exe) and look for the driver whose base address is
closest to (but before) the start address of the thread. Both the Pstat utility (at the end of
its output) as well as the Idrivers kernel debugger command list the base address of each
loaded device driver.

To quickly find the current address of the thread, use the Istacks 0 command in the kernel
debugger. Here is sample output from a live system (using LiveKd):
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kd> !stacks 0
Proc.Thread Thread Threadstate Blocker
[System]
.000004 8146edb0 BLOCKED ntoskrnl!MmzeroPageThread+0x5f
.00000c 8146e730 BLOCKED ?? Kernel stack not resident ??
.000010 8146e4b0 BLOCKED ntoskrnl!ExpworkerThread+0x73
.000014 8146d030 BLOCKED 7?? Kernel stack not resident 7?7
.000018 8146ddb0 BLOCKED ntoskrnl!ExpworkerThread+0x73
.00001c 8146db30 BLOCKED ntoskrnl!ExpworkerThread+0x73
.000020 8146d8b0 BLOCKED ntoskrnl!ExpworkerThread+0x73
.000024 8146d630 BLOCKED ntoskrnl!ExpworkerThread+0x73
.000028 8146d3b0 BLOCKED ntoskrnl!ExpworkerThread+0x73
.00002c 8146c030 BLOCKED ntoskrnl!ExpworkerThread+0x73
.000030 8146cdb0 BLOCKED ntoskrnl!ExpworkerThreadBalanceManager+0x55
.000034 8146b470 BLOCKED ntoskrnl!MiDereferenceSegmentThread+0x44
.000038 8146b1f0 BLOCKED ntoskrnl!MiModifiedPagewriterworker+0x31
.00003c 8146a030 BLOCKED ntoskrnl!KeBalanceSetManager+0x7e
.000040 8146adb0 BLOCKED ntoskrnl!KeSwapProcessorstack+0x24
.000044 8146a5b0 BLOCKED ntoskrnl!FsRtlworkerThread+0x33
.000048 81462330 BLOCKED ntoskrnl!FsRtlworkerThread+0x33
.00004c 81461030 BLOCKED ACPI!ACPIWorker+0x46
.000050 8143a770 BLOCKED ntoskrnl!MiMappedPagewriter+0x4d
.000054 81439730 BLOCKED dmio!voliod_Toop+0x399
.000058 81436c90 BLOCKED NDIS!ndisworkerThread+0x22
.00005c 813d9170 BLOCKED Ttmdmntt!wakeupTimerThread+0x27
.000060 813d8030 BLOCKED Ttmdmntt!writeRegistryThread+0x1lc
.000070 8139c850 BLOCKED raspptp!MainPassiveLevelThread+0x78
.000074 8139c5d0 BLOCKED raspptp!PacketworkingThread+0xcO
.00006c 81384030 BLOCKED rasacd!AcdNotificationRequestThread+0xd8
.000080 81333330 BLOCKED rdbss!RxpworkerThreadDispatcher+0x6f
.000084 813330b0 BLOCKED rdbss!RxSpinUpRequestsDispatcher+0x58
.00008c 81321db0 BLOCKED 7?? Kernel stack not resident 7?7
.00015c 81205570 BLOCKED INO_FLTR+0x68bd
.000160 81204570 BLOCKED INO_FLTR+0x80e9
.000178 811fcdb0 BLOCKED irda!RxThread+0xfa
.0002d0 811694f0 BLOCKED ?? Kernel stack not resident ??
.0002d4 81168030 BLOCKED ?? Kernel stack not resident ?7
.000404 811002b0 BLOCKED rdbss!RxpworkerThreadDispatcher+0x6f
.000430 8104990 READY parallel!pParallelThread+0x3e
.00069c 80993030 READY rdbss!RxpworkerThreadDispatcher+0x6f

00 OO OO OO0 OO0 OO OO0 OO0 OO OO0 OO0 OO OO OO0 OO OO OO0 OO CO OO CO CO OO CO CO OO CO CO CO CO CO 0 CO 0 0 o ©o

The first column is the process ID and thread ID (in the form “process ID.thread ID”). The
second column is the current address of the thread. The third column indicates whether

the thread is in a wait state, ready state, or running state. (See Chapter 6 for a description

of thread states.) The last column is the top-most address on the thread’s stack. The infor-
mation in this last column makes it easy to see which driver each thread started in. For the
threads in Ntoskrnl, the name of the function gives a further indication of what the thread
is doing.

However, if the thread running is one of the system worker threads (ExpWorkerThread),
you still don’t really know what the thread is doing because any device driver can submit
work to a system worker thread. Therefore, the only way to trace back worker thread activ-
ity is to set a breakpoint at ExQueueWorkItem. When you reach the breakpoint, type !dso
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work_queue_item esp+4. This command will dump the first argument to ExQueue-
Workltem (a work queue structure), which in turn contains the address of the worker rou-
tine to be called in the context of the worker thread. Alternatively, you can look at the
caller by using the k command in the kernel debugger, which displays the current call
stack. The current call stack will show the driver that is queuing the work to the worker
thread (as opposed to the routine to be called from the worker thread).

EXPERIMENT: Mapping a System Thread to a Device Driver

In this experiment, we’ll see how to map CPU activity in the System process to the
responsible system thread (and the driver it falls in) generating the activity. This is
important because when the System process is running, you must go to the thread gran-
ularity to really understand what’s going on. For this experiment, we will generate sys-
tem thread activity by generating file server activity on your machine. (The file server
driver, Srv.sys, creates system threads to handle inbound requests for file I/O. See
Chapter 13 for more information on this component.)

1. Open a command prompt.

2. Do adirectory listing of your entire C drive using a network path to access your C
drive. For example, if your computer name is COMPUTERI, type “dir
\\computer1\c$ /s”. (The /s switch lists all subdirectories.)

3. Run Process Explorer, and double-click on the System process.

Click on the Threads tab.

5. Sort by the CSwitch Delta (context switch delta) column. You should see one or
more threads in Srv.sys running such as the following:

15.31 543 srv.syslWorkerThread |
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If you see a system thread running and you are not sure what the driver is, press the Mod-
ule button, which will bring up the file properties. Pressing the Module button while high-
lighting the thread in Srv.sys previously shown results in the following display:

Description:  Server driver

Session Manager (Smss)

The Session Manager (\Windows\System32\Smss.exe) is the first user-mode process created
in the system. The kernel-mode system thread that performs the final phase of the initializa-
tion of the executive and kernel creates the actual Smss process.

The Session Manager is responsible for a number of important steps in starting Windows, such
as opening additional page files, performing delayed file rename and delete operations, and cre-
ating system environment variables. It also launches the subsystem processes (normally just
Csrss.exe) and the Winlogon process, which in turn creates the rest of the system processes.

Much of the configuration information in the registry that drives the initialization steps of
Smss can be found under HKLM\SYSTEM\ CurrentControlSet\Control\Session Manager.
Some of these are explained in Chapter 5 in the section on Smss. (For a more complete
description of the keys and values, see the Registry Entries help file, Regentry.chm, in the
Windows 2000 resource Kits.)

After performing these initialization steps, the main thread in Smss waits forever on the pro-
cess handles to Csrss and Winlogon. If either of these processes terminates unexpectedly,
Smss crashes the system (using the crash code STATUS_SYSTEM_PROCESS_TERMINATED,
or 0xC000021A), because Windows relies on their existence. Meanwhile, Smss waits for
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requests to load subsystems, debug events, and requests to create new terminal server ses-
sions. (For a description of terminal services, see the section “Terminal Services and Multiple
Sessions” in Chapter 1.)

Terminal Services session creation is performed by Smss. When a request comes in to Smss to
create a session, it first calls NtSetSystemInformation with a request to set up kernel-mode
session data structures. This in turn calls the internal memory manager function MmSession-
Create, which sets up the session virtual address space that will contain the session paged
pool and the per-session data structures allocated by the kernel-mode part of the Win32 sub-
system (Win32k.sys) and other session-space device drivers. (See Chapter 7 for more details.)
Smss then creates an instance of Winlogon and Csrss for the session.

Winlogon, LSASS and Userinit

The Windows logon process (\Windows\System32\Winlogon.exe) handles interactive user
logons and logoffs. Winlogon is notified of a user logon request when the secure attention
sequence (SAS) keystroke combination is entered. The default SAS on Windows is the combi-
nation Ctrl+Alt+Delete. The reason for the SAS is to protect users from password-capture pro-
grams that simulate the logon process, because this keyboard sequence cannot be intercepted
by a user mode application.

The identification and authentication aspects of the logon process are implemented in a replace-
able DLL named GINA (Graphical Identification and Authentication). The standard Windows
GINA, Msgina.dll, implements the default Windows logon interface. However, developers can
provide their own GINADLL to implement other identification and authentication mechanisms
in place of the standard Windows username/password method (such as one based on a voice
print). In addition, Winlogon can load additional network provider DLLs that need to perform
secondary authentication. This capability allows multiple network providers to gather identifica-
tion and authentication information all at one time during normal logon.

Once the username and password have been captured, they are sent to the local security authen-
tication server process (\Windows\System32\Lsass.exe, described in Chapter 8) to be authenti-
cated. LSASS calls the appropriate authentication package (implemented as a DLL) to perform the
actual verification, such as checking whether a password matches what is stored in the active

directory or the SAM (the part of the registry that contains the definition of the users and groups).

Upon a successful authentication, LSASS calls a function in the security reference monitor (for
example, NtCreateToken) to generate an access token object that contains the user’s security
profile. This access token is then used by Winlogon to create the initial process(es) in the
user’s session. The initial process(es) are stored in the registry value Userinit under the regis-
try key HKLM\SOFTWARE\Microsof\Windows NT\CurrentVersion\Winlogon. (The
default is Userinit.exe, but there can be more than one image in the list.)

Userinit performs some initialization of the user environment (such as running the login script
and applying group policies) and then looks in the registry at the Shell value (under the same
Winlogon key referred to previously) and creates a process to run the system-defined shell (by
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default, Explorer.exe). Then Userinit exits. This is the reason Explorer.exe is shown with no par-
ent—its parent has exited, and as explained earlier, tlist left-justifies processes whose parentisn’t
running. (Another way of looking at it is that Explorer is the grandchild of Winlogon.)

Winlogon is active not only during user logon and logoff but also whenever it intercepts the
SAS from the keyboard. For example, when you press Ctrl+Alt+Delete while logged in, the
Windows Security dialog box comes up, providing the options to log off, start the Task Man-
ager, lock the workstation, shut down the system, and so forth. Winlogon is the process that
handles this interaction.

For a complete description of the steps involved in the logon process, see the section “Smss,
Csrss, and Winlogon” in Chapter 5. For more details on security authentication, see Chapter
8. For details on the callable functions that interface with LSASS (the functions that start with
Lsa), see the documentation in the Platform SDK.

Service Control Manager (SCM)

Recall from earlier in the chapter that “services” on Windows can refer either to a server pro-
cess or to a device driver. This section deals with services that are user-mode processes. Ser-
vices are like UNIX “daemon processes” or VMS “detached processes” in that they can be
configured to start automatically at system boot time without requiring an interactive logon.
They can also be started manually (such as by running the Services administrative tool or by
calling the Windows StartService function). Typically, services do not interact with the logged-
on user, although there are special conditions when this is possible. (See Chapter 4.)

The service control manager is a special system process running the image \Windows\
System32\Services.exe that is responsible for starting, stopping, and interacting with service pro-
cesses. Service programs are really just Windows images that call special Windows functions to
interact with the service control manager to perform such actions as registering the service’s suc-
cesstul startup, responding to status requests, or pausing or shutting down the service. Services
are defined in the registry under HKLM\SYSTEM\ CurrentControlSet \Services. The resource kit
Registry Entries help file (Regentry.chm) documents the subkeys and values for services.

Keep in mind that services have three names: the process name you see running on the sys-
tem, the internal name in the registry, and the display name shown in the Services administra-
tive tool. (Not all services have a display name—if a service doesn’t have a display name, the
internal name is shown.) With Windows, services can also have a description field that fur-
ther details what the service does.

To map a service process to the services contained in that process, use the tlist /s command. Note
that there isn’t always one-to-one mapping between service process and running services, however,
because some services share a process with other services. In the registry, the type code indicates
whether the service runs in its own process or shares a process with other services in the image.

A number of Windows components are implemented as services, such as the Spooler, Event
Log, Task Scheduler, and various networking components.
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EXPERIMENT: Listing Installed Services

To list the installed services, select Administrative Tools from Control Panel, and then
select Services. You should see output like this:

| ction View ||« 5 [Gim[F EE[2] > = 0 =
Tree | [Mame ~ [ Deseription [Status [ StatupType [LogOnds [ =]
By Bemices(Locall | |aNT LM SecurtySup.. Provides securtylote..  Statted  Manual LocalSystem
%% Performance Logs a..  Configures performane. . Manual LacalSystem
4 Plug and Play Manages device install. Stated  Automatic LocalSystem
4 Pint Server for Mach.. Enables Macintosh use... Stated  Aulomalic Lacalsystem
kXt " L ozds files t tic:
S Potected Storage. Provides protected stor., Stated  Aulomalic Localsystem
4 005 ASYP Provides network signa. Manual LocalSystem
% Remote Access Aut . Creates a connection t Manual LacalGystern
%% Remate Access Con... Creates anetwork con.. Stated  Manual LacalSystem
s Remote Procedure C.. Provides the sndpoirt .. Started  Automatic LocalSystem
&4 Remote Frocedure C... Manages the RPC nam... Manual Lacalsystem
8 Remate Registy Ser. . Allows remate registry Stated  Automatic LacalGystern
S Removable Stoage Manages removablem.., Stated  Aulomalic Lacalsystem
% Routing and Remate . Offers routing servicest . Stated  Automatic LacalGystern
s Runds Service Enables starting proces...  Stated  Aulomatic Lacalsystem
ty Aocounts M. Stores securty informati.. Stated  Automatic LocalSystem
% Provides RPCsuppott .. Stated  Automatic LocalSystem
4 Simple Mail Transpor.. Transports dlectronic m... Stated  Aulomalic Lacalsystem
8 Smart Card Manages and controls Manual LacalGystern
S Smart Card Helper — Provides support for leg. Manual Lacalsystem
i 50LS ervertaent Manual Localsystem 7]
[ [

To see the detailed properties about a service, right-click on a service and select Prop-
erties. For example, here are the properties for the Print Spooler service (highlighted

in the previous figure):

Print Spooler Properties [Local Computer]

General | Log DnI Hecoveryl Dependenciesl

Service name:

Spooler

Dizplay name:

Description: Loads files to memary for later printing.

Fath to executable:

C: W IMM T hapstem324spoolsy. exe

Startup type: Automatic j
Service status:  Started

Sitart | Stop | Eause Eesume |
“f'ou can specify the start parameters that apply when pou start the service
fram here.
Start parameters: I

o]

Cancel |

Appli

Notice that the Path To Executable field identifies the program that contains this ser-
vice. Remember that some services share a process with other services—mapping isn’t

always one to one.
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f ‘U EXPERIMENT: Viewing Service Details Inside Service Processes

] J - Process Explorer highlights processes hosting one service or more. (You can configure this
by selecting the Configure Highlighting entry in the Options menu.) If you double-click
on a service-hosting process, you will see a Services tab that lists the services inside the
process: the name of the registry key that defines the service, the display name seen by the
administrator, and the description text for that service (if present). For example, listing the
services in a Svchost.exe process on Windows XP running under the System account
looks like this:

mi sychost.exe:164 Properties

Image || Performance | Perfomance Graph | Services | Threads | TCPAR | Security | Eni € *

%} Services ragistered in this pracess:

Service Display Name ~
BITS Background Intelligent Transfer Service
CryptSvc Cryptographic Services
Dhcp DHCP Client
dmserver Logical Disk Manager
ERSvc Error Reporting Service
EventSystem COM+ Event System

halngwir Heln and Sunnnrt

Manages audio devices for Windows-based pragrams. If this servics is stopped,
audin devices and effects will not function propery, I this service is disabled,
any services that explcitly depend an it wil fai to start

For more details on services, see Chapter 4.

Conclusion

In this chapter, we’ve taken a broad look at the overall system architecture of Windows. We've
examined the key components of Windows and seen how they interrelate. In the next chap-
ter, we'll look in more detail at the core system mechanisms that these components are built
on, such as the object manager and synchronization.



Chapter 3
System Mechanisms

Microsoft Windows provides several base mechanisms that kernel-mode components such as
the executive, the kernel, and device drivers use. This chapter explains the following system
mechanisms and describes how they are used:

B Trap dispatching, including interrupts, deferred procedure calls (DPCs), asynchronous
procedure calls (APCs), exception dispatching, and system service dispatching

The executive object manager

Synchronization, including spinlocks, kernel dispatcher objects, and how waits are
implemented

System worker threads

Miscellaneous mechanisms such as Windows global flags
Local procedure calls (LPCs)

Kernel Event Tracing

Wow64

Trap Dispatching

Interrupts and exceptions are operating system conditions that divert the processor to code out-
side the normal flow of control. Either hardware or software can detect them. The term trap
refers to a processor’s mechanism for capturing an executing thread when an exception or an
interrupt occurs and transferring control to a fixed location in the operating system. In Win-
dows, the processor transfers control to a trap handler, a function specific to a particular inter-
rupt or exception. Figure 3-1 illustrates some of the conditions that activate trap handlers.

The kernel distinguishes between interrupts and exceptions in the following way. An interrupt
is an asynchronous event (one that can occur at any time) that is unrelated to what the pro-
cessor is executing. Interrupts are generated primarily by I/O devices, processor clocks, or
timers, and they can be enabled (turned on) or disabled (turned off). An exception, in contrast,
is a synchronous condition that results from the execution of a particular instruction. Run-
ning a program a second time with the same data under the same conditions can reproduce
exceptions. Examples of exceptions include memory access violations, certain debugger

85



86

Microsoft Windows Internals, Fourth Edition

instructions, and divide-by-zero errors. The kernel also regards system service calls as excep-
tions (although technically they’re system traps).

Trap handlers

[—
Interrupt
Interrupt —— service
H | routines
[—
System service call ———— Systg m
services
Hardware exceptions __ (Exception Exception Exception
Software exceptions frame) dispatcher handlers
Virtual memory
Virtual address ——— | manager’s
exceptions pager

Figure 3-1 Trap dispatching

Either hardware or software can generate exceptions and interrupts. For example, a bus error
exception is caused by a hardware problem, whereas a divide-by-zero exception is the result of
a software bug. Likewise, an I/O device can generate an interrupt, or the kernel itself can issue
a software interrupt (such as an APC or DPC, described later in this chapter).

When a hardware exception or interrupt is generated, the processor records enough machine
state on the kernel stack of the thread that’s interrupted so that it can return to that point in
the control flow and continue execution as if nothing had happened. If the thread was execut-
ing in user mode, Windows switches to the thread’s kernel-mode stack. Windows then cre-
ates a trap frame on the kernel stack of the interrupted thread into which it stores the
execution state of the thread. The trap frame is a subset of a thread’s complete context, and
you can view its definition by typing dt nt!_ktrap_frame in the kernel debugger. (Thread con-
text is described in Chapter 6.) The kernel handles software interrupts either as part of hard-
ware interrupt handling or synchronously when a thread invokes kernel functions related to
the software interrupt.

In most cases, the kernel installs front-end trap handling functions that perform general trap
handling tasks before and after transferring control to other functions that field the trap. For
example, if the condition was a device interrupt, a kernel hardware interrupt trap handler
transfers control to the interrupt service routine (ISR) that the device driver provided for the
interrupting device. If the condition was caused by a call to a system service, the general
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system service trap handler transfers control to the specified system service function in the
executive. The kernel also installs trap handlers for traps that it doesn’t expect to see or
doesn’t handle. These trap handlers typically execute the system function KeBugCheckEx,
which halts the computer when the kernel detects problematic or incorrect behavior that, if
left unchecked, could result in data corruption. (For more information on bug checks, see
Chapter 14.) The following sections describe interrupt, exception, and system service dis-
patching in greater detail.

Interrupt Dispatching

Hardware-generated interrupts typically originate from I/O devices that must notify the pro-
cessor when they need service. Interrupt-driven devices allow the operating system to get the
maximum use out of the processor by overlapping central processing with I/O operations. A
thread starts an I/O transfer to or from a device and then can execute other useful work while
the device completes the transfer. When the device is finished, it interrupts the processor for
service. Pointing devices, printers, keyboards, disk drives, and network cards are generally
interrupt driven.

System software can also generate interrupts. For example, the kernel can issue a software
interrupt to initiate thread dispatching and to asynchronously break into the execution of a
thread. The kernel can also disable interrupts so that the processor isn’t interrupted, but it
does so only infrequently—at critical moments while it’s processing an interrupt or dispatch-
ing an exception, for example.

The kernel installs interrupt trap handlers to respond to device interrupts. Interrupt trap
handlers transfer control either to an external routine (the ISR) that handles the interrupt
or to an internal kernel routine that responds to the interrupt. Device drivers supply ISRs to
service device interrupts, and the kernel provides interrupt handling routines for other
types of interrupts.

In the following subsections, you’ll find out how the hardware notifies the processor of device
interrupts, the types of interrupts the kernel supports, the way device drivers interact with the
kernel (as a part of interrupt processing), and the software interrupts the kernel recognizes
(plus the kernel objects that are used to implement them).

Hardware Interrupt Processing

On the hardware platforms supported by Windows, external I/O interrupts come into one of
the lines on an interrupt controller. The controller in turn interrupts the processor on a single
line. Once the processor is interrupted, it queries the controller to get the interrupt request
(IRQ). The interrupt controller translates the IRQ to an interrupt number, uses this number
as an index into a structure called the interrupt dispatch table (IDT), and transfers control to
the appropriate interrupt dispatch routine. At system boot time, Windows fills in the IDT with
pointers to the kernel routines that handle each interrupt and exception.
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EXPERIMENT: Viewing the IDT

You can view the contents of the IDT, including information on what trap handlers Win-
dows has assigned to interrupts (including exceptions and IRQs), using the /idt kernel
debugger command. The /idt command with no flags shows vectors that map to
addresses in modules other than Ntoskrnl.exe.

The following example shows what the output of the lidt command looks like:
kd> !idt

Dumping IDT:

30: 806b14c0 hal!HalpClockInterrupt

31: 8a39dc3c 18042prt!18042KeyboardInterruptService (KINTERRUPT 8a39dc00)

34: 8a436dd4 serial!SerialCIsrsw (KINTERRUPT 8a436d98)

35: 8a44ed74 NDIS!ndisMIsr (KINTERRUPT 8a44ed38)
portcls!CInterruptSync::Release+0x10 (KINTERRUPT 899c44a0)

38: 806abe80 hal!HalpProfileInterrupt

39: 8a4a8abc ACPI!ACPIInterruptServiceRoutine (KINTERRUPT 8a4a8a80)

3b: 8a48d8c4 pcmcial!PcmciaInterrupt (KINTERRUPT 8a48d888)

ohcil394!0hciIsr (KINTERRUPT 8a4ldal8)
VIDEOPRT!pVideoPortInterrupt (KINTERRUPT 8albc2cO0)
USBPORT!USBPORT_InterruptService (KINTERRUPT 8a2302b8)
USBPORT !USBPORT_InterruptService (KINTERRUPT 8a0b8008)
USBPORT ! USBPORT_InterruptService (KINTERRUPT 8al70008)
USBPORT !USBPORT_InterruptService (KINTERRUPT 8a258380)
NDIS!ndisMIsr (KINTERRUPT 8a0e0430)

3c: 8a39d3ec i8042prt!18042MouseInterruptService (KINTERRUPT 8a39d3b0)
3e: 8a47264c atapi!IdePortInterrupt (KINTERRUPT 8a472610)
3f: 8a489b3c atapi!IdePortInterrupt (KINTERRUPT 8a489b00)

On the system used to provide the output for this experiment, the keyboard device
driver’s (18042prt.sys) keyboard ISR is at interrupt number 0x3C and several devices—
including the video adapter, PCMCIA bus, USB and IEEE 1394 ports, and network
adapter—share interrupt 0x3B.

Windows maps hardware IRQs to interrupt numbers in the IDT, and the system also uses the
IDT to configure trap handlers for exceptions. For example, the x86 and x64 exception num-
ber for a page fault (an exception that occurs when a thread attempts to access a page of vir-
tual memory that isn’t defined or present) is Oxe. Thus, entry Oxe in the IDT points to the
system’s page fault handler. Although the architectures supported by Windows allow up to
256 IDT entries, the number of IRQs a particular machine can support is determined by the
design of the interrupt controller the machine uses.
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Each processor has a separate IDT so that different processors can run different ISRs, if appro-
priate. For example, in a multiprocessor system, each processor receives the clock interrupt,
but only one processor updates the system clock in response to this interrupt. All the proces-
sors, however, use the interrupt to measure thread quantum and to initiate rescheduling when
a thread’s quantum ends. Similarly, some system configurations might require that a particu-
lar processor handle certain device interrupts.

x86 Interrupt Controllers

Most x86 systems rely on either the i8259A Programmable Interrupt Controller (PIC) or a
variant of the 182489 Advanced Programmable Interrupt Controller (APIC); the majority of
new computers include an APIC. The PIC standard originates with the original IBM PC. PICs
work only with uniprocessor systems and have 15 interrupt lines. APICs and SAPICs (dis-
cussed shortly) work with multiprocessor systems and have 256 interrupt lines. Intel and
other companies have defined the Multiprocessor Specification (MP Specification), a design
standard for x86 multiprocessor systems that centers on the use of APIC. To provide compat-
ibility with uniprocessor operating systems and boot code that starts a multiprocessor system
in uniprocessor mode, APICs support a PIC compatibility mode with 15 interrupts and deliv-
ery of interrupts to only the primary processor. Figure 3-2 depicts the APIC architecture. The
APIC actually consists of several components: an I/O APIC that receives interrupts from
devices, local APICs that receive interrupts from the I/O APIC on a private APIC bus and that
interrupt the CPU they are associated with, and an i8259A-compatible interrupt controller
that translates APIC input into PIC-equivalent signals. The I/O APIC is responsible for imple-
menting interrupt routing algorithms—which are software-selectable (the hardware abstrac-
tion layer, or HAL, makes the selection on Windows)—that both balance the device interrupt
load across processors and attempt to take advantage of locality, delivering device interrupts
to the same processor that has just fielded a previous interrupt of the same type.

CPUO CPUL
Local Local
APIC APIC
Device e e|8u2i!\5/a9l':1t
interrupts APIC K PIC

Figure 3-2 x86 APIC architecture
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x64 Interrupt Controllers

Because the x64 architecture is compatible with x86 operating systems, x64 systems must
provide the same interrupt controllers as does the x86. A significant difference, however, is
that the x64 versions of Windows will not run on systems that do not have an APIC and they
use the APIC for interrupt control.

IA64 Interrupt Controllers

The IA64 architecture relies on the Streamlined Advanced Programmable Interrupt Controller
(SAPIC), which is an evolution of the APIC. A major difference between the APIC and SAPIC
architectures is that the I/O APICs on an APIC system deliver interrupts to local APICs over a
private APIC bus, whereas on a SAPIC system interrupts traverse the I/O and system bus for
faster delivery. Another difference is that interrupt routing and load balancing is handled by
the APIC bus on an APIC system, but a SAPIC system, which doesn’t have a private APIC bus,
requires that the support be programmed into the firmware. Even if load balancing and rout-
ing are present in the firmware, Windows does not take advantage of it; instead, it statically
assigns interrupts to processors in a round-robin manner.

EXPERIMENT: Viewing the PIC and APIC

You can view the configuration of the PIC on a uniprocessor and the APIC on a multi-
processor by using the Ipic and lapic kernel debugger commands, respectively. (You
can’t use LiveKd for this experiment because LiveKd can’t access hardware.) Here’s the
output of the /pic command on a uniprocessor. (Note that the /pic command doesn’t
work if your system is using an APIC HAL.)

Tkd> !pic

————— IRQ Number ----- 00 01 02 03 04 05 06 07 08 09 OA OB OC OD OE OF
Physically in service: N . . P
Physically masked: . . .Y . .Y Y . .Y . .Y
Physically requested:

Level Triggered: . . . . .Y . . .Y .Y

Here’s the output of the lapic command on a system running with the MPS HAL. The
“0:” prefix for the debugger prompt indicates that commands are running on processor
0, so this is the I/O APIC for processor O:

Tkd> !apic
Apic @ fffe0000 1ID:0 (40010) LogDesc:01000000 DestFmt:ffffffff TPR 20
TimeCnt: Obebc200c1k Spurvec:3f Faultvec:e3 error:0

Ipi cmd: 0004001f vec:1F FixedDel Dest=Self edg high

Timer..: 000300fd Vec:FD FixedDel Dest=Self edg high masked
Linti0.: 0001003f vec:3F FixedDel Dest=Self edg high masked
Lintil.: 000184ff Vvec:FF NMI Dest=Self Tvl high masked
TMR: 61, 82, 91-92, Bl

IRR:

ISR:
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The following output s for the lioapic command, which displays the configuration of the
1/O APIC, the interrupt controller component connected to devices:

0: kd> !djoapic

IoApic @ ffd02000 1ID:8 (11) Arb:0

Inti00.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Inti0l.: 00000962 Vec:62 LowestDl Lg:03000000 edg
Inti02.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Inti03.: 00000971 vec:71 LowestDT Lg:03000000 edg
Inti04.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Inti05.: 00000961 Vec:61 LowestD] Lg:03000000 edg
Inti06.: 00010982 vec:82 LowestDl Lg:02000000 edg masked
Inti07.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Inti08.: 000008d1l Vvec:D1 Fixedbel Lg:01000000 edg
Inti09.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
IntiOA.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
IntiOB.: 000100ff Vvec:FF FixedDel PhysDest:00 edg masked
Inti0OC.: 00000972 vec:72 LowestD] Lg:03000000 edg
IntiOD.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
IntiOE.: 00000992 vec:92 LowestDT Lg:03000000 edg
IntiOF.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Intil0.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Intill.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Intil2.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Intil3.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Intil4.: 0000a9a3 Vvec:A3 LowestDl Lg:03000000 Tvi
Intil5.: 00002993 Vvec:93 LowestDl Lg:03000000 1vi1
Intil6.: 000100ff vec:FF FixedDel PhysDest:00 edg masked
Intil7.: 000100ff vec:FF FixedDel PhysDest:00 edg masked

Software Interrupt Request Levels (IRQLs)

Although interrupt controllers perform a level of interrupt prioritization, Windows imposes
its own interrupt priority scheme known as interrupt request levels (IRQLs). The kernel repre-
sents IRQLs internally as a number from 0 through 31 on x86 and from O to 15 on x64 and
[A64, with higher numbers representing higher-priority interrupts. Although the kernel
defines the standard set of IRQLs for software interrupts, the HAL maps hardware-interrupt
numbers to the IRQLs. Figure 3-3 shows IRQLs defined for the x86 architecture, and Figure
3-4 shows IRQLs for the x64 and 1A64 architectures.

Note SYNCH_LEVEL, which multiprocessor versions of the kernel use to protect access to
per-processor processor control blocks (PRCB), is not shown in the charts because its value var-
ies across different versions of Windows. See Chapter 6 for a description of SYNCH_LEVEL and
its possible values.




92

Microsoft Windows Internals, Fourth Edition

31 High
30 Power fail
29 Inter-processor interrupt
28 Clock
27 Profile A
— Hardware interrupts
26 Device n
3 Device 1 ]
2 DPC/dispatch
— Software interrupts
1 APC
0 Passive <+<— Normal thread execution

Figure 3-3 x86 interrupt request levels (IRQLs)

x64 1A64
15 High/Profile High/Profile/Power
14 Inter-processor interrupt/Power Inter-processor interrupt
13 Clock Clock
12 Synch (Srv 2003) Synch (MP only)
11 Device n Device n
4 Device 1
3 Device 1 Correctable Machine Check
2 Dispatch/DPC Dispatch/DPC & Synch (UP only)
1 APC APC
0 Passive/Low Passive/Low

Figure 3-4 x64 and IA64 interrupt request levels (IRQLs)

Interrupts are serviced in priority order, and a higher-priority interrupt preempts the servicing
of a lower-priority interrupt. When a high-priority interrupt occurs, the processor saves the
interrupted thread’s state and invokes the trap dispatchers associated with the interrupt. The
trap dispatcher raises the IRQL and calls the interrupt’s service routine. After the service rou-
tine executes, the interrupt dispatcher lowers the processor’s IRQL to where it was before the
interrupt occurred and then loads the saved machine state. The interrupted thread resumes
executing where it left off. When the kernel lowers the IRQL, lower-priority interrupts that
were masked might materialize. If this happens, the kernel repeats the process to handle the
new interrupts.

IRQL priority levels have a completely different meaning than thread-scheduling priorities
(which are described in Chapter 6). A scheduling priority is an attribute of a thread, whereas
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an IRQL is an attribute of an interrupt source, such as a keyboard or a mouse. In addition,
each processor has an IRQL setting that changes as operating system code executes.

Each processor’s IRQL setting determines which interrupts that processor can receive. IRQLs
are also used to synchronize access to kernel-mode data structures. (You'll find out more
about synchronization later in this chapter.) As a kernel-mode thread runs, it raises or lowers
the processor’s IRQL either directly by calling KeRaiselrql and KeLowerlrgl or, more com-
monly, indirectly via calls to functions that acquire kernel synchronization objects. As Figure
3-5 illustrates, interrupts from a source with an IRQL above the current level interrupt the
processor, whereas interrupts from sources with IRQLs equal to or below the current level are
masked until an executing thread lowers the IRQL.

IRQL setting
High
Processor A Power fail
Inter-processor interrupt
IRQL = Clock —
Clock
Profile
Device n
Interrupts masked on _ |
Processor A
Processor B
Device 1
IRQL = DPC/dispatch
DPC/dispatch —{IRQ /disp
APC Interrupts masked on
Processor B
Passive

Figure 3-5 Masking interrupts

Because accessing a PIC is a relatively slow operation, HALs that use a PIC implement a per-

formance optimization, called lazy IRQL, that avoids PIC accesses. When the IRQL is raised,

the HAL notes the new IRQL internally instead of changing the interrupt mask. If a lower-pri-
ority interrupt subsequently occurs, the HAL sets the interrupt mask to the settings appropri-
ate for the first interrupt and postpones the lower-priority interrupt until the IRQL is lowered.
Thus, if no lower-priority interrupts occur while the IRQL is raised, the HAL doesn’t need to
modify the PIC.

A kernel-mode thread raises and lowers the IRQL of the processor on which it’s running,
depending on what it’s trying to do. For example, when an interrupt occurs, the trap handler
(or perhaps the processor) raises the processor’s IRQL to the assigned IRQL of the interrupt
source. This elevation masks all interrupts at and below that IRQL (on that processor only),
which ensures that the processor servicing the interrupt isn’t waylaid by an interrupt at the
same or a lower level. The masked interrupts are either handled by another processor or held
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back until the IRQL drops. Therefore, all components of the system, including the kernel and
device drivers, attempt to keep the IRQL at passive level (sometimes called low level). They do
this because device drivers can respond to hardware interrupts in a timelier manner if the
IRQL isn’t kept unnecessarily elevated for long periods.

Note An exception to the rule that raising the IRQL blocks interrupts of that level and lower
relates to APC_LEVEL interrupts. If a thread raises the IRQL to APC_LEVEL and then is resched-
uled because of a DISPATCH_LEVEL interrupt, the system might deliver an APC_LEVEL interrupt
to the newly scheduled thread. Thus, APC_LEVEL can be considered a thread-local rather than
processor-wide IRQL.

EXPERIMENT: Viewing the IRQL

If you are running the kernel debugger on Windows Server 2003, you can view a proces-
sor’s IRQL with the lirgl debugger command:

kd> !irql
Debugger saved IRQL for processor 0x0 -- O (LOW_LEVEL)

Note that there is a field called IRQL in a data structure called the processor control region
(PCR) and its extension the processor control block (PRCB), which contain information
about the state of each processor in the system, such as the current IRQL, a pointer to
the hardware IDT, the currently running thread, and the next thread selected to run.
The kernel and the HAL use this information to perform architecture-specific and
machine-specific actions. Portions of the PCR and PRCB structures are defined publicly
in the Windows Device Driver Kit (DDK) header file Ntddk.h, so examine that file if you
want a complete definition of these structures.

You can view the contents of the PCR with the kernel debugger by using the /pcr com-
mand:

kd> !pcr

PCR Processor 0 @ffdff000
NtTib.ExceptionList: f8effc68
NtTib.StackBase: f8effdf0
NtTib.StackLimit: f8efd000
NtTib.SubSystemTib: 00000000
NtTib.version: 00000000
NtTib.UserPointer: 00000000
NtTib.SelfTib: 7ffde000
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selfpcr: ffdff000

Prcb: ffdffl120

Irql: 00000000

IRR: 00000000

IDR: ffff28e8
InterruptMode: 00000000
IDT: 80036400

GDT: 80036000

TSS: 802b5000

CurrentThread: 81638020
NextThread: 00000000
IdleThread: 8046bdf0

Unfortunately, Windows does not maintain the Irql field on systems that do not use lazy
IRQL, so on most systems the field will always be 0.

Because changing a processor’s IRQL has such a significant effect on system operation, the
change can be made only in kernel mode—user-mode threads can’t change the processor’s
IRQL. This means that a processor’s IRQL is always at passive level when it’s executing user-
mode code. Only when the processor is executing kernel-mode code can the IRQL be higher.

Each interrupt level has a specific purpose. For example, the kernel issues an interprocessor
interrupt (IPI) to request that another processor perform an action, such as dispatching a par-
ticular thread for execution or updating its translation look-aside buffer cache. The system
clock generates an interrupt at regular intervals, and the kernel responds by updating the
clock and measuring thread execution time. If a hardware platform supports two clocks, the
kernel adds another clock interrupt level to measure performance. The HAL provides a number
of interrupt levels for use by interrupt-driven devices; the exact number varies with the proces-
sor and system configuration. The kernel uses software interrupts (described later in this chap-
ter) to initiate thread scheduling and to asynchronously break into a thread’s execution.

Mapping Interrupts to IRQLs IRQL levels aren’t the same as the interrupt requests (IRQs)
defined by interrupt controllers—the architectures on which Windows runs don’t implement
the concept of IRQLs in hardware. So how does Windows determine what IRQL to assign to
an interrupt? The answer lies in the HAL. In Windows, a type of device driver called a bus
driver determines the presence of devices on its bus (PCI, USB, and so on) and what inter-
rupts can be assigned to a device. The bus driver reports this information to the Plug and Play
manager, which decides, after taking into account the acceptable interrupt assignments for all
other devices, which interrupt will be assigned to each device. Then it calls the HAL function
HalpGetSystemInterruptVector, which maps interrupts to IRQLs.
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The algorithm for assignment differs for the various HALs that Windows includes. On unipro-
cessor x86 systems, the HAL performs a straightforward translation: the IRQL of a given inter-
rupt vector is calculated by subtracting the interrupt vector from 27. Thus, if a device uses
interrupt vector 5, its ISR executes at IRQL 22. On an x86 multiprocessor system, the map-
ping isn’t as simple. APICs support over 200 interrupt vectors, so there aren’t enough IRQLs
for a one-to-one correspondence. The multiprocessor HAL therefore assigns IRQLSs to inter-
rupt vectors in a round-robin manner, cycling through the device IRQL (DIRQL) range. As a
result, on an x86 multiprocessor system there’s no easy way for you to predict or to know
what IRQL Windows assigns to APIC IRQs. Finally, on x64 and 1A64 systems, the HAL com-
putes the IRQL for a given IRQ by dividing the interrupt vector assigned to the IRQ by 16.

Predefined IRQLs Let’s take a closer look at the use of the predefined IRQLs, starting from
the highest level shown in Figure 3-5:

B The kernel uses high level only when it’s halting the system in KeBugCheckEx and mask-
ing out all interrupts.

B Power fail level originated in the original Microsoft Windows NT design documents,
which specified the behavior of system power failure code, but this IRQL has never been
used.

B Inter-processor interrupt level is used to request another processor to perform an action,
such as queue a DISPATCH_LEVEL interrupt to schedule a particular thread for execu-
tion, updating the processor’s translation look-aside buffer (TLB) cache, system shut-
down, or system crash.

m  Clock level is used for the system’s clock, which the kernel uses to track the time of day
as well as to measure and allot CPU time to threads.

B The system’s real-time clock uses profile level when kernel profiling, a performance mea-
surement mechanism, is enabled. When kernel profiling is active, the kernel’s profiling
trap handler records the address of the code that was executing when the interrupt
occurred. A table of address samples is constructed over time that tools can extract and
analyze. You can download Kernrate, a kernel profiling tool that you can use to config-
ure and view profiling-generated statistics, from http://www.microsoft.com/whdc/sys-
tem/sysperf/krview.mspx. See the Kernrate experiment for more information on using
this tool.

B The device IRQLs are used to prioritize device interrupts. (See the previous section for
how hardware interrupt levels are mapped to IRQLs.)

m DPC/dispatch-level and APC-level interrupts are software interrupts that the kernel and
device drivers generate. (DPCs and APCs are explained in more detail later in this chap-
ter.)

B The lowest IRQL, passive level, isn’t really an interrupt level at all; it’s the setting at which
normal thread execution takes place and all interrupts are allowed to occur.
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EXPERIMENT: Using Kernel Profiler to Profile Execution

You can use the Kernel Profiler tool to enable the system profiling timer, collect samples
of the code that is executing when the timer fires, and display a summary showing the
frequency distribution across image files and functions. It can be used to track CPU
usage consumed by individual processes and/or time spent in kernel mode indepen-
dent of processes (for example, interrupt service routines). Kernel profiling is useful
when you want to obtain a breakdown of where the system is spending time.

In its simplest form, Kernrate samples where time has been spent in each kernel module
(for example, Ntoskrnl, drivers, and so on). For example, after installing the Krview
package referred to previously, try performing the following steps:

1. Open a command prompt.

2. Type cd c:\program files\krview\kernrates.

3. Type dir. (You will see kernrate images for each platform.)
4

Run the image that matches your platform (with no arguments or switches). For
example, Kernrate_i386_XP.exe is the image for Windows XP running on an x86
system.

5. While Kernrate is running, go perform some other activity on the system. For exam-
ple, run Windows Media Player and play some music, run a graphics-intensive game,
or perform network activity such as doing a directory of a remote network share.

6. Press Ctrl+C to stop Kernrate. This causes Kernrate to display the statistics from
the sampling period.

In the sample partial output from Kernrate, Windows Media Player was running, play-
ing a track from a CD.

C:\Program Files\Krview\Kernrates>Kernrate_i386_XP.exe
/ \

< KERNRATE LOG >

\ /

Date: 2004/05/13 Time: 9:48:28

Machine Name: BIGDAVID

Number of Processors: 1

PROCESSOR_ARCHITECTURE: x86

PROCESSOR_LEVEL: 6

Kernrate User-Specified Command Line:
Kernrate_i386_XP.exe

*%%> press ctrl-c to finish collecting profile data
===> Finished Collecting Data, Starting to Process Results

———————————— overall summary:--------------
PO K 0:00:03.234 (11.7%) U 0:00:08.352 (30.2%) I 0:00:16.093 (58.1%)
DPC 0:00:01.772 ( 6.4%) 1Interrupt 0:00:00.350 ( 1.3%)
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Interrupts= 52899, Interrupt Rate= 1911/
sec.Time 7315 hits, 19531 events per hit --------

Module Hits msec %Total Events/Sec

gv3 4735 27679 64 % 3341135
smwdm 872 27679 11 % 615305
win32k 764 27679 10 % 539097
ntoskrnl 739 27679 10 % 521457
hal 124 27679 1% 87497

The overall summary shows that the system spent 11.7 percent of the time in kernel
mode, 30.2 percent in user mode, 58.1 percent idle, 6.4 percent at DPC level, and 1.3
percent at interrupt level. The module with the highest hit rate was GV3.5YS, the pro-
cessor driver for the Pentium M Geyserville family. It is used for performance collection,
which is why it is first. The module with the second highest hit rate was Smwdm.sys, the
audio driver for the sound card on the machine used for the test. This makes sense
because the major activity going on in the system was Windows Media Player sending
sound I/O to the sound driver.

If you have symbols available, you can zoom in on individual modules and see the time
spent by function name. For example, profiling the system while dragging a window
around the screen rapidly resulted in the following (partial) output:

C:\Program Files\Krview\Kernrates>Kernrate_i386_XP.exe -z ntoskrnl -z win32k

/ \
< KERNRATE LOG >

\ /
Date: 2004/05/13 Time: 10:26:55

Time 4087 hits, 19531 events per hit --------

ModuTe Hits msec %Total Events/Sec
win32k 1649 10424 40 % 3089660
ati2dvag 1269 10424 31 % 2377670
ntoskrnl 794 10424 19 % 1487683
gv3 162 10424 3% 303532

————— zoomed module win32k.sys (Bucket size = 16 bytes, Rounding Down) -------

ModuTe Hits msec %Total Events/Sec
EngPaint 328 10424 19 % 614559
EngLpkInstalled 302 10424 18 % 565844

————— zoomed module ntoskrnl.exe (Bucket size = 16 bytes, Rounding Down) -----

Module Hits msec %Total Events/Sec

KiDispatchInterrupt 243 10424 26 % 455298
zwYieldExecution 50 10424 5% 93682
InterlockedDecrement 39 10424 4 % 73072

The module with the highest hit rate was Win32k.sys, the windowing system driver.
Second on the list was the video driver. These results make sense because the main
activity in the system was drawing on the screen. Note in the zoomed display for
Win32k.sys, the function with the highest hit was EngPaint, the main GDI function to
paint on the screen.
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One important restriction on code running at DPC/dispatch level or above is that it can’t wait
for an object if doing so would necessitate the scheduler to select another thread to execute,
which is an illegal operation because the scheduler synchronizes its data structures at DPC/
dispatch level and cannot therefore be invoked to perform a reschedule. Another restriction is
that only nonpaged memory can be accessed at IRQL DPC/dispatch level or higher. This rule
is actually a side-effect of the first restriction because attempting to access memory that isn’t
resident results in a page fault. When a page fault occurs, the memory manager initiates a disk
I/O and then needs to wait for the file system driver to read the page in from disk. This wait
would in turn require the scheduler to perform a context switch (perhaps to the idle thread if
no user thread is waiting to run), thus violating the rule that the scheduler can’t be invoked
(because the IRQL is still DPC/dispatch level or higher at the time of the disk read). If either
of these two restrictions is violated, the system crashes with an
IRQL_NOT_LESS_OR_EQUAL crash code. (See Chapter 4 for a thorough discussion of sys-
tem crashes.) Violating these restrictions is a common bug in device drivers. The Windows
Driver Verifier, explained in the section “Driver Verifier” in Chapter 7, has an option you can
set to assist in finding this particular type of bug.

Interrupt Objects  The kernel provides a portable mechanism—a kernel control object
called an interrupt object—that allows device drivers to register ISRs for their devices. An inter-
rupt object contains all the information the kernel needs to associate a device ISR with a par-
ticular level of interrupt, including the address of the ISR, the IRQL at which the device
interrupts, and the entry in the kernel’s IDT with which the ISR should be associated. When
an interrupt object is initialized, a few instructions of assembly language code, called the dis-
patch code, are copied from an interrupt handling template, KilnterruptTemplate, and stored
in the object. When an interrupt occurs, this code is executed.

This interrupt-object resident code calls the real interrupt dispatcher, which is typically either
the kernel’s KilnterruptDispatch or KiChainedDispatch routine, passing it a pointer to the inter-
rupt object. KilnterruptDispatch is the routine used for interrupt vectors for which only one
interrupt object is registered, and KiChainedDispatch is for vectors shared among multiple
interrupt objects. The interrupt object contains information this second dispatcher routine
needs to locate and properly call the ISR the device driver provides. The interrupt object also
stores the IRQL associated with the interrupt so that KilnterruptDispatch or KiChainedDis-
patch can raise the IRQL to the correct level before calling the ISR and then lower the IRQL
after the ISR has returned. This two-step process is required because there’s no way to pass a
pointer to the interrupt object (or any other argument for that matter) on the initial dispatch
because the initial dispatch is done by hardware. On a multiprocessor system, the kernel allo-
cates and initializes an interrupt object for each CPU, enabling the local APIC on that CPU to
accept the particular interrupt. Figure 3-6 shows typical interrupt control flow for interrupts
associated with interrupt objects.
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Peripheral Device

/

CPU Interrupt

Controller Controller
n
CPU Interrupt
Dispatch Table
ISR Address — Read from device
Raise IRQL ——
Spinlock
P GrabSpHHOﬁE/// Acknowledge-
Dispatch — Interrupt
Code Drop Spinlock —
Interrupt Request DPC
Object Lower IRQL —
KilnterruptDispatch Driver ISR

Figure 3-6 Typical interrupt control flow

o ‘U EXPERIMENT: Examining Interrupt Internals

U - Using the kernel debugger, you can view details of an interrupt object, including its

+0x000
+0x002
+0x004
+0x00c
+0x010
+0x014
+0x018
+0x01c
+0x020
+0x024
+0x028
+0x029
+0x02a

IRQL, ISR address, and custom interrupt dispatching code. First, execute the lidt com-
mand and locate the entry that includes a reference to I8042KeyboardInterruptService,
the ISR routine for the PS2 keyboard device:

31: 8a39dc3c 18042prt!18042KeyboardInterruptService (KINTERRUPT 8a39dc00)

To view the contents of the interrupt object associated with the interrupt, execute dt
nt!_kinterrupt with the address following KINTERRUPT:

kd> dt nt!_kinterrupt 8a39dc00
nt!_KINTERRUPT

Type : 22

Size 1 484

InterruptListEntry : _LIST_ENTRY [ 0x8a39dc04 - 0x8a39dc04 ]
ServiceRoutine : Oxba7e74a2 18042prt!18042KeyboardInterruptService+0
ServicecContext 1 0x8a067898

SpinLock : 0

TickCount 1 OXFEFFffff

ActualLock : 0x8a067958 -> 0

DispatchAddress : 0x80531140 nt!KiInterruptDispatch+0
Vector : 0x31

Irql : Oxla '’

synchronizeIrql : Oxla ’’

FloatingSave 0
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+0x02b Connected HI0)'%

+0x02c Number 07

+0x02d sSharevector HE

+0x030 Mode : 1 ( Latched )
+0x034 ServiceCount H(]

+0x038 DispatchCount : Oxffffffff
+0x03c DispatchCode : [106] 0x56535554

In this example, the IRQL Windows assigned to the interrupt is Ox1a (which is 26 in
decimal). Because this output is from a uniprocessor x86 system, we calculate that the
IRQ is 1, because IRQLs on x86 uniprocessors are calculated by subtracting the IRQ
from 27. We can verify this by opening the Device Manager (on the Hardware tab in the
System applet in the Control Panel), locating the PS/2 keyboard device, and viewing its
resource assignments, as shown in the following figure.

E; Device Manager

File Action View Help
&S ® =R
= EMARKLAP

+ 188 Batteries
- iy Computer
¥ e Disk drives
+ @ Display adapters
% DVD/CD-ROM drives
+ {83 Human Interface Devices
(=) IDE ATA/ATAPI controllers
+ & IEEE 1394 Bus host controllers
= % Keyboards
8 ¥ standard 101/102Key or Microsoft Natural PS/2 Keyboard
# ") Mice and other pointing devices

+ Iy Madems Standard 101/102-Key or Microsoft Natural PS/2 Key... [2[X]
4 Monitors

+ B Network adapters General || Driver | Resources |

« [ PCMCIA adapters

. Ports (COM&LPT) S Sancard 101/102 Koy or Mierosof: Naurl F512 Keyboard

+ #3% Processors

+ @, Sound, video and game controllg

+ 5] Svetem e Resaurce seftings:

+ Universal Serial Bus contrallers Resource type = Setting

W1/0 Range 0050 - 0060
W1/0 Range 0064 - 0064
o

Cortiicting device list:
No contlicts.

On a multiprocessor x86, the IRQ will be essentially randomly assigned, and on an x64
or IA64 system you will see that the IRQ is the interrupt vector number (0x31—49 deci-
mal—in this example) divided by 16.

The ISR’s address for the interrupt object is stored in the ServiceRoutine field (which is
what lidt displays in its output), and the interrupt code that actually executes when an
interrupt occurs is stored in the DispatchCode array at the end of the interrupt object.
The interrupt code stored there is programmed to build the trap frame on the stack and
then call the function stored in the DispatchAddress field (KilnterruptDispatch in the
example), passing it a pointer to the interrupt object.
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Windows and Real-Time Processing

Deadline requirements, either hard or soft, characterize real-time environments. Hard
real-time systems (for example, a nuclear power plant control system) have deadlines
that the system must meet to avoid catastrophic failures such as loss of equipment or
life. Soft real-time systems (for example, a car’s fuel-economy optimization system) have
deadlines that the system can miss, but timeliness is still a desirable trait. In real-time
systems, computers have sensor input devices and control output devices. The designer
of a real-time computer system must know worst-case delays between the time an input
device generates an interrupt and the time the device’s driver can control the output
device to respond. This worst-case analysis must take into account the delays the oper-
ating system introduces as well as the delays the application and device drivers impose.

Because Windows doesn’t prioritize device IRQs in any controllable way and user-level
applications execute only when a processor’s IRQL is at passive level, Windows isn’t
always suitable as a real-time operating system. The system’s devices and device driv-
ers—not Windows—ultimately determine the worst-case delay. This factor becomes a
problem when the real-time system’s designer uses off-the-shelf hardware. The designer
can have difficulty determining how long every off-the-shelf device’s ISR or DPC might
take in the worst case. Even after testing, the designer can’t guarantee that a special case
in a live system won’t cause the system to miss an important deadline. Furthermore, the
sum of all the delays a system’s DPCs and ISRs can introduce usually far exceeds the tol-
erance of a time-sensitive system.

Although many types of embedded systems (for example, printers and automotive com-
puters) have real-time requirements, Windows XP Embedded doesn’t have real-time
characteristics. It is simply a version of Windows XP that makes it possible, using system
designer technology that Microsoft licensed from VenturCom, to produce small-foot-
print versions of Windows XP suitable for running on devices with limited resources.
For example, a device that has no networking capability would omit all the Windows XP
components related to networking, including network management tools and adapter
and protocol stack device drivers.

Still, there are third-party vendors that supply real-time kernels for Windows. The
approach these vendors take is to embed their real-time kernel in a custom HAL and to
have Windows run as a task in the real-time operating system. The task running Win-
dows serves as the user interface to the system and has a lower priority than the tasks
responsible for managing the device. See VenturCom'’s Web site, www.venturcom.com, for
an example of a third-party real-time kernel extension for Windows.

Associating an ISR with a particular level of interrupt is called connecting an interrupt object,
and dissociating an ISR from an IDT entry is called disconnecting an interrupt object. These
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operations, accomplished by calling the kernel functions IoConnectInterrupt and IoDiscon-
nectInterrupt, allow a device driver to “turn on” an ISR when the driver is loaded into the sys-
tem and to “turn off” the ISR if the driver is unloaded.

Using the interrupt object to register an ISR prevents device drivers from fiddling directly
with interrupt hardware (which differs among processor architectures) and from needing to
know any details about the IDT. This kernel feature aids in creating portable device drivers
because it eliminates the need to code in assembly language or to reflect processor differences
in device drivers.

Interrupt objects provide other benefits as well. By using the interrupt object, the kernel
can synchronize the execution of the ISR with other parts of a device driver that might share
data with the ISR. (See Chapter 9 for more information about how device drivers respond to
interrupts.)

Furthermore, interrupt objects allow the kernel to easily call more than one ISR for any inter-
rupt level. If multiple device drivers create interrupt objects and connect them to the same
IDT entry, the interrupt dispatcher calls each routine when an interrupt occurs at the speci-
fied interrupt line. This capability allows the kernel to easily support “daisy-chain” configura-
tions, in which several devices share the same interrupt line. The chain breaks when one of
the ISRs claims ownership for the interrupt by returning a status to the interrupt dispatcher.
If multiple devices sharing the same interrupt require service at the same time, devices not
acknowledged by their ISRs will interrupt the system again once the interrupt dispatcher has
lowered the IRQL. Chaining is permitted only if all the device drivers wanting to use the same
interrupt indicate to the kernel that they can share the interrupt; if they can’t, the Plug and
Play manager reorganizes their interrupt assignments to ensure that it honors the sharing
requirements of each. If the interrupt vector is shared, the interrupt object invokes KiChained-
Dispatch, which will invoke the ISRs of each registered interrupt object in turn until one of
them claims the interrupt or all have been executed. In the earlier sample !idt output, vector
0x3b is connected to several chained interrupt objects.

Software Interrupts

Although hardware generates most interrupts, the Windows kernel also generates software
interrupts for a variety of tasks, including these:

Initiating thread dispatching
Non-time-critical interrupt processing
Handling timer expiration

Asynchronously executing a procedure in the context of a particular thread

Supporting asynchronous I/O operations

These tasks are described in the following subsections.
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Dispatch or Deferred Procedure Call (DPC) Interrupts When a thread can no longer con-
tinue executing, perhaps because it has terminated or because it voluntarily enters a wait state,
the kernel calls the dispatcher directly to effect an immediate context switch. Sometimes, how-
ever, the kernel detects that rescheduling should occur when it is deep within many layers of
code. In this situation, the kernel requests dispatching but defers its occurrence until it com-
pletes its current activity. Using a DPC software interrupt is a convenient way to achieve this

delay.

The kernel always raises the processor’s IRQL to DPC/dispatch level or above when it needs
to synchronize access to shared kernel structures. This disables additional software interrupts
and thread dispatching. When the kernel detects that dispatching should occur, it requests a
DPC/dispatch-level interrupt; but because the IRQL is at or above that level, the processor
holds the interrupt in check. When the kernel completes its current activity, it sees that it’s
going to lower the IRQL below DPC/dispatch level and checks to see whether any dispatch
interrupts are pending. If there are, the IRQL drops to DPC/dispatch level and the dispatch
interrupts are processed. Activating the thread dispatcher by using a software interrupt is a
way to defer dispatching until conditions are right. However, Windows uses software inter-
rupts to defer other types of processing as well.

In addition to thread dispatching, the kernel also processes deferred procedure calls (DPCs)

at this IRQL. A DPC is a function that performs a system task—a task that is less time-critical

than the current one. The functions are called deferred because they might not execute imme-
diately.

DPCs provide the operating system with the capability to generate an interrupt and execute a
system function in kernel mode. The kernel uses DPCs to process timer expiration (and
release threads waiting for the timers) and to reschedule the processor after a thread’s quan-
tum expires. Device drivers use DPCs to complete 1/O requests. To provide timely service for
hardware interrupts, Windows—with the cooperation of device drivers—attempts to keep the
IRQL below device IRQL levels. One way that this goal is achieved is for device driver ISRs to
perform the minimal work necessary to acknowledge their device, save volatile interrupt state,
and defer data transfer or other less time-critical interrupt processing activity for execution in
a DPC at DPC/dispatch IRQL. (See Chapter 9 for more information on DPCs and the I/O sys-
tem.)

A DPCis represented by a DPC object, a kernel control object that is not visible to user-mode
programs but is visible to device drivers and other system code. The most important piece of
information the DPC object contains is the address of the system function that the kernel will
call when it processes the DPC interrupt. DPC routines that are waiting to execute are stored
in kernel-managed queues, one per processor, called DPC queues. To request a DPC, system
code calls the kernel to initialize a DPC object and then places it in a DPC queue.

By default, the kernel places DPC objects at the end of the DPC queue of the processor on
which the DPC was requested (typically the processor on which the ISR executed). A device
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driver can override this behavior, however, by specifying a DPC priority (low, medium, or
high, where medium is the default) and by targeting the DPC at a particular processor. ADPC
aimed at a specific CPU is known as a targeted DPC. If the DPC has a low or medium priority,
the kernel places the DPC object at the end of the queue; if the DPC has a high priority, the
kernel inserts the DPC object at the front of the queue.

When the processor’s IRQL is about to drop from an IRQL of DPC/dispatch level or higher to
a lower IRQL (APC or passive level), the kernel processes DPCs. Windows ensures that the
IRQL remains at DPC/dispatch level and pulls DPC objects off the current processor’s queue
until the queue is empty (thatis, the kernel “drains” the queue), calling each DPC function in
turn. Only when the queue is empty will the kernel let the IRQL drop below DPC/dispatch
level and let regular thread execution continue. DPC processing is depicted in Figure 3-7.

@ A timer expires, and the kernel IRQt:sltetmg
queues a DPC that will release
any threads waiting on the High
timer. The kernel then Power failure

requests a software interrupt. @ After the DPC interrupt

control transfers to the
(thread) dispatcher.

@ When the IRQL drops below
DPC/dispatch level, a DPC DPC/dispatch —T | Dispatcher

interrupt occurs. APC

Passive

DPC DPC
DPC queue

@ The dispatcher executes each DPC routine
in the DPC queue, emptying the queue as
it proceeds. If required, the dispatcher also
reschedules the processor.

Figure 3-7 Delivering a DPC

DPC priorities can affect system behavior another way. The kernel usually initiates DPC queue
draining with a DPC/dispatch-level interrupt. The kernel generates such an interrupt only if
the DPC is directed at the processor the ISR is requested on and the DPC has a high or
medium priority. If the DPC has a low priority, the kernel requests the interrupt only if the
number of outstanding DPC requests for the processor rises above a threshold or if the num-
ber of DPCs requested on the processor within a time window is low. If a DPC is targeted at a
CPU different from the one on which the ISR is running and the DPC’s priority is high, the
kernel immediately signals the target CPU (by sending it a dispatch IPI) to drain its DPC
queue. If the priority is medium or low, the number of DPCs queued on the target processor
must exceed a threshold for the kernel to trigger a DPC/dispatch interrupt. The system idle
thread also drains the DPC queue for the processor it runs on. Although DPC targeting and
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priority levels are flexible, device drivers rarely need to change the default behavior of their
DPC objects. Table 3-1 summarizes the situations that initiate DPC queue draining.

Table 3-1 DPC Interrupt Generation Rules

DPC Priority DPC Targeted at ISR’s Processor DPC Targeted at Another Processor

Low DPC queue length exceeds maxi- DPC queue length exceeds maximum
mum DPC queue length or DPC DPC queue length or System is idle
request rate is less than minimum
DPC request rate

Medium Always DPC queue length exceeds maximum
DPC queue length or System is idle

High Always Always

Because user-mode threads execute at low IRQL, the chances are good that a DPC will inter-
rupt the execution of an ordinary user’s thread. DPC routines execute without regard to what
thread is running, meaning that when a DPC routine runs, it can’t assume what process
address space is currently mapped. DPC routines can call kernel functions, but they can’t call
system services, generate page faults, or create or wait for dispatcher objects (explained later
in this chapter). They can, however, access nonpaged system memory addresses, because sys-
tem address space is always mapped regardless of what the current process is.

DPCs are provided primarily for device drivers, but the kernel uses them too. The kernel most
frequently uses a DPC to handle quantum expiration. At every tick of the system clock, an
interrupt occurs at clock IRQL. The clock interrupt handler (running at clock IRQL) updates
the system time and then decrements a counter that tracks how long the current thread has
run. When the counter reaches 0, the thread’s time quantum has expired and the kernel
might need to reschedule the processor, a lower-priority task that should be done at DPC/dis-
patch IRQL. The clock interrupt handler queues a DPC to initiate thread dispatching and then
finishes its work and lowers the processor’s IRQL. Because the DPC interrupt has a lower pri-
ority than do device interrupts, any pending device interrupts that surface before the clock
interrupt completes are handled before the DPC interrupt occurs.

EXPERIMENT: Monitoring Interrupt and DPC Activity

You can use Process Explorer to monitor interrupt and DPC activity by adding the
Context Switch Delta column and watching the Interrupt and DPC processes. These
are not real processes, but they are shown as processes for convenience and therefore
do not incur context switches. Process Explorer’s context switch count for these
pseudo processes reflects the number of occurrences of each within the previous
refresh interval. You can stimulate interrupt and DPC activity by moving the mouse
quickly around the screen.
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You can also trace the execution of specific interrupt service routines and deferred pro-
cedure calls with the built-in event tracing support (described later in this chapter) in
Windows XP Service Pack 2 and Windows Server 2003 Service Pack 1 and later.

1. Start capturing events by typing the following command:

tracelog -start -f kernel.etl -b 64 -UsePerfCounter -
eflag 8 0x307 0x4084 0 0 0 0 0 O

2. Stop capturing events by typing:
tracelog -stop to stop logging.
3. Generate reports for the event capture by typing:
tracerpt kernel.etl -df -o -report
This will generate two files: workload.txt and dumpfile.csv.
4. Open “workload.txt” and you will see summaries of the time spent in ISRs and

DPCs by each driver type.

5. Open the file “dumpfile.csv” created in step 4; search for lines with “DPC” or “ISR”
in the second value. For example, the following three lines from a dumpfile.csv
generated using the above commands show a timer DPC, a DPC, and an ISR:

perfinfo, TimerDPC, OXFFFFFFFF, 127383953645422825, 0,
0, 127383953645421500, OxFB03A385, 0, 0

perfinfo, DPC, OXFFFFFFFF, 127383953645424040, 0,
0, 127383953645421394, 0x804DCc87D, 0, 0O

perfinfo, ISR, OXFFFFFFFF, 127383953645470903, 0,

0, 127383953645468696, OxFB48D5E0, 0, 0, O

Doing an “In” command in the kernel debugger on the start address in each event
record (the eighth value on each line) shows the name of the function that executed the
DPC or ISR:

Tkd> Tn OxFBO3A385

(fb03a385) rdbss!RxTimerDispatch | (fb03a4le) rdbss!RxpworkerThreadDispatcher
Tkd> 1n 0x804DC87D

(804dc87d) nt!KiTimerExpiration | (804dc93b) nt!KeSetTimerex

Tkd> 1n OxFB48D5EQ

(fb48d5e0) atapi!IdePortInterrupt | (fb48d622) atapi!IdecheckEmptyChannel

The firstis a DPC for a timer expiration for a timer queued by the file system redirector
client driver. The second is a DPC for a generic timer expiration. The third address is the
address of the ISR for the ATAPI port driver. For more information, see http://
www.microsoft.com/whdc/driver/perform/mmdrv.mspx.
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Asynchronous Procedure Call (APC) Interrupts  Asynchronous procedure calls (APCs)
provide a way for user programs and system code to execute in the context of a particular user
thread (and hence a particular process address space). Because APCs are queued to execute in
the context of a particular thread and run at an IRQL less than DPC/dispatch level, they don’t
operate under the same restrictions as a DPC. An APC routine can acquire resources (objects),
wait for object handles, incur page faults, and call system services.

APCs are described by a kernel control object, called an APC object. APCs waiting to execute

reside in a kernel-managed APC queue. Unlike the DPC queue, which is systemwide, the APC
queue is thread-specific—each thread has its own APC queue. When asked to queue an APC,
the kernel inserts it into the queue belonging to the thread that will execute the APC routine.
The kernel, in turn, requests a software interrupt at APC level, and when the thread eventually
begins running, it executes the APC.

There are two kinds of APCs: kernel mode and user mode. Kernel-mode APCs don’t require
“permission” from a target thread to run in that thread’s context, while user-mode APCs do.
Kernel-mode APCs interrupt a thread and execute a procedure without the thread’s interven-
tion or consent. There are also two types of kernel-mode APCs: normal and special. A thread
can disable both types by raising the IRQL to APC_LEVEL or by calling KeEnterGuardedRe-
gion, which was introduced in Windows Server 2003. KeEnterGuardedRegionThread disables
APC delivery by setting the SpecialApcDisable field in the calling thread’s KTHREAD struc-
ture (described further in Chapter 6). A thread can disable normal APCs only by calling KeEn-
terCriticalRegion, which sets the KernelApcDisable field in the thread’s KTHREAD structure.

The executive uses kernel-mode APCs to perform operating system work that must be com-
pleted within the address space (in the context) of a particular thread. It can use special ker-
nel-mode APCs to direct a thread to stop executing an interruptible system service, for
example, or to record the results of an asynchronous I/O operation in a thread’s address
space. Environment subsystems use special kernel-mode APCs to make a thread suspend or
terminate itself or to get or set its user-mode execution context. The POSIX subsystem uses
kernel-mode APCs to emulate the delivery of POSIX signals to POSIX processes.

Device drivers also use kernel-mode APCs. For example, if an I/O operation is initiated and a
thread goes into a wait state, another thread in another process can be scheduled to run.
When the device finishes transferring data, the I/O system must somehow get back into the
context of the thread that initiated the I/O so that it can copy the results of the I/O operation
to the buffer in the address space of the process containing that thread. The I/O system uses
a special kernel-mode APC to perform this action. (The use of APCs in the I/O system is dis-
cussed in more detail in Chapter 9.)
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Several Windows APIs, such as ReadFileEx, WriteFileEx, and QueueUserAPC, use user-mode
APCs. For example, the ReadFileEx and WriteFileEx functions allow the caller to specify a com-
pletion routine to be called when the I/O operation finishes. The 1/O completion is imple-
mented by queueing an APC to the thread that issued the 1/O. However, the callback to the
completion routine doesn’t necessarily take place when the APCis queued because user-mode
APCs are delivered to a thread only when it’s in an alertable wait state. A thread can enter a wait
state either by waiting for an object handle and specifying that its wait is alertable (with the
Windows WaitForMultipleObjectsEx function) or by testing directly whether it has a pending
APC (using SleepEx). In both cases, if a user-mode APC is pending, the kernel interrupts
(alerts) the thread, transfers control to the APC routine, and resumes the thread’s execution
when the APC routine completes. Unlike kernel-mode APCs, which execute at APC level, user-
mode APCs execute at passive level.

APC delivery can reorder the wait queues—the lists of which threads are waiting for what, and
in what order they are waiting. (Wait resolution is described in the section “Low-IRQL Syn-
chronization” later in this chapter.) If the thread is in a wait state when an APC is delivered,
after the APC routine completes, the wait is reissued or reexecuted. If the wait still isn’t
resolved, the thread returns to the wait state, but now it will be at the end of the list of objects
it’s waiting for. For example, because APCs are used to suspend a thread from execution, if the
thread is waiting for any objects, its wait will be removed until the thread is resumed, after
which that thread will be at the end of the list of threads waiting to access the objects it was
waiting for.

Exception Dispatching

In contrast to interrupts, which can occur at any time, exceptions are conditions that result
directly from the execution of the program that is running. Windows introduced a facility
known as structured exception handling, which allows applications to gain control when excep-
tions occur. The application can then fix the condition and return to the place the exception
occurred, unwind the stack (thus terminating execution of the subroutine that raised the
exception), or declare back to the system that the exception isn’t recognized and the system
should continue searching for an exception handler that might process the exception. This
section assumes you're familiar with the basic concepts behind Windows structured excep-
tion handling—if you're not, you should read the overview in the Windows API reference doc-
umentation on the Platform SDK or chapters 23 through 25 in Jeffrey Richter’s book
Programming Applications for Microsoft Windows (Fourth Edition, Microsoft Press, 2000) before
proceeding. Keep in mind that although exception handling is made accessible through lan-
guage extensions (for example, the __try construct in Microsoft Visual C++), it is a system
mechanism and hence isn’t language-specific. Other examples of consumers of Windows
exception handling include C++ and Java exceptions.
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On the x86, all exceptions have predefined interrupt numbers that directly correspond to the
entry in the IDT that points to the trap handler for a particular exception. Table 3-2 shows
x86-defined exceptions and their assigned interrupt numbers. Because the first entries of the
IDT are used for exceptions, hardware interrupts are assigned entries later in the table, as
mentioned earlier.

Table 3-2 x86 Exceptions and Their Interrupt Numbers

Interrupt Number Exception

Divide Error

DEBUG TRAP

NMI/NPX Error

Breakpoint

Overflow

BOUND/Print Screen

Invalid Opcode

NPX Not Available

Double Exception

NPX Segment Overrun

Invalid Task State Segment (TSS)

Segment Not Present

Stack Fault

General Protection

Page Fault

M M g N @ > O N W|IN|FL| O

Intel Reserved

=
o

Floating Point

11 Alignment Check

All exceptions, except those simple enough to be resolved by the trap handler, are serviced by
a kernel module called the exception dispatcher. The exception dispatcher’s job is to find an
exception handler that can “dispose of” the exception. Examples of architecture-independent
exceptions that the kernel defines include memory access violations, integer divide-by-zero,
integer overflow, floating-point exceptions, and debugger breakpoints. For a complete list of
architecture-independent exceptions, consult the Windows API reference documentation.

The kernel traps and handles some of these exceptions transparently to user programs. For
example, encountering a breakpoint while executing a program being debugged generates an
exception, which the kernel handles by calling the debugger. The kernel handles certain other
exceptions by returning an unsuccessful status code to the caller.

A few exceptions are allowed to filter back, untouched, to user mode. For example, a memory
access violation or an arithmetic overflow generates an exception that the operating system
doesn’t handle. An environment subsystem can establish frame-based exception handlers to
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deal with these exceptions. The term frame-based refers to an exception handler’s association
with a particular procedure activation. When a procedure is invoked, a stack frame represent-
ing that activation of the procedure is pushed onto the stack. A stack frame can have one or
more exception handlers associated with it, each of which protects a particular block of code
in the source program. When an exception occurs, the kernel searches for an exception han-
dler associated with the current stack frame. If none exists, the kernel searches for an excep-
tion handler associated with the previous stack frame, and so on, until it finds a frame-based
exception handler. If no exception handler is found, the kernel calls its own default exception
handlers.

When an exception occurs, whether it is explicitly raised by software or implicitly raised by
hardware, a chain of events begins in the kernel. The CPU hardware transfers control to the
kernel trap handler, which creates a trap frame (as it does when an interrupt occurs). The trap
frame allows the system to resume where it left off if the exception is resolved. The trap han-
dler also creates an exception record that contains the reason for the exception and other per-
tinent information.

If the exception occurred in kernel mode, the exception dispatcher simply calls a routine to
locate a frame-based exception handler that will handle the exception. Because unhandled
kernel-mode exceptions are considered fatal operating system errors, you can assume that the
dispatcher always finds an exception handler.

If the exception occurred in user mode, the exception dispatcher does something more elab-
orate. As you'll see in Chapter 6, the Windows subsystem has a debugger port and an excep-
tion port to receive notification of user-mode exceptions in Windows processes. The kernel
uses these in its default exception handling, as illustrated in Figure 3-8.

Debugger Debugger
port (first chance)
- Trap
handler
) | Frame-based
Exception -7 handlers
record "
Exception Debugger Debugger
dispatcher port (second chance)
Exception Environment
port subsystem
————» Function call “~~., | Kernel default
LPC handler

Figure 3-8 Dispatching an exception
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Debugger breakpoints are common sources of exceptions. Therefore, the first action the
exception dispatcher takes is to see whether the process that incurred the exception has an
associated debugger process. If it does and the system is Windows 2000, the exception dis-
patcher sends the first-chance debug message via an LPC to the debugger port associated with
the process that incurred the exception. The LPC message is sent to the session manager pro-
cess, which then dispatches it to the appropriate debugger process. On Windows XP and Win-
dows Server 2003, the exception dispatcher sends a debugger object message to the debug
object associated with the process (which internally the system refers to as a port).

If the process has no debugger process attached, or if the debugger doesn’t handle the excep-
tion, the exception dispatcher switches into user mode, copies the trap frame to the user stack
formatted as a CONTEXT data structure (documented in the Platform SDK), and calls a rou-
tine to find a frame-based exception handler. If none is found, or if none handles the excep-
tion, the exception dispatcher switches back into kernel mode and calls the debugger again to
allow the user to do more debugging. (This is called the second-chance notification.)

If the debugger isn’t running and no frame-based handlers are found, the kernel sends a mes-
sage to the exception port associated with the thread’s process. This exception port, if one
exists, was registered by the environment subsystem that controls this thread. The exception
port gives the environment subsystem, which presumably is listening at the port, the oppor-
tunity to translate the exception into an environment-specific signal or exception. CSRSS (Cli-
ent/Server Run-Time Subsystem) simply presents a message box notifying the user of the fault
and terminates the process, and when POSIX gets a message from the kernel that one of its
threads generated an exception, the POSIX subsystem sends a POSIX-style signal to the
thread that caused the exception. However, if the kernel progresses this far in processing the
exception and the subsystem doesn’t handle the exception, the kernel executes a default
exception handler that simply terminates the process whose thread caused the exception.

Unhandled Exceptions

All Windows threads have an exception handler declared at the top of the stack that processes
unhandled exceptions. This exception handler is declared in the internal Windows start-of-
process or start-of-thread function. The start-of-process function runs when the first thread in a
process begins execution. It calls the main entry point in the image. The start-of-thread func-
tion runs when a user creates additional threads. It calls the user-supplied thread start routine
specified in the CreateThread call.
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EXPERIMENT: Viewing the Real User Start Address for Windows
Threads

The fact that each Windows thread begins execution in a system-supplied function (and
not the user-supplied function) explains why the start address for thread 0 is the same
for every Windows process in the system (and why the start addresses for secondary
threads are also the same). The start address for thread 0 in Windows processes is the
Windows start-of-process function; the start address for any other threads would be the
Windows start-of-thread function. To see the user-supplied function address, use the
Tlist utility in the Windows Support Tools. Type tlist process-name or tlist process-id
to get the detailed process output that includes this information. For example, compare
the thread start addresses for the Windows Explorer process as reported by Pstat (in the
Platform SDK) and Tlist:

C:\> pstat

§

pid:3f8 pri: 8 Hnd: 329 Pf: 80043 ws: 4620K explorer.exe
tid pri Ctx Swtch StrtAddr User Time Kernel Time State

7c 9 16442 77e878C1 0:00:01.241 0:00:01.251 wait:UserRequest
42c 11 157888 77E92C50 0:00:07.110 0:00:34.309 wait:UserRequest
44c 8 6357 77E92C50 0:00:00.070 0:00:00.140 wait:UserRequest
1lcc 8 3318 77E92C50 0:00:00.030 0:00:00.070 wait:DelayExecution
§
C:\> tlist explorer
1016 explorer.exe Program Manager
cwD: c:\
cmdLine: Explorer.exe
virtualsize: 25348 KB PeakvirtualSize: 31052 KB

workingsSetSize: 1804 KB  PeakworkingSetSize: 3276 KB
NumberofThreads: 4
149 win32startAddr:0x01009dbd LastErr:0x0000007e State:waiting
86 win32startAddr:0x77c5d4a5 LastErr:0x00000000 State:waiting
62 win32startAddr:0x00000977 LastErr:0x00000000 State:waiting
179 win32startAddr:0x0100d8d4 LastErr:0x00000002 State:waiting

The start address of thread O reported by Pstat is the internal Windows start-of-process
function; the start addresses for threads 1 through 3 are the internal Windows start-of-
thread functions. Tlist, on the other hand, shows the user-supplied Windows start
address (the user function called by the internal Windows start function).
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Because most threads in Windows processes start at one of the system-supplied wrap-
per functions, Process Explorer, when displaying the start address of threads in a pro-

cess, skips the initial call frame that represents the wrapper function and instead shows
the second frame on the stack. For example, notice the thread start address of a process
running Notepad.exe:

P notepad.exe:3272 Properties (=1

Image | Perfomance | Ferormance Graph | Thieads | TCPAR | Securiy | Envionment

CPU v CSwitch Delta Start Address

notepad. exelWinMainCRTStartup

Thiead ID: 2608 Ease Priority: 8
Start Time: 420:03 P 9/1/2004 Dynamic Priority; 10

State: Wit WwillserFiequest Cw ]
Kermel Time 0:00:00.030 =

User Time 0:00:00.010
Contest Switches: 135

Process Explorer does display the complete call hierarchy when it displays the call stack.
Notice the following results when the Stack button is clicked:

m Stack for thread 2608 X

Nt i+
1 ntoskrl.exelKiSuspendThread+0x18
2 ntoskml.exel KiSwapThread+0x63
3 win32k syshowSleepThread+0x189
4 win32k syshowRealinternalGetMessage+Ox40f
2 win32k sysINtUserGetMessage+0x27
6 ntoskml.exelKiSystemService+0xcd
8 SharedUserDatalSystemCallStub+4
9 USER32.dllNtUserGetMessage+0xe
10 notepad.exel\inMain+Oxe3
11 notepad.exelWinMainCRTStartup+0x174
12 kernel3Z.dllBaseProcessStart+0x23

Line 12 in the preceding figure is the first frame on the stack—the start of the process
wrapper. The second frame (line 11) is the main entry point into Notepad.exe.




Chapter 3: System Mechanisms 115
The generic code for these internal start functions is shown here:

void win32StartofProcess(
LPTHREAD_START_ROUTINE TpStartAddr,
LPVOID TpvThreadparm){

_try {

DWORD dwThreadeExitCode = TpStartAddr(1pvThreadpParm);
ExitThread(dwThreadExitCode);

} __except(UnhandledExceptionFilter(
GetExceptionInformation())) {

ExitProcess(GetExceptionCode());
}

Notice that the Windows unhandled exception filter is called if the thread has an exception
that it doesn’t handle. The purpose of this function is to provide the system-defined behavior
for what to do when an exception is not handled, which is based on the contents of the
HKLM\SOFTWARE\Microsoft\Windows NT\CurrentVersion\AeDebug registry key. There
are two important values: Auto and Debugger. Auto tells the unhandled exception filter
whether to automatically run the debugger or ask the user what to do. By default, itis set to 1,
which means that it will launch the debugger automatically. However, installing development
tools such as Visual Studio changes this to 0. The Debugger value is a string that points to the
path of the debugger executable to run in the case of an unhandled exception.

The default debugger is \Windows\System32\Drwtsn32.exe (Dr. Watson), which isn’t really
a debugger but rather a postmortem tool that captures the state of the application “crash” and
records it in a log file (Drwtsn32.log) and a process crash dump file (User.dmp), both found
by default in the \Documents And Settings\All Users\Documents\DrWatson folder. To see
(or modify) the configuration for Dr. Watson, run it interactively—it displays a window with
the current settings, as shown in Figure 3-9.

1% Dr. Watson for Windows 2000

Log File Path: lm Browse,
CiashDumg: [T \Documents and Seftings\al1 | | Browse
e File: |
Mumber of Instructions [

Mumber of Enors To Save: 10

- Dpption:

™ Dump Symbol Table

¥ Dump &l Thiead Contests
¥ #ppend To Existing Log File
™ isual Notification

™ Sound Notification

¥ Create Crash Dump File

Application Egrors iew Klear

o | Concel | Hep |
Figure 3-9 Windows 2000 Dr. Watson default settings
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The log file contains basic information such as the exception code, the name of the image that
failed, a list of loaded DLLs, and a stack and instruction trace for the thread that incurred the
exception. For a detailed description of the contents of the log file, run Dr. Watson and click
the Help button shown in Figure 3-9.

The crash dump file contains the private pages in the process at the time of the exception.
(The file doesn’t include code pages from EXEs or DLLs.) This file can be opened by WinDbg,
the Windows debugger that comes with the Debugging Tools package, or by Visual Studio
2003 and later. Because the User.dmp file is overwritten each time a process crashes, unless
you rename or copy the file after each process crash, you'll have only the latest one on your
system.

On Windows 2000 Professional systems, visual notification is turned on by default. The mes-
sage box shown in Figure 3-10 is displayed by Dr. Watson after it generates the crash dump
and records information in its log file.

Program Error

accyio.exe haz generated emors and will be closed by ‘Windows.
*r'ou will need to restart the program.

An eror log iz being created.

Figure 3-10 Windows 2000 Dr. Watson error message

The Dr. Watson process remains until the message box is dismissed, which is why on Win-
dows 2000 Server systems visual notification is turned off by default. This default is used
because if a server application fails, there is usually nobody at the console to see it and dismiss
the message box. Instead, server applications should log errors to the Windows event log.

On Windows 2000, if the Auto value is set to zero, the message box shown in Figure 3-11 is
displayed.

accvio.EXE - Application Error x|

The instruction at "0x00401032" referenced memary at "0x00000000",
The memory could not be "written",

Click on OK to terminate the program
Click on CAMCEL to debug the program

Cancel |

Figure 3-11 Windows 2000 Unhandled exception message

If the OK button is clicked, the process exits. If Cancel is clicked, the system defined debugger
process (specified by the Debugger’s value in the registry path referred to earlier) is launched.
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EXPERIMENT: Unhandled Exceptions

To see a sample Dr. Watson log file, download and run the program Accvio.exe, which
you can download from www.sysinternals.com/windowsinternals.shtml. This program
generates a memory access violation by attempting to write to address O, which is always
an invalid address in Windows processes. (See Table 7-6 in Chapter 7.)

1. Run the Registry Editor, and locate HKLM\SOFTWARE\ Microsoft\Windows
NT\CurrentVersion\AeDebug.

2. [If the Debugger value is “drwtsn32 -p %ld -e %ld —g”, your system is set up to run
Dr. Watson as the default debugger. Proceed to step 4.

3. 1If the value of Debugger was not set up to run Drwtsn32.exe, you can still test
Dr. Watson by temporarily installing it and then restoring your previous debug-
ger settings:

a. Save the current value somewhere (for example, in a Notepad file or in the
current paste buffer).

b. Select Run from the taskbar Start menu, and then type drwtsn32 -i. (This
initializes the Debugger field to run Dr. Watson.)

Run the test program Accvio.exe.

4. You should see one of the message boxes described earlier (depending on which
version of Windows you are running).

5. Ifyou have the default Dr. Watson settings, you should now be able to examine the
log file and dump file in the dump file directory. To see the configuration settings
for Dr. Watson, run drwtsn32 with no additional arguments. (Select Run from the
Start menu, and then type drwtsn32.)

6. Alternatively, in the list of Application Errors displayed by Dr. Watson, click on the
last entry and then click the View button—the portion of the Dr. Watson log file
containing the details of the access violation from Accvio.exe will be displayed.
(For details on the log file format, open the help in Dr. Watson and select Dr. Wat-
son Log File Overview.)

7. 1fthe original value of Debugger wasn't the default Dr. Watson settings, restore the
saved value from step 1.

As another experiment, try changing the value of Debugger to another program, such as
Notepad.exe (Notepad editor) or Sol.exe (Solitaire). Rerun Accvio.exe, and notice that

whatever program is specified in the Debugger value is run—that is, there’s no validation
that the program defined in Debugger is actually a debugger. Make sure you restore your
registry settings. (As noted in step 3b, to reset to the system default Dr. Watson settings,
type drwtsn32 -i in the Run dialog box or at a command prompt.)
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Windows Error Reporting

Windows XP and Windows Server 2003 have a new, more sophisticated error-reporting
mechanism called Windows Error Reporting that automates the submission of both user-
mode process crashes as well as kernel-mode system crashes. (For a description of how this
applies to system crashes, see Chapter 14).

Windows Error Reporting can be configured by going to My Computer, selecting Properties,
Advanced, and then Error Reporting (which brings up the dialog box shown in Figure 3-12)
or by local or domain group policy settings under System, Error Reporting. These settings are
stored in the registry under the key HKLM\Software\Microsoft\PCHealth\ErrorReporting.

Error Reporting

- *fou can choose to have software emors
Dj reported to Microsoft to help improve future
products.

(O Disable emor reporting

Windows operating system

[ oK ][ Cancel ]

Figure 3-12 Error Reporting Configuration dialog box

When an unhandled exception is caught by the unhandled exception filter (described in the
previous section), an initial check is made to see whether or not to initiate Windows Error
Reporting. If the registry value HKLM\SOFTWARE\Microsoft\Windows NT\CurrentVer-
sion\AeDebug\Auto is set to zero or the Debugger string contains the text “Drwtsn32”, the
unhandled exception filter loads \Windows\System32\Faultrep.dll into the failing process
and calls its ReportFault function. ReportFault then checks the error-reporting configuration
stored under HKLM\Software\Microsoft\PCHealth\ErrorReporting to see whether this pro-
cess crash should be reported, and if so, how. In the normal case, ReportFault creates a process
running \Windows\System32\Dwwin.exe, which displays a message box announcing the pro-
cess crash along with an option to submit the error report to Microsoft as seen in Figure 3-13.
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accyio.EXE has encountered a problem and needs to
close. We are sorry for the inconvenience.

If you were in the middle of something, the infarmation you were working on
might be lost.
Please tell Microsoft about this problem.

‘W have created an ermor report that you can send to ugs. ‘We will treat
thiz report &z confidential and anonymous.

To zee what data thiz error report contains, click here.

Send Error Report | {Dont Send

Figure 3-13 Windows Error Reporting dialog box

If the Send Error Report button is clicked, the error report (a minidump and a text file with
details on the DLL version numbers loaded in the process) is sent to Microsoft’s online crash
analysis server, Watson.Microsoft.com. (Unlike kernel mode system crashes, in this situation
there is no way to find out whether a solution is available at the time of the report submission.)
Then the unhandled exception filter creates a process to run the system-defined debugger (nor-
mally Drwtsn32.exe), which by default creates its own dump file and log entry. Unlike Windows
2000, the dump file is a minidump, not a full dump. So, in the case where a full process memory
dump is needed to debug a failing application, you can change the configuration of Dr. Watson
by running it with no command-line arguments as described in the previous section.

In environments where systems are not connected to the Internet or where the administrator
wants to control which error reports are submitted to Microsoft, the destination for the error
report can be configured to be an internal file server. Microsoft provides to qualified custom-
ers a tool set called Corporate Error Reporting that understands the directory structure cre-
ated by Windows Error Reporting and provides the administrator with the option to take
selective error reports and submit them to Microsoft. (For more information, see http://
www.microsoft.com,/resources/satech/ cer.)

System Service Dispatching

As Figure 3-1 illustrated, the kernel’s trap handlers dispatch interrupts, exceptions, and sys-
tem service calls. In the preceding sections, you've seen how interrupt and exception handling
work; in this section, you'll learn about system services. A system service dispatch is triggered
as a result of executing an instruction assigned to system service dispatching. The instruction
that Windows uses for system service dispatching depends on the processor on which it’s exe-
cuting.

32-Bit System Service Dispatching

On x86 processors prior to the Pentium II, Windows uses the int 0x2e instruction (46) deci-
mal, which results in a trap. Windows fills in entry 46 in the IDT to point to the system service
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dispatcher. (Refer to Table 3-1.) The trap causes the executing thread to transition into kernel
mode and enter the system service dispatcher. A numeric argument passed in the EAX proces-
sor register indicates the system service number being requested. The EBX register points to

the list of parameters the caller passes to the system service.

On x86 Pentium II processors and higher, Windows uses the special sysenter instruction,
which Intel defined specifically for fast system service dispatches. To support the instruction,
Windows stores at boot time the address of the kernel’s system service dispatcher routine in
a register associated with the instruction. The execution of the instruction causes the change
to kernel-mode and execution of the system service dispatcher. The system service number is
passed in the EAX processor register, and the EDX register points to the list of caller argu-
ments. To return to user-mode, the system service dispatcher usually executes the sysexit
instruction. (In some cases, like when the single-step flag is enabled on the processor, the sys-
tem service dispatcher uses the iretd instruction instead.)

On K6 and higher 32-bit AMD processors, Windows uses the special syscall instruction, which
functions similar to the x86 sysenter instruction, with Windows configuring a syscall-associ-
ated processor register with the address of the kernel’s system service dispatcher. The system
call number is passed in the EAX register, and the stack stores the caller arguments. After com-
pleting the dispatch, the kernel executes the sysret instruction.

At boot time, Windows detects the type of processor on which it’s executing and sets up the
appropriate system call code to be used. The system service code for NtReadFile in user mode
looks like this:

ntd11!NtReadFile:

77f5bfa8 b8b7000000 mov eax,0xb7
77f5bfad ba0003fe7f mov edx,0x7ffe0300
77f5bfb2 ffd2 call edx

77f5bfb4 c22400 ret 0x24

The system service number is Oxb7 (183 in decimal) and the call instruction executes the sys-
tem service dispatch code set up by the kernel, which in this example is at address
0x7ffe0300. Because this was taken from a Pentium M, it uses sysenter:

Shareduserbata!sSystemCallstub:

7ffe0300 8bd4 mov edx,esp
7ffe0302 0f34 sysenter
7ffe0304 c3 ret

64-Bit System Service Dispatching

On the x64 architecture, Windows uses the syscall instruction, which functions like the AMD
K6’s syscall instruction, for system service dispatching, passing the system call number in the
EAX register, the first four parameters in registers, and any parameters beyond those four on
the stack:
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ntd1T!NtReadFile:

00000000 77f9fc60 4c8bdl mov r10, rcx
00000000 77f9fc63 b8bT000000 mov eax,0Oxbf
00000000 " 77f9fc68 005 syscall
00000000 " 77f9fcba c3 ret

On the IA64 architecture, Windows uses the epc (Enter Privileged Mode) instruction. The first
eight system call arguments are passed in registers, and the rest are passed on the stack.

Kernel-Mode System Service Dispatching

As Figure 3-14 illustrates, the kernel uses this argument to locate the system service informa-
tion in the system service dispatch table. This table is similar to the interrupt dispatch table
described earlier in the chapter except that each entry contains a pointer to a system service
rather than to an interrupt handling routine.

Note System service numbers can change between service packs—Microsoft occasionally
adds or removes system services, and the system service numbers are generated automatically
as part of a kernel compile.

User mode

Kernel mode

System

service call System service

dispatch table

System 0

L service 1
dispatcher \ 2 e——— System service 2

3

n

Figure 3-14 System service exceptions

The system service dispatcher, KiSystemService, copies the caller’s arguments from the thread’s
user-mode stack to its kernel-mode stack (so that the user can’t change the arguments as the
kernel is accessing them), and then executes the system service. If the arguments passed to a
system service point to buffers in user space, these buffers must be probed for accessibility
before kernel-mode code can copy data to or from them.

As you'll see in Chapter 6, each thread has a pointer to its system service table. Windows has
two built-in system service tables, but up to four are supported. The system service dispatcher
determines which table contains the requested service by interpreting a 2-bit field in the 32-
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bit system service number as a table index. The low 12 bits of the system service number serve
as the index into the table specified by the table index. The fields are shown in Figure 3-15.

Table Index
Index into table System service number
31 13 11 0
0 0
Native AP Native AP
1 1
Unused Win32k.sys API
2 2
IS Spud Driver IIS Spud Driver
3 3
KeServiceDescriptorTable KeServiceDescriptorTableShadow

Figure 3-15 System service number to system service translation

Service Descriptor Tables

A primary default array table, KeServiceDescriptorTable, defines the core executive system ser-
vices implemented in Ntosrknl.exe. The other table array, KeServiceDescriptorTableShadow,
includes the Windows USER and GDI services implemented in the kernel-mode part of the
Windows subsystem, Win32k.sys. The first time a Windows thread calls a Windows USER or
GDI service, the address of the thread’s system service table is changed to point to a table that
includes the Windows USER and GDI services. The KeAddSystemServiceTable function allows
Win32k.sys and other device drivers to add system service tables. If you install Internet Infor-
mation Services (IIS) on Windows 2000, its support driver (Spud.sys) upon loading defines
an additional service table, leaving only one left for definition by third parties. With the excep-
tion of the Win32k.sys service table, a service table added with KeAddSystemServiceTable is
copied into both the KeServiceDescriptorTable array and the KeServiceDescriptorTableShadow
array. Windows supports the addition of only two system service tables beyond the core and
Win32 tables.
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Note Windows Server 2003 service pack 1 and higher does not support adding additional
system service tables beyond that added by Win32k.sys, so adding system service tables is not
a way to extend the functionality of those systems.

The system service dispatch instructions for Windows executive services exist in the system
library NtdllLdll. Subsystem DLLs call functions in Ntdll to implement their documented
functions. The exception is Windows USER and GDI functions, in which the system service
dispatch instructions are implemented directly in User32.dll and Gdi32.dll—there is no
Ntdll.dll involved. These two cases are shown in Figure 3-16.

Windows
application

WeriteFile in
Kernel32.dll

NtWriteFile in
Ntdll.dll

Call WriteFile(...)

!

Call NtWriteFile
Return to caller

!

Int 2E
Return to caller

l

Windows kernel APIs

Application
Windows-
specific
Used by all Gdi32.dll
subsystems or User32.dll

GDI APIs

Windows USER and

Call USER or
GDI service(...)

Int 2E
Return to caller

Windows-
specific

l

User mode

Software interrupt

KiSystemService
in Ntoskrnl.exe

NtWriteFile in
Ntoskrnl.exe

Call NtWriteFile
Dismiss interrupt

!

Do the operation
Return to caller

Software interrupt

Kernel mode

KiSystemService in
Ntoskrnl.exe

Service entry point
in Win32k.sys

Figure 3-16 System service dispatching

Call Windows
routine
Dismiss interrupt

!

Do the operation
Return to caller

As shown in Figure 3-16, the Windows WriteFile function in Kernel32.dll calls the NtWriteFile
function in NtdlLdll, which in turn executes the appropriate instruction to cause a system ser-
vice trap, passing the system service number representing NtWriteFile. The system service dis-
patcher (function KiSystemService in Ntoskrnl.exe) then calls the real NtWriteFile to process
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the I/O request. For Windows USER and GDI functions, the system service dispatch calls
functions in the loadable kernel-mode part of the Windows subsystem, Win32k.sys.

HDU EXPERIMENT: Viewing System Service Activity

You can monitor system service activity by watching the System Calls/Sec performance
counter in the System object. Run the Performance tool, and in chart view, click the Add
button to add a counter to the chart; select the System object, select the System Calls/
Sec counter, and then click the Add button to add the counter to the chart.

Object Manager

As mentioned in Chapter 2, Windows implements an object model to provide consistent and
secure access to the various internal services implemented in the executive. This section
describes the Windows object manager, the executive component responsible for creating,
deleting, protecting, and tracking objects. The object manager centralizes resource control
operations that otherwise would be scattered throughout the operating system. It was
designed to meet the goals listed on later in the chapter.

@[ | EXPERIMENT: Exploring the Object Manager

[
1 ﬂ - Throughout this section, you'll find experiments that show you how to peer into the
object manager database. These experiments use the following tools, which you should
become familiar with if you aren’t already:

m  Winobj (available from www.sysinternals.com) displays the internal object man-
ager’s namespace. There is also a version of Winobj in the Platform SDK (in \Pro-
gram Files\Microsoft Platform SDK\Bin\Winnt\Winobj.exe), but the Winobj
from www.sysinternals.com displays more accurate information about objects (such
as the reference count, the number of open handles, security descriptors, and so

forth).

m  Process Explorer and Handle from www.sysinternals.com (introduced in
Chapter 1) displays the open handles for a process.

m Oh.exe (available in Windows resource kits) displays the open handles for a pro-
cess, but it requires a global flag to be set in order to operate.

®m  The Openfiles /query command (in Windows XP and Windows Server 2003) dis-
plays the open handles for a process, but it requires a global flag to be set in order
to operate.

m  The kernel debugger 'handle command displays the open handles for a process.
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The object viewer provides a way to traverse the namespace that the object manager
maintains. (As we’ll explain later, not all objects have names.) Try running the WinObj
object manager utility from www.sysinternals.com and examining the layout, shown here:

"ﬁ,w’inl]hi - Spstems Internals: http: //www_sysinternals.com

File “iew Help
[nrEE B &
EE=R RES Cafis
{1 Auchame |1 &vcName ﬁ DbgS sApiPort
=i NL_S I BazeM amedObjects ﬁ DbgUitspiPort
-~ Driver 21 Calback DA
-0 Wm'_Gwd |1 Device DfsServer
=0 DPTV'CE i DasDevices B DisSrvLpcPart
-0 Windows
B0 Sessions | Diiver (¢ EnorLogPart
i | Fil=System Fat
-1 RPC Contral
a onte . |1 EnownDll: (D Lanman$ erverdnnounceE ven
-] BaseMamedObjscts o
o NS (¢ LsabuthenticationPart
{27 FileSystem |1 ObjectTypes (D METLOGOM_SERWICE_STAF
[_] ObjectTypes |1 RPC Contral @ MlsCachekdutant
[_] Security |1 Security Mifs
-{_7] Callback -1 Sessions @1 REGISTRY
-2 KnownDlls |0 windows (D SaM_SERVICE_STARTED
|2 wmiGiuid (¢ SeLsaCommandPort
K o
|Eurrent|y zelected: 4 i

As noted previously, both the OH utility and the Openfiles /query command require that
a Windows global flag called maintain objects list be enabled. (See the “Windows Global
Flags” section later in this chapter for more details about global flags.) OH will set the
flag if it is not set. If you type Opentfiles /Local, it will tell you whether the flag is
enabled. You can enable it with the Openfiles /Local ON command. In either case, you
must reboot the system for the setting to take effect. Neither Process Explorer nor Han-
dle from www.sysinternals.com require object tracking to be turned on because they use
a device driver to obtain the information.

The object manager was designed to meet the following goals:

m Provide a common, uniform mechanism for using system resources

m Isolate object protection to one location in the operating system so that C2 security com-
pliance can be achieved

m Provide a mechanism to charge processes for their use of objects so that limits can be
placed on the usage of system resources

m Establish an object-naming scheme that can readily incorporate existing objects, such as
the devices, files, and directories of a file system, or other independent collections of
objects
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B Support the requirements of various operating system environments, such as the ability
of aprocess to inherit resources from a parent process (needed by Windows and POSIX)
and the ability to create case-sensitive filenames (needed by POSIX)

m Establish uniform rules for object retention (that is, for keeping an object available until
all processes have finished using it)

Internally, Windows has two kinds of objects: executive objects and kernel objects. Executive
objects are objects implemented by various components of the executive (such as the process
manager, memory manager, [/O subsystem, and so on). Kernel objects are a more primitive
set of objects implemented by the Windows kernel. These objects are not visible to user-mode
code but are created and used only within the executive. Kernel objects provide fundamental
capabilities, such as synchronization, on which executive objects are built. Thus, many execu-
tive objects contain (encapsulate) one or more kernel objects, as shown in Figure 3-17.

Details about the structure of kernel objects and how they are used to implement synchroni-
zation are given later in this chapter. In the remainder of this section, we’ll focus on how the
object manager works and on the structure of executive objects, handles, and handle tables.
Here we'll just briefly describe how objects are involved in implementing Windows security
access checking; we’ll cover this topic thoroughly in Chapter 8.

Name
Owned by the | HandleCount
object manager | ReferenceCount

Type

Owned by the

Kkernel Kernel object

Owned by the

. Executive object
executive

Figure 3-17 Executive objects that contain kernel objects

Executive Objects

Each Windows environment subsystem projects to its applications a different image of the
operating system. The executive objects and object services are primitives that the environ-
ment subsystems use to construct their own versions of objects and other resources.
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Executive objects are typically created either by an environment subsystem on behalf of a user
application or by various components of the operating system as part of their normal operation.
For example, to create a file, a Windows application calls the Windows CreateFile function, imple-
mented in the Windows subsystem DLL Kernel32.dll. After some validation and initialization,
CreateFile in turn calls the native Windows service NtCreateFile to create an executive file object.

The set of objects an environment subsystem supplies to its applications might be larger or
smaller than the set the executive provides. The Windows subsystem uses executive objects to

export its own set of objects, many of which correspond directly to executive objects. For
example, the Windows mutexes and semaphores are directly based on executive objects
(which are in turn based on corresponding kernel objects). In addition, the Windows sub-
system supplies named pipes and mailslots, resources that are based on executive file objects.
Some subsystems, such as POSIX, don’t support objects as objects at all. The POSIX sub-
system uses executive objects and services as the basis for presenting POSIX-style processes,
pipes, and other resources to its applications.

Table 3-3 lists the primary objects the executive provides and briefly describes what they rep-
resent. You can find further details on executive objects in the chapters that describe the
related executive components (or in the case of executive objects directly exported to Win-
dows, in the Windows API reference documentation).

Note The executive implements a total of 27 object types in Windows 2000 and 29 on Win-
dows XP and Windows Server 2003. (These newer Windows versions add the DebugObject and
KeyedEvent objects.) Many of these objects are for use only by the executive component that
defines them and are not directly accessible by Windows APIs. Examples of these objects
include Driver, Device, and EventPair.

Table 3-3 Executive Objects Exposed to the Windows API

Object Type Represents

Symbolic link A mechanism for referring to an object name indirectly.

Process The virtual address space and control information necessary for the execution
of a set of thread objects.

Thread An executable entity within a process.

Job A collection of processes manageable as a single entity through the job.

Section A region of shared memory (known as a file mapping object in Windows).

File An instance of an opened file or an 1/0 device.

Access token

The security profile (security ID, user rights, and so on) of a process or a thread.

Event An object with a persistent state (signaled or not signaled) that can be used for
synchronization or notification.

Semaphore A counter that provides a resource gate by allowing some maximum number of
threads to access the resources protected by the semaphore.

Mutex* A synchronization mechanism used to serialize access to a resource.

Timer A mechanism to notify a thread when a fixed period of time elapses.



128 Microsoft Windows Internals, Fourth Edition

Table 3-3 Executive Objects Exposed to the Windows API

Object Type

Represents

loCompletion

A method for threads to enqueue and dequeue notifications of the completion
of I/O operations (known as an I/O completion port in the Windows API).

Key

A mechanism to refer to data in the registry. Although keys appear in the
object manager namespace, they are managed by the configuration manager,
in a way similar to that in which file objects are managed by file system drivers.
Zero or more key values are associated with a key object; key values contain
data about the key.

WindowsStation

An object that contains a clipboard, a set of global atoms, and a group of desk-
top objects.

Desktop

An object contained within a window station. A desktop has a logical display
surface and contains windows, menus, and hooks.

Note Externally in the Windows API, mutants are called mutexes. Internally, the kernel
object that underlies mutexes is called a mutant.

Object Structure

As shown in Figure 3-18, each object has an object header and an object body. The object man-
ager controls the object headers, and the owning executive components control the object
bodies of the object types they create. In addition, each object header points to the list of pro-
cesses that have the object open and to a special object called the type object that contains
information common to each instance of the object.

(s

Object name @

Object directory
Security descriptor
Object header | Quota charges
Open handle count
Open handles list
Object type
Reference count Pool type

Type object

— | Type name

Object body

Object-specific data

Default quota charges
Access types
Generic access rights mapping

Synchronizable? (Y/N)
Methods:
Open, close, delete,
parse, security,
query name

Figure 3-18 Structure of an object
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Object Headers and Bodies

The object manager uses the data stored in an object’s header to manage objects without
regard to their type. Table 3-4 briefly describes the object header attributes.

Table 3-4 Standard Object Header Attributes

Attribute Purpose

Object name Makes an object visible to other processes for sharing

Object directory Provides a hierarchical structure in which to store object names

Security descriptor Determines who can use the object and what they can do with it (Note: it
might be null for objects without a name.)

Quota charges Lists the resource charges levied against a process when it opens a handle
to the object

Open handle count Counts the number of times a handle has been opened to the object

Open handles list Points to the list of processes that have opened handles to the object (not
present for all objects)

Object type Points to a type object that contains attributes common to objects of this
type

Reference count Counts the number of times a kernel-mode component has referenced

the address of the object

In addition to an object header, each object has an object body whose format and contents are
unique to its object type; all objects of the same type share the same object body format. By
creating an object type and supplying services for it, an executive component can control the
manipulation of data in all object bodies of that type.

The object manager provides a small set of generic services that operate on the attributes
stored in an object’s header and can be used on objects of any type (although some generic
services don’t make sense for certain objects). These generic services, some of which the Win-
dows subsystem makes available to Windows applications, are listed in Table 3-5.

Although these generic object services are supported for all object types, each object has its
own create, open, and query services. For example, the I/O system implements a create file
service for its file objects, and the process manager implements a create process service for its
process objects. Although a single create object service could have been implemented, such a
routine would have been quite complicated, because the set of parameters required to initial-
ize a file object, for example, differs markedly from that required to initialize a process object.
Also, the object manager would have incurred additional processing overhead each time a
thread called an object service to determine the type of object the handle referred to and to
call the appropriate version of the service. For these reasons and others, the create, open, and
query services are implemented separately for each object type.
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Table 3-5 Generic Object Services

Service Purpose

Close Closes a handle to an object

Duplicate Shares an object by duplicating a handle and giving it to another

process

Query object Gets information about an object’s standard attributes

Query security Gets an object's security descriptor

Set security Changes the protection on an object

Wait for a single object Synchronizes a thread'’s execution with one object

Wait for multiple objects Synchronizes a thread'’s execution with multiple objects
Type Objects

Object headers contain data that is common to all objects but that can take on different values
for each instance of an object. For example, each object has a unique name and can have a
unique security descriptor. However, objects also contain some data that remains constant for
all objects of a particular type. For example, you can select from a set of access rights specific
to a type of object when you open a handle to objects of that type. The executive supplies ter-
minate and suspend access (among others) for thread objects and read, write, append, and
delete access (among others) for file objects. Another example of an object-type-specific
attribute is synchronization, which is described shortly.

To conserve memory, the object manager stores these static, object-type-specific attributes
once when creating a new object type. It uses an object of its own, a type object, to record this
data. As Figure 3-19 illustrates, if the object-tracking debug flag (described in the “Windows
Global Flags” section later in this chapter) is set, a type object also links together all objects of
the same type (in this case the Process type), allowing the object manager to find and enumer-
ate them, if necessary.

Process

type

object

| Process _|

Object 1
| Process Process Process

—S— —— —

Object 2 Object 3 Object 4

Figure 3-19 Process objects and the process type object



Chapter 3: System Mechanisms 131

EXPERIMENT: Viewing Object Headers and Type Objects

You can see the list of type objects declared to the object manager with the Winobj tool
from www.sysinternals.com. After running Winobj, open the \ObjectTypes directory, as
shown here:

'&Winl]hi - Systems Internals: http://www_spzinternals.com

File “iew Help
| B B | |
EERE igh Profile
(3 ArcName figh Section
- NL_S igh Semaphore
{0 Driver fgh SymbalicLink
g \[;\u"m{Gwd k"._‘Thread
[#- evice 2 Timer
F-C0 Windows k;‘
) igh Token
-] Sessions k;‘T .
(11 RPFC Control s oD
; igh waitablePart
-] BaseMamedObjects horoli X
B windowS tation
O igh windowStat
[ FileSystem k"._‘WmiGuid
- Security
-~ Callback
1 KnownDlls
|Eurrent|y zelected: ObjectTypes i

You can look at the process object type data structure in the kernel debugger by first
identifying a process object with the !process command:

kd> !process 0 0

##%%% NT ACTIVE PROCESS DUMP *%¥3%

PROCESS 8a4ce668 SessionId: none Cid: 0004 Peb: 00000000 ParentCid: 0000
DirBase: 00039000 oObjectTable: e€1001c88 HandleCount: 474.
Image: System

Then execute the lobject command with the process object address as the argument:

kd> !object 8a4ce668

Object: 8a4ce668 Type: (8adcecal) Process
ObjectHeader: 8a4ce650
HandleCount: 2 PointercCount: 89

Notice that the object header starts 0x18 (24 decimal) bytes prior to the start of the
object body. You can view the object header with this command:

kd> dt _object_header 8a4ce650
nt!_OBJECT_HEADER

+0x000 PointercCount 79

+0x004 HandleCount 2

+0x004 NextToFree : 0x00000002
+0x008 Type : Ox8a4cecal
+0x00c NameInfooffset 0

+0x00d HandleInfooffset : 0 ’’
+0x00e QuotaInfooffset : 0 ’’
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+0x00f Flags 1 0x22 "
+0x010 ObjectCreateInfo : 0x80545620
+0x010 QuotaBlockCharged : 0x80545620
+0x014 SecurityDescriptor : 0xel000ldc
+0x018 Body : _QUAD

Now look at the object type data structure by obtaining its address from the Type field
of the object header data structure:

kd> dt _object_type 8a4cecal
ntd11!_OBJECT_TYPE

+0x000 Mutex : _ERESOURCE

+0x038 TypeList : _LIST_ENTRY [ Ox8a4cecd8 - Ox8adcecd8 ]
+0x040 Name : _UNICODE_STRING “Process"

+0x048 Defaultobject : (nu1l)

+0x04c Index HE)

+0x050 TotalNumberofobjects : 0x30
+0x054 TotalNumberofHandles : Ox1lb4
+0x058 HighwaterNumberofobjects : 0x3f
+0x05c HighwaterNumberofHandles : 0x1b8

+0x060 TypeInfo : _OBJECT_TYPE_INITIALIZER
+0x0ac Key 1 0x636f7250
+0x0b0 ObjectLocks : [4] _ERESOURCE

The output shows that the object type structure includes the name of the object type,
tracks the total number of active objects of that type, and tracks the peak number of
handles and objects of that type. The Typelnfo field stores the pointer to the data struc-
ture that stores attributes common to all objects of the object type as well as pointers to
the object type’s methods:

kd> dt _object_type_initializer 8a4cecal0+60
ntd]11!_OBJECT_TYPE_INITIALIZER

+0x000 Length : Ox4c

+0x002 useDefaultObject : 0 ’’

+0x003 caseInsensitive : 0 '’

+0x004 InvalidAttributes : O0xb0

+0x008 GenericMapping : _GENERIC_MAPPING

+0x018 validAccessMask : Ox1fOfff

+0x01c SecurityRequired : Ox1 ’’

+0x01d MaintainHandleCount : 0 ’’

+0x01le MaintainTypeList : 0 '’

+0x020 PoolType : 0 ( NonPagedPool )
+0x024 DefaultPagedPoolcCharge : 0x1000
+0x028 DefaultNonPagedPoolCharge : 0x288

+0x02c DumpProcedure : (nu1l)

+0x030 OpenProcedure : (null)

+0x034 CloseProcedure : (nu1l)

+0x038 DeleteProcedure : 0x805abebe nt!PspProcessDelete+0
+0x03c ParseProcedure t (nulT)

+0x040 securityProcedure : 0x805cf682 nt!SebefaultobjectMethod+0

+0x044 QueryNameProcedure : (null)
+0x048 oOkayToCloseProcedure : (null)
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Type objects can’t be manipulated from user mode because the object manager supplies no
services for them. However, some of the attributes they define are visible through certain
native services and through Windows API routines. The attributes stored in the type objects
are described in Table 3-6.

Table 3-6 Type Object Attributes

Attribute Purpose

Type name The name for objects of this type ("process,” “event,” “port,”
and so on)

Pool type Indicates whether objects of this type should be allocated from
paged or nonpaged memory

Default quota charges Default paged and nonpaged pool values to charge to process
guotas

Access types The types of access a thread can request when opening a han-
dle to an object of this type (“read,” "write,” “terminate,” "sus-
pend,” and so on)

Generic access rights mapping A mapping between the four generic access rights (read, write,
execute, and all) to the type-specific access rights

Synchronization Indicates whether a thread can wait for objects of this type

Methods One or more routines that the object manager calls automati-

cally at certain points in an object’s lifetime

Synchronization, one of the attributes visible to Windows applications, refers to a thread’s
ability to synchronize its execution by waiting for an object to change from one state to
another. A thread can synchronize with executive job, process, thread, file, event, semaphore,
mutex, and timer objects. Other executive objects don’t support synchronization. An object’s
ability to support synchronization is based on whether the object contains an embedded dis-
patcher object, a kernel object that is covered in the section “Low-IRQL Synchronization” later
in this chapter.

Object Methods

The last attribute in Table 3-6, methods, comprises a set of internal routines that are similar to
C++ constructors and destructors—that is, routines that are automatically called when an
object is created or destroyed. The object manager extends this idea by calling an object
method in other situations as well, such as when someone opens or closes a handle to an
object or when someone attempts to change the protection on an object. Some object types
specify methods, whereas others don’t, depending on how the object type is to be used.

When an executive component creates a new object type, it can register one or more methods
with the object manager. Thereafter, the object manager calls the methods at well-defined
points in the lifetime of objects of that type, usually when an object is created, deleted, or mod-
ified in some way. The methods that the object manager supports are listed in Table 3-7.
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Table 3-7 Object Methods

Method When Method Is Called

Open When an object handle is opened

Close When an object handle is closed

Delete Before the object manager deletes an object

Query name When a thread requests the name of an object, such as a file, that exists in a

secondary object namespace

Parse When the object manager is searching for an object name that exists in a
secondary object namespace

Security When a process reads or changes the protection of an object, such as a file, that
exists in a secondary object namespace

The object manager calls the open method whenever it creates a handle to an object, which it
does when an object is created or opened. However, only one object type, the Windowstation,
defines an open method. The Windowstation object type requires an open method so that
Win32k.sys can share a piece of memory with the process that serves as a desktop-related
memory pool.

An example of the use of a close method occurs in the I/O system. The 1/O manager registers
a close method for the file object type, and the object manager calls the close method each
time it closes a file object handle. This close method checks whether the process that is clos-
ing the file handle owns any outstanding locks on the file and, if so, removes them. Checking
for file locks isn’t something the object manager itself could or should do.

The object manager calls a delete method, if one is registered, before it deletes a temporary
object from memory. The memory manager, for example, registers a delete method for the sec-
tion object type that frees the physical pages being used by the section. It also verifies that any
internal data structures the memory manager has allocated for a section are deleted before the
section object is deleted. Once again, the object manager can’t do this work because it knows
nothing about the internal workings of the memory manager. Delete methods for other types
of objects perform similar functions.

The parse method (and similarly, the query name method) allows the object manager to relin-
quish control of finding an object to a secondary object manager if it finds an object that exists
outside the object manager namespace. When the object manager looks up an object name, it
suspends its search when it encounters an object in the path that has an associated parse
method. The object manager calls the parse method, passing to it the remainder of the object
name it is looking for. There are two namespaces in Windows in addition to the object man-
ager’s: the registry namespace, which the configuration manager implements, and the file sys-
tem namespace, which the I/O manager implements with the aid of file system drivers. (See
Chapter 5 for more information on the configuration manager and Chapter 9 for more about
the I/O manager and file system drivers.)
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For example, when a process opens a handle to the object named \Device\FloppyO\
docs\resume.doc, the object manager traverses its name tree until it reaches the device object
named FloppyO. It sees that a parse method is associated with this object, and it calls the
method, passing to it the rest of the object name it was searching for—in this case, the string
\docs\resume.doc. The parse method for device objects is an I/O routine because the I/O
manager defines the device object type and registers a parse method for it. The I/O manager’s
parse routine takes the name string and passes it to the appropriate file system, which finds
the file on the disk and opens it.

The security method, which the I/O system also uses, is similar to the parse method. It is
called whenever a thread tries to query or change the security information protecting a file.
This information is different for files than for other objects because security information is
stored in the file itself rather than in memory. The I/O system, therefore, must be called to
find the security information and read or change it.

Object Handles and the Process Handle Table

When a process creates or opens an object by name, it receives a handle that represents its
access to the object. Referring to an object by its handle is faster than using its name because
the object manager can skip the name lookup and find the object directly. Processes can also
acquire handles to objects by inheriting handles at process creation time (if the creator speci-
fies the inherit handle flag on the CreateProcess call and the handle was marked as inheritable,
either at the time it was created or afterward by using the Windows SetHandleInformation
function) or by receiving a duplicated handle from another process. (See the Windows
DuplicateHandle function.)

All user-mode processes must own a handle to an object before their threads can use the
object. Using handles to manipulate system resources isn’t a new idea. C and Pascal (and
other language) run-time libraries, for example, return handles to opened files. Handles serve
as indirect pointers to system resources; this indirection keeps application programs from fid-
dling directly with system data structures.

Note Executive components and device drivers can access objects directly because they are
running in kernel mode and therefore have access to the object structures in system memory.
However, they must declare their usage of the object by incrementing the reference count so
that the object won't be deallocated while it's still being used. (See the section “Object Reten-
tion” later in this chapter for more details.)

Object handles provide additional benefits. First, except for what they refer to, there is no differ-
ence between a file handle, an event handle, and a process handle. This similarity provides a con-
sistent interface to reference objects, regardless of their type. Second, the object manager has the
exclusive right to create handles and to locate an object that a handle refers to. This means that
the object manager can scrutinize every user-mode action that affects an object to see whether
the security profile of the caller allows the operation requested on the object in question.
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EXPERIMENT: Viewing Open Handles

Run Process Explorer, and make sure the lower pane is enabled and configured to show
open handles. (Click on View, Lower Pane View, and then Handles). Then open a com-
mand prompt and view the handle table for the new Cmd.exe process. You should see
an open file handle to the current directory. For example, assuming the current direc-
tory is C:\, Process Explorer shows the following:

$2 Process Explorer - Sysinternals: www.sysintern E‘@IE|

Eile Options Wiew Process Find Handle Help
HE @ BEM L oW o]

Process / PID CPU  Private By... User Nai~
[T atizewvsocexe 1568 364 K NT AUTH
™ CcmExec.exe 200 15,076 K NT AUTH

JEd cmd.exe 2232 2.336 K BIGDAVIL
csres.exe 1292 1.848 K NT AUTH
—IDPCs nfa 0K

4 explorer.exe 4016 7.55 18.024 K BIGDAVIL +
< >

Type Name fad
Desktop \Default

Directory \Windows
Directory \BaseNamedObjects
Directory \KnownDlls

Ewvent \BaseNamedObjectsiuserenv: User Profile setup event

File CA

File \Dfs -
= e— _—— 2

CPU Usage: 13.21% Commit Charge: 27.61% Processes: 55

If you then change the current directory with the CD command, you will see in Process
Explorer that the handle to the previous current directory is closed and a new handle is
opened to the new current directory. The previous handle is highlighted briefly in red,
and the new handle is highlighted in green. The duration of the highlight can be
adjusted by clicking Options and then Difference Highlight Duration.

Process Explorer’s differences highlighting feature makes it easy to see changes in the
handle table. For example, if a process is leaking handles, viewing the handle table with
Process Explorer can quickly show what handle or handles are being opened but not
closed. This information can assist the programmer to find the handle leak.
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You can also display the open handle table by using the command line Handle tool from
www.sysinternals.com. For example, note the following partial output of Handle examin-
ing the handle table for a Cmd.exe process before and after changing the directory:

C:\>handle -p cmd.exe
Handle v2.2
Copyright (C) 1997-2004 Mark Russinovich
Sysinternals - www.sysinternals.com
cmd.exe pid: 3184 BIGDAVID\dsolomon
b0: File c:\
C:\>cd windows
C:\WINDOWS>handle -p cmd.exe

cmd.exe pid: 3184 BIGDAVID\dsolomon
b4: File C:\WINDOWS

An object handle is an index into a process-specific handle table, pointed to by the executive
process (EPROCESS) block (described in Chapter 6). The first handle index is 4, the second
8, and so on. A process’s handle table contains pointers to all the objects that the process has
opened a handle to. Handle tables are implemented as a three-level scheme, similar to the way
that the x86 memory management unit implements virtual-to-physical address translation,
giving a maximum of more than 16,000,000 handles per process. (See Chapter 7 for details
about memory management in x86 systems.)

In Windows 2000, when a process is created, the object manager allocates the top level of the
handle table, which contains pointers to the middle-level tables; the middle level, which con-
tains the first array of pointers to subhandle tables; and the lowest level, which contains the
first subhandle table. Figure 3-20 illustrates the Windows 2000 handle table architecture. In
Windows 2000, the object manager treats the low 24 bits of an object handle’s value as three
8-bit fields that index into each of the three levels in the handle table. In Windows XP and
Windows Server 2003, only the lowest level handle table is allocated on process creation—the
other levels are created as needed. In Windows 2000, the subhandle table consists of 255
usable entries. In Windows XP and Windows Server 2003, the subhandle table consists of as
many entries as will fit in a page minus one entry that is used for handle auditing. For exam-
ple, for x86 systems a page is 4096 bytes, divided by the size of a handle table entry (8 bytes),
which is 512, minus 1, which is a total of 511 entries in the lowest level handle table. In Win-
dows XP and Windows Server 2003, the mid-level handle table contains a full page of pointers
to subhandle tables, so the number of subhandle tables depends on the size of the page and
the size of a pointer for the platform.
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Figure 3-20 Windows 2000 process handle table architecture

1.

EXPERIMENT: Creating the Maximum Number of Handles

The test program Testlimit from www.sysinternals.com/windowsinternals.shtml has an
option to open handles to an object until it cannot open any more handles. You can use
this to see how many handles can be created in a single process on your system. Because
handle tables are allocated from paged pool, you might run out of paged pool before you
hit the maximum number of handles that can be created in a single process. To see how
many handles you can create on your system, follow these steps:

Download the Testlimit zip file from the link just mentioned, and unzip it into a
directory.

Run Process Explorer, and click View and then System Information. Notice the
current and maximum size of paged pool. (To display the maximum pool size val-
ues, Process Explorer must be configured properly to access the symbols for the
kernel image, Ntoskrnl.exe.) Leave this system information display running so
that you can see pool utilization when you run the Testlimit program.

Open a command prompt.

Run the Testlimit program with the “-h” switch (do this by typing testlimit -h).
When Testlimit fails to open a new handle, it will display the total number of han-
dles it was able to create. If the number is less than approximately 16 million, you
are probably running out of paged pool before hitting the theoretical per-process
handle limit.

Close the command-prompt window; doing this will kill the Testlimit process,
thus closing all the open handles.
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As shown in Figure 3-21, on x86 systems, each handle entry consists of a structure with two
32-bit members: a pointer to the object (with flags), and the granted access mask. On 64-bit
systems, a handle table entry is 12 bytes long: a 64-bit pointer to the object header and a 32-
bit access mask. (Access masks are described in Chapter 8.)

On Windows 2000, the first 32-bit member contains both a pointer to the object header and
four flags. Because object headers are always 8-byte aligned, the low-order 3 bits of this field
are free for use as flags. An entry’s high bit is used as a lock. When the object manager trans-
lates a handle to an object pointer, it locks the handle entry while the translation is in
progress. Because all objects are located in the system address space, the high bit of the object
pointer is set. (The addresses are guaranteed to be higher than 0x80000000 even on systems
with the /3GB boot switch.) Thus, the object manager can keep the high bit clear when a han-
dle table entry is unlocked and, in the process of locking the entry, set the bit and obtain the
object’s correct pointer value. The object manager needs to lock a process’s entire handle
table, using a handle table lock associated with each process, only when the process creates a
new handle or closes an existing handle. In Windows XP and Windows Server 2003, the lock
bit is the low-order bit of the object pointer. The flag that was stored in this low-order bit in
Windows 2000 is now stored in an unused bit in the access mask.

Audit on close

Inheritable
|— Lock | |— Protect from close

Pointer to object header A|l|P

Access mask

T
32 bits
Figure 3-21 Structure of a handle table entry

The first flag indicates whether the caller is allowed to close this handle. The second flag is the
inheritance designation—that is, it indicates whether processes created by this process will get
a copy of this handle in their handle tables. As already noted, handle inheritance can be spec-
ified on handle creation or later with the SetHandleInformation function. (This flag can also be
specified with the Windows SetHandleInformation function.) The third flag indicates whether
closing the object should generate an audit message. (This flag isn’t exposed to Windows—the
object manager uses it internally.)

System components and device drivers often need to open handles to objects that user-mode
applications shouldn’t have access to. This is done by creating handles in the kernel handle
table (referenced internally with the name ObpKernelHandleTable). The handles in this table
are accessible only from kernel mode and in any process context. This means that a kernel-
mode function can reference the handle in any process context with no performance impact.
The object manager recognizes references to handles from the kernel handle table when the
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high bit of the handle is set—that is, when references to kernel-handle-table handles have val-
ues greater than 0x80000000. On Windows 2000, the kernel-handle table is an independent
handle table, but on Windows XP and Windows Server 2003 the kernel-handle table also
serves as the handle table for the System process.

EXPERIMENT: Viewing the Handle Table with the Kernel
Debugger

The 'handle command in the kernel debugger takes three arguments:
'handle <handle index> <flags> <processid>

The handle index identifies the handle entry in the handle table. (Zero means display all
handles.) The first handle is index 4, the second 8, and so on. For example, typing 'han-
dle 4 will show the first handle for the current process.

The flags you can specify are a bitmask, where bit O means display only the information
in the handle entry, bit 1 means display free handles (not just used handles), and bit 2
means display information about the object that the handle refers to. The following
command displays full details about the handle table for process ID 0x408:

kd> 'handle 0 7 408

processor number 0

Searching for Process with Cid == 408

PROCESS 865f0790 SessionId: 0 Cid: 0408 Peb: 7ffdf000 ParentCid: 0ldc
DirBase: 04fd3000 oObjectTable: 856ca888 TableSize: 21.
Image: 1386kd.exe

Handle Table at e2125000 with 21 Entries in use
0000: free handle
0004: oObject: e20da2e0 GrantedAccess: 000f001f
Object: e20da2e0 Type: (81491b80) Section
ObjectHeader: e20da2c8
HandleCount: 1 PointerCount: 1

0008: Object: 80b13330 GrantedAccess: 00100003
Object: 80b13330 Type: (81495100) Event
ObjectHeader: 80b13318
HandleCount: 1 PointerCount: 1

Object Security

When you open a file, you must specify whether you intend to read or to write. If you try to
write to a file that is opened for read access, you get an error. Likewise, in the executive, when
a process creates an object or opens a handle to an existing object, the process must specify a
set of desired access rights—that is, what it wants to do with the object. It can request either a set
of standard access rights (such as read, write, and execute) that apply to all object types or
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specific access rights that vary depending on the object type. For example, the process can
request delete access or append access to a file object. Similarly, it might require the ability to
suspend or terminate a thread object.

When a process opens a handle to an object, the object manager calls the security reference
monitor, the kernel-mode portion of the security system, sending it the process’s set of desired
access rights. The security reference monitor checks whether the object’s security descriptor
permits the type of access the process is requesting. If it does, the reference monitor returns a
set of granted access rights that the process is allowed, and the object manager stores them in
the object handle it creates. How the security system determines who gets access to which
objects is explored in Chapter 8.

Thereafter, whenever the process’s threads use the handle, the object manager can quickly
check whether the set of granted access rights stored in the handle corresponds to the usage
implied by the object service the threads have called. For example, if the caller asked for read
access to a section object but then calls a service to write to it, the service fails.

Object Retention

There are two types of objects: temporary and permanent. Most objects are temporary—that is,
they remain while they are in use and are freed when they are no longer needed. Permanent
objects remain until they are explicitly freed. Because most objects are temporary, the rest of this
section describes how the object manager implements object retention—that is, retaining tempo-
rary objects only as long as they are in use and then deleting them. Because all user-mode pro-
cesses that access an object must first open a handle to it, the object manager can easily track
how many of these processes, and even which ones, are using an object. Tracking these handles
represents one part in implementing retention. The object manager implements object retention
in two phases. The first phase is called name retention, and it is controlled by the number of open
handles to an object that exist. Every time a process opens a handle to an object, the object man-
ager increments the open handle counter in the object’s header. As processes finish using the
object and close their handles to it, the object manager decrements the open handle counter.
When the counter drops to 0, the object manager deletes the object’s name from its global
namespace. This deletion prevents new processes from opening a handle to the object.

The second phase of object retention is to stop retaining the objects themselves (that is, to
delete them) when they are no longer in use. Because operating system code usually accesses
objects by using pointers instead of handles, the object manager must also record how many
object pointers it has dispensed to operating system processes. It increments a reference count
for an object each time it gives out a pointer to the object; when kernel-mode components fin-
ish using the pointer, they call the object manager to decrement the object’s reference count.
The system also increments the reference count when it increments the handle count, and
likewise decrements the reference count when the handle count decrements, because a han-
dle is also a reference to the object that must be tracked. (For further details on object reten-
tion, see the DDK documentation on the functions ObReferenceObjectByPointer and
ObDereferenceObject.)
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Figure 3-22 illustrates two event objects that are in use. Process A has the first event open. Pro-
cess B has both events open. In addition, the first event is being referenced by some kernel-
mode structure; thus, the reference count is 3. So even if processes A and B closed their han-
dles to the first event object, it would continue to exist because its reference count is 1. How-
ever, when process B closes its handle to the second event object, the object would be
deallocated.

Process A System space

Handles

| | Handle table Event object

| —» | HandleCount=2
— | ReferenceCount=3

Index

Other structure

DuplicateHandle

Process B

C 1]

Handle table Event object

HandleCount=1
ReferenceCount=1

Figure 3-22 Handles and reference counts

So even after an object’s open handle counter reaches 0, the object’s reference count might
remain positive, indicating that the operating system is still using the object. Ultimately, when
the reference count drops to 0, the object manager deletes the object from memory.

Because of the way object retention works, an application can ensure that an object and its
name remain in memory simply by keeping a handle open to the object. Programmers who
write applications that contain two or more cooperating processes need not be concerned
that one process might delete an object before the other process has finished using it. In addi-
tion, closing an application’s object handles won’t cause an object to be deleted if the operat-
ing system is still using it. For example, one process might create a second process to execute
a program in the background; it then immediately closes its handle to the process. Because
the operating system needs the second process to run the program, it maintains a reference to
its process object. Only when the background program finishes executing does the object
manager decrement the second process’s reference count and then delete it.
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Resource Accounting

Resource accounting, like object retention, is closely related to the use of object handles. A
positive open handle count indicates that some process is using that resource. It also indicates
that some process is being charged for the memory the object occupies. When an object’s han-
dle count and reference count drop to 0, the process that was using the object should no
longer be charged for it.

Many operating systems use a quota system to limit processes’ access to system resources.
However, the types of quotas imposed on processes are sometimes diverse and complicated,
and the code to track the quotas is spread throughout the operating system. For example, in
some operating systems, an I/O component might record and limit the number of files a pro-
cess can open, whereas a memory component might impose a limit on the amount of memory
a process’s threads can allocate. A process component might limit users to some maximum
number of new processes they can create or a maximum number of threads within a process.
Each of these limits is tracked and enforced in different parts of the operating system.

In contrast, the Windows object manager provides a central facility for resource accounting.
Each object header contains an attribute called quota charges that records how much the
object manager subtracts from a process’s allotted paged and/or nonpaged pool quota when
a thread in the process opens a handle to the object.

Each process on Windows points to a quota structure that records the limits and current values
for nonpaged pool, paged pool, and page file usage. (Type dt nt!_EPROCESS_QUOTA_ENTRY
in the kernel debugger to see the format of this structure.) These quotas default to 0 (no limit)
but can be specified by modifying registry values. (See NonPagedPoolQuota, PagedPoolQuota, and
PagingFileQuota under HKLM\System\CurrentControlSet\Session Manager\Memory Manage-
ment.) Note that all the processes in an interactive session share the same quota block (and
there’s no documented way to create processes with their own quota blocks).

Object Names

An important consideration in creating a multitude of objects is the need to devise a success-
ful system for keeping track of them. The object manager requires the following information
to help you do so:

B A way to distinguish one object from another

B A method for finding and retrieving a particular object

The first requirement is served by allowing names to be assigned to objects. This is an exten-
sion of what most operating systems provide—the ability to name selected resources, files,
pipes, or a block of shared memory, for example. The executive, in contrast, allows any
resource represented by an object to have a name. The second requirement, finding and
retrieving an object, is also satisfied by object names. If the object manager stores objects by
name, it can find an object by looking up its name.
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Object names also satisty a third requirement, which is to allow processes to share objects.
The executive’s object namespace is a global one, visible to all processes in the system. One
process can create an object and place its name in the global namespace, and a second process
can open a handle to the object by specifying the object’s name. If an object isn’t meant to be
shared in this way, its creator doesn’t need to give it a name.

To increase efficiency, the object manager doesn’t look up an object’s name each time some-
one uses the object. Instead, it looks up a name under only two circumstances. The first is
when a process creates a named object: the object manager looks up the name to verify that it
doesn’t already exist before storing the new name in the global namespace. The second is
when a process opens a handle to a named object: the object manager looks up the name,
finds the object, and then returns an object handle to the caller; thereafter, the caller uses the
handle to refer to the object. When looking up a name, the object manager allows the caller to
select either a case-sensitive or a case-insensitive search, a feature that supports POSIX and
other environments that use case-sensitive filenames.

Where the names of objects are stored depends on the object type. Table 3-8 lists the standard
object directories found on all Windows systems and what types of objects have their names
stored there. Of the directories listed, only \BaseNamedObjects and \GLOBAL?? (\?? on Win-
dows 2000) are visible to user programs (see the Session Namespace section later in this
chapter for more information).

Because the base kernel objects such as mutexes, events, semaphores, waitable timers, and
sections have their names stored in a single object directory, no two of these objects can have
the same name, even if they are of a different type. This restriction emphasizes the need to
choose names carefully so that they don’t collide with other names (for example, prefix
names with your company and product name).

Table 3-8 Standard Object Directories

Directory Types of Object Names Stored

\GLOBAL?? (\?? in Windows MS-DOS device names (\DosDevices is a symbolic link to this

2000) directory.)

\BaseNamedObjects Mutexes, events, semaphores, waitable timers, and section
objects

\Callback Callback objects

\Device Device objects

\Driver Driver objects

\FileSystem File system driver objects and file system recognizer device
objects

\KnownDlls Section names and path for known DLLs (DLLs mapped by the
system at startup time)

\NlIs Section names for mapped national language support tables

\ObjectTypes Names of types of objects

\RPC Control Port objects used by remote procedure calls (RPCs)
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Table 3-8 Standard Object Directories

Directory Types of Object Names Stored
\Security Names of objects specific to the security subsystem
\Windows Windows subsystem ports and window stations

Object names are global to a single computer (or to all processors on a multiprocessor com-
puter), but they’re not visible across a network. However, the object manager’s parse method
makes it possible to access named objects that exist on other computers. For example, the
/O manager, which supplies file object services, extends the functions of the object man-
ager to remote files. When asked to open a remote file object, the object manager calls a
parse method, which allows the I/O manager to intercept the request and deliver it to a net-
work redirector, a driver that accesses files across the network. Server code on the remote
Windows system calls the object manager and the I/O manager on that system to find the file
object and return the information back across the network.

EXPERIMENT: Looking at the Base Named Objects

You can see the list of base objects that have names with the Winobj tool from www.sys-
internals.com. Run Winobj.exe and click on \BaseNamedObjects, as shown here:

"ﬁ,w’inl]hi - Spstems Internals: http: //www_sysinternals. com

File “iew Help
nEEE | 8 5
= ¥ DIRootD0029EB4
{0 ArcName i DiSharedHeap242F3
- LS i DiSharedHeap29EB4
{0 Driver (T Drnésdmintop
- Wm'_Gu'd (T DmicLoaded
&3 Device (L) EVENT_MSDTC_STARTING
Sg ;V'Inl:!DWS B Explorer sShellMutex
Sesons e GDA ESENT Performance D ata Schema Yersion 15
1 RPC Control i
] [ p— 0 Gol: ESEMT Performance Data Schema Version 15
7 — (W) Gotl: ESENT Performance Data Schema Yersion 15
{27 FileSystem 0 GuardE ventmmiGlobalPnplnfoGuard
-{Z] ObjectTypes L GuardiutexmmGlobalPrplnfoGuard
-{Z0 Security ﬁ GuardSemmmiGlobalPrplnfolGuard
-~ Callback [T HPIUGE jectE vent
1 KnownDlls _I _’I

The named objects are shown on the right. The icons indicate the object type.

Mutexes are indicated with a stop sign.
Sections (Windows file mapping objects) are shown as memory chips.
Events are shown as exclamation points.

Semaphores are indicated with an icon that resembles a traffic signal.

Symbolic links have icons that are curved arrows.
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Object directories  The object directory object is the object manager’s means for support-
ing this hierarchical naming structure. This object is analogous to a file system directory and
contains the names of other objects, possibly even other object directories. The object direc-
tory object maintains enough information to translate these object names into pointers to the
objects themselves. The object manager uses the pointers to construct the object handles that
it returns to user-mode callers. Both kernel-mode code (including executive components and
device drivers) and user-mode code (such as subsystems) can create object directories in
which to store objects. For example, the I/O manager creates an object directory named
\Device, which contains the names of objects representing I/O devices.

Symbolic links  In certain file systems (on NTEFS and some UNIX systems, for example), a
symbolic link lets a user create a filename or a directory name that, when used, is translated by
the operating system into a different file or directory name. Using a symbolic link is a simple
method for allowing users to indirectly share a file or the contents of a directory, creating a
cross-link between different directories in the ordinarily hierarchical directory structure.

The object manager implements an object called a symbolic link object, which performs a sim-
ilar function for object names in its object namespace. A symbolic link can occur anywhere
within an object name string. When a caller refers to a symbolic link object’s name, the object
manager traverses its object namespace until it reaches the symbolic link object. It looks
inside the symbolic link and finds a string that it substitutes for the symbolic link name. It
then restarts its name lookup.

One place in which the executive uses symbolic link objects is in translating MS-DOS-style
device names into Windows internal device names. In Windows, a user refers to floppy and
hard disk drives using the names A:, B;, C;, and so on and serial ports as COM1, COM2, and
so on. The Windows subsystem makes these symbolic link objects protected, global data by
placing them in the object manager namespace under the \?? object directory on Windows
2000 and the \Global?? directory on Windows XP and Windows Server 2003.

Session Namespace

Windows NT was originally written with the assumption that only one user would log on to
the system interactively and that the system would run only one instance of any interactive
application. The addition of Windows Terminal Services in Windows 2000 Server and fast
user switching in Windows XP changed these assumptions, thus requiring changes to the
object manager namespace model to support multiple users. (For a basic description of termi-
nal services and sessions, see Chapter 1.)
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A user logged on to the console session has access to the global namespace, a namespace that
serves as the first instance of the namespace. Additional sessions are given a session-private
view of the namespace known as a local namespace. The parts of the namespace that are local-
ized for each session include \DosDevices, \Windows, and \BaseNamedObjects. Making sep-
arate copies of the same parts of the namespace is known as instancing the namespace.
Instancing \DosDevices makes it possible for each user to have different network drive letters
and Windows objects such as serial ports. On Windows 2000, the global \DosDevices direc-
tory is named \?? and is the directory to which the \DosDevices symbolic link points, and
local \DosDevices directories are identified by the session id for the terminal server session.
On Windows XP and later, the global \DosDevices directory is named \Global?? and is the
directory to which \DosDevices points, and local \DosDevices directories are identified by
the logon session ID.

The \Windows directory is where Win32k.sys creates the interactive window station,
\WinSta0. A Terminal Services environment can support multiple interactive users, but each
user needs an individual version of WinSta0 to preserve the illusion that he or she is accessing
the predefined interactive window station in Windows. Finally, applications and the system
create shared objects in \BaseNamedObjects, including events, mutexes, and memory sec-
tions. If two users are running an application that creates a named object, each user session
must have a private version of the object so that the two instances of the application don’t
interfere with one another by accessing the same object.

The object manager implements a local namespace by creating the private versions of the
three directories mentioned under a directory associated with the user’s session under \Ses-
sions\X (where X is the session identifier). When a Windows application in remote session
two creates a named event, for example, the object manager transparently redirects the
object’s name from \BaseNamedObjects to \Sessions\2\BaseNamedObjects.

All object manager functions related to namespace management are aware of the instanced
directories and participate in providing the illusion that nonconsole sessions use the same
namespace as the console session. Windows subsystem DLLs prefix names passed by Win-
dows applications that reference objects in \DosDevices with \?? (for example, C:\Windows
becomes \??\C:\Windows). When the object manager sees the special \?? prefix, the steps it
takes depends on the version of Windows, but it always relies on a field named DeviceMap in
the executive process object (EPROCESS, which is described further in Chapter 6) that points
to a data structure shared by other processes in the same session. The DosDevicesDirectory
field of the DeviceMap structure points at the object manager directory that represents the
process’s local \DosDevices. The target directory varies depending on the system:

m If the system is Windows 2000 and Terminal Services are not installed, the DosDevices-
Directory field of the DeviceMap structure of the process points at the \?? directory
because there are no local namespaces.
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m If the system is Windows 2000 and Terminal Services are installed, when a new session
becomes active the system copies all the objects from the global \?? directory into the
session’s local \Devices directory and the DosDevicesDirectory field of the DeviceMap
structure points at the local directory.

B On Windows XP and Windows Server 2003, the system does not make copies of global
objects in the local DosDevices directories. When the object manager sees a reference to
\??, it locates the process’s local \DosDevices by using the DosDevicesDirectory field of
the DeviceMap. If the object manager doesn’t find the object in that directory, it checks
the DeviceMap field of the directory object, and if it’s valid it looks for the object in the
directory pointed to by the GlobalDosDevicesDirectory field of the DeviceMap struc-
ture, which is always \Global??.

Under certain circumstances, applications that are Terminal Services—aware need to access
objects in the console session even if the application is running in a remote session. The appli-
cation might want to do this to synchronize with instances of itself running in other remote
sessions or with the console session. For these cases, the object manager provides the special
override “\Global” that an application can prefix to any object name to access the global
namespace. For example, an application in session two opening an object named \Glo-
bal\ApplicationInitialized is directed to \BasedNamedObjects\Applicationlnitialized instead
of \Sessions\2\BaseNamedObjects\ApplicationInitialized.

On Windows XP and Windows Server 2003, an application that wants to access an object in
the global \DosDevices directory does not need to use the \Global prefix as long as the object
doesn’t exist in its local \DosDevices directory. This is because the object manager will auto-
matically look in the global directory for the object if it doesn’t find it in the local directory.
However, an application running on Windows 2000 with Terminal Services must always spec-
ify the \Global prefix to access objects in the global \DosDevices directory.

EXPERIMENT: Viewing Namespace Instancing

You can see the object manager instance of the namespace by creating a session other
than the console session and then viewing the handle table for a process in that session.
On Windows XP Home Edition or on a Windows XP Professional system that is not a
member of a domain, disconnect the console session (by clicking Start, clicking Log Off,
and choosing Disconnect and Switch User, or by pressing the Windows key + L) and
logging in to a new account. If you have a Windows 2000 Server, Advanced Server, or
Datacenter Server system, run the Terminal Services client, connect to the server, and
log in.
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Once you are logged in to the new session, run Winobj.exe from www.sysinternals.com
and click on the \Sessions directory. You'll see a subdirectory with a numeric name for
each active remote session. If you open one of these directories, you’ll see subdirectories
named \DosDevices, \Windows, and \BaseNamedObjects, which are the local
namespace subdirectories of the session. The following screen shot shows a local

namespace:
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Next run Process Explorer and select a process in the new session (such as
Explorer.exe), and then view the handle table (by clicking View, Lower Pane View, and
then Handles). You should see a handle to \Windows\Windowstations\WinSta0
underneath \Sessions\n, where n is the session id. Objects with global names will
appear under \Sessions\n\BaseNamedObjects.

Synchronization

The concept of mutual exclusion is a crucial one in operating systems development. It refers to
the guarantee that one, and only one, thread can access a particular resource at a time. Mutual
exclusion is necessary when a resource doesn’t lend itself to shared access or when sharing
would result in an unpredictable outcome. For example, if two threads copy a file to a printer
port at the same time, their output could be interspersed. Similarly, if one thread reads a mem-
ory location while another one writes to it, the first thread will receive unpredictable data. In
general, writable resources can’t be shared without restrictions, whereas resources that aren’t
subject to modification can be shared. Figure 3-23 illustrates what happens when two threads
running on different processors both write data to a circular queue.
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Time

Processor A Processor B

Get queue tail
Insert data at current location

Get queue tail
Increment tail pointer

Insert data at current location /*ERROR*/
Increment tail pointer

v

Figure 3-23 Incorrect sharing of memory

Because the second thread got the value of the queue tail pointer before the first thread had
finished updating it, the second thread inserted its data into the same location that the first
thread had used, overwriting data and leaving one queue location empty. Even though this
figure illustrates what could happen on a multiprocessor system, the same error could occur
on a single-processor system if the operating system were to perform a context switch to the
second thread before the first thread updated the queue tail pointer.

Sections of code that access a nonshareable resource are called critical sections. To ensure cor-
rect code, only one thread at a time can execute in a critical section. While one thread is writ-
ing to a file, updating a database, or modifying a shared variable, no other thread can be
allowed to access the same resource. The pseudocode shown in Figure 3-23 is a critical section
that incorrectly accesses a shared data structure without mutual exclusion.

The issue of mutual exclusion, although important for all operating systems, is especially
important (and intricate) for a tightly coupled, symmetric multiprocessing (SMP) operating sys-
tem such as Windows, in which the same system code runs simultaneously on more than one
processor, sharing certain data structures stored in global memory. In Windows, it is the ker-
nel’s job to provide mechanisms that system code can use to prevent two threads from modi-
fying the same structure at the same time. The kernel provides mutual-exclusion primitives
that it and the rest of the executive use to synchronize their access to global data structures.

Because the scheduler synchronizes access to its data structures at DPC/Dispatch level IRQL,
the kernel and executive cannot rely on synchronization mechanisms that would result in a

page fault or reschedule operation to synchronize access to data structures when the IRQL is
DPC/Dispatch level or higher (levels known as an elevated or high IRQL). In the following sec-
tions, you'll find out how the kernel and executive uses mutual exclusion to protect its global
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data structures when the IRQL is high and what mutual-exclusion and synchronization mech-
anisms the kernel and executive use when the IRQL is low (below DPC/Dispatch level).

High-IRQL Synchronization

At various stages during its execution, the kernel must guarantee that one, and only one, pro-
cessor at a time is executing within a critical section. Kernel critical sections are the code seg-
ments that modify a global data structure such as the kernel’s dispatcher database or its DPC
queue. The operating system can’t function correctly unless the kernel can guarantee that
threads access these data structures in a mutually exclusive manner.

The biggest area of concern is interrupts. For example, the kernel might be updating a global
data structure when an interrupt occurs whose interrupt-handling routine also modifies the
structure. Simple single-processor operating systems sometimes prevent such a scenario by
disabling all interrupts each time they access global data, but the Windows kernel has a more
sophisticated solution. Before using a global resource, the kernel temporarily masks those
interrupts whose interrupt handlers also use the resource. It does so by raising the proces-
sor’s IRQL to the highest level used by any potential interrupt source that accesses the global
data. For example, an interrupt at DPC/dispatch level causes the dispatcher, which uses the
dispatcher database, to run. Therefore, any other part of the kernel that uses the dispatcher
database raises the IRQL to DPC/dispatch level, masking DPC/dispatch-level interrupts
before using the dispatcher database.

This strategy is fine for a single-processor system, but it’s inadequate for a multiprocessor con-
figuration. Raising the IRQL on one processor doesn’t prevent an interrupt from occurring on
another processor. The kernel also needs to guarantee mutually exclusive access across sev-
eral processors.

Interlocked Operations

The simplest form of synchronization mechanisms rely on hardware support for multiproces-
sor-safe manipulating integer values and for performing comparisons. They include functions
such as InterlockedIncrement, InterlockedDecrement, InterlockedExchange, and Interlocked-
CompareExchange. The InterlockedDecrement function, for example, uses the x86 lock instruc-
tion prefix (for example, lock xadd) to lock the multiprocessor bus during the subtraction
operation so that another processor that’s also modifying the memory location being decre-
mented won’t be able to modify between the decrement’s read of the original value and write of
the decremented value. This form of basic synchronization is used by the kernel and drivers.
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Spinlocks

The mechanism the kernel uses to achieve multiprocessor mutual exclusion is called a spin-
lock. A spinlock is a locking primitive associated with a global data structure, such as the DPC
queue shown in Figure 3-24.

Processor A Processor B

Do
Try to acquire
DPC queue
spinlock

Until SUCCESS

Do

Try to acquire
DPC queue
spinlock

Until SUCCESS

Begin Begin
Remove DPC from queue Add DPC from queue
End DPC queue End
Release DPC queue spinlock Release DPC queue spinlock

[ Critical section
Figure 3-24 Using a spinlock

Before entering either critical section shown in the figure, the kernel must acquire the spin-
lock associated with the protected DPC queue. If the spinlock isn’t free, the kernel keeps try-
ing to acquire the lock until it succeeds. The spinlock gets its name from the fact that the
kernel (and thus, the processor) is held in limbo, “spinning,” until it gets the lock.

Spinlocks, like the data structures they protect, reside in global memory. The code to acquire
and release a spinlock is written in assembly language for speed and to exploit whatever lock-
ing mechanism the underlying processor architecture provides. On many architectures, spin-
locks are implemented with a hardware-supported test-and-set operation, which tests the
value of a lock variable and acquires the lock in one atomic instruction. Testing and acquiring
the lock in one instruction prevents a second thread from grabbing the lock between the time
when the first thread tests the variable and the time when it acquires the lock.

All kernel-mode spinlocks in Windows have an associated IRQL that is always at DPC/dis-
patch level or higher. Thus, when a thread is trying to acquire a spinlock, all other activity at
the spinlock’s IRQL or lower ceases on that processor. Because thread dispatching happens at
DPC/dispatch level, a thread that holds a spinlock is never preempted because the IRQL
masks the dispatching mechanisms. This masking allows code executing a critical section pro-
tected by a spinlock to continue executing so that it will release the lock quickly. The kernel
uses spinlocks with great care, minimizing the number of instructions it executes while it

holds a spinlock.
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Note Because the IRQL is an effective synchronization mechanism on uniprocessors, the
spinlock acquisition and release functions of uniprocessor HALs don't implement spinlocks—
they simply raise and lower the IRQL.

The kernel makes spinlocks available to other parts of the executive through a set of kernel
functions, including KeAcquireSpinlock and KeReleaseSpinlock. Device drivers, for example,
require spinlocks in order to guarantee that device registers and other global data structures
are accessed by only one part of a device driver (and from only one processor) at a time. Spin-
locks are not for use by user programs—user programs should use the objects described in the
next section.

Kernel spinlocks carry with them restrictions for code that uses them. Because spinlocks
always have an IRQL of DPC/dispatch level or higher, as explained earlier, code holding a
spinlock will crash the system if it attempts to make the scheduler perform a dispatch opera-
tion or if it causes a page fault.

Queued Spinlocks

A special type of spinlock called a queued spinlock is used in some circumstances instead of a
standard spinlock. A queued spinlock is a form of spinlock that scales better on multiproces-
sors than a standard spinlock. In general, Windows will use only standard spinlocks when it
expects there to be low contention for the lock.

A queued spinlock work like this: When a processor wants to acquire a queued spinlock that
is currently held, it places its identifier in a queue associated with the spinlock. When the pro-
cessor that’s holding the spinlock releases it, it hands the lock over to the first processor iden-
tified in the queue. In the meantime, a processor waiting for a busy spinlock checks the status
not of the spinlock itself but of a per-processor flag that the processor ahead of it in the queue
sets to indicate that the waiting processor’s turn has arrived.

The fact that queued spinlocks result in spinning on per-processor flags rather than global
spinlocks has two effects. The first is that the multiprocessor’s bus isn’t as heavily trafficked by
interprocessor synchronization. The second is that instead of a random processor in a waiting
group acquiring a spinlock, the queued spinlock enforces first-in, first-out (FIFO) ordering to
the lock. FIFO ordering means more consistent performance across processors accessing the
same locks.

Windows defines a number of global queued spinlocks by storing pointers to them in an array
contained in each processor’s processer control region (PCR). A global spinlock can be acquired
by calling KeAcquireQueuedSpinlock with the index into the PCR array at which the pointer to
the spinlock is stored. The number of global spinlocks has grown in each release of the oper-
ating system, and the table of index definitions for them is published in the DDK header file
Ntddk.h.
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EXPERIMENT: Viewing Global Queued Spinlocks

You can view the state of the global queued spinlocks (the ones pointed to by the
queued spinlock array in each processor’s PCR) by using the Iqlock kernel debugger
command. This command is meaningful only on a multiprocessor system because uni-
processor HALs don’t implement spinlocks. In the following example, taken from a
Windows 2000 system, the dispatcher database queued spinlock is held by processor 1,
and the other queued spinlocks are not acquired. (The dispatcher database is described
in Chapter 6.)

kd> !'qlocks
Key: O = Owner, 1-n = wait order, blank = not owned/waiting, C = Corrupt

Processor Number

Lock Name 01 2 3 4 5 6 7 8 91011 12 13 14 15
KE - Dispatcher 0
KE - Context Swap
MM - PFN

MM - System Space
CC - vacb cc - master

Instack Queued Spinlocks

In addition to using static queued spinlocks that are globally defined, Windows XP and Win-
dows Server 2003 kernels support dynamically allocated queued spinlocks with the KeAc-
quireInStackQueuedSpinlock and KeReleaseInStackQueuedSpinlock functions. Several
components—including the cache manager, executive pool manager, and NTFS—take advan-
tage of these types of locks, and the functions are documented in the DDK for use by third-
party driver writers.

KeAcquireInStackQueuedSpinlock takes a pointer to a spinlock data structure and a spin lock
queue handle. The spin lock handle is actually a data structure in which the kernel stores
information about the lock’s status, including the lock’s ownership and the queue of proces-
sors that might be waiting for the lock to become available.

Executive Interlocked Operations

The kernel supplies a number of simple synchronization functions constructed on spinlocks
for more advanced operations, such as adding and removing entries from singly and doubly
linked lists. Examples include ExInterlockedPopEntryList and ExInterlockedPushEntryList for
singly linked lists, and ExInterlockedInsertHeadList and ExInterlockedRemoveHeadList for dou-
bly linked lists. All these functions require a standard spinlock as a parameter and are used
throughout the kernel and device drivers.
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Low-IRQL Synchronization

Executive software outside the kernel also needs to synchronize access to global data struc-
tures in a multiprocessor environment. For example, the memory manager has only one page
frame database, which it accesses as a global data structure, and device drivers need to ensure
that they can gain exclusive access to their devices. By calling kernel functions, the executive
can create a spinlock, acquire it, and release it.

Spinlocks only partially fill the executive’s needs for synchronization mechanisms, however.
Because waiting for a spinlock literally stalls a processor, spinlocks can be used only under
the following strictly limited circumstances:

m The protected resource must be accessed quickly and without complicated interactions
with other code.

m The critical section code can’t be paged out of memory, can’t make references to page-
able data, can’t call external procedures (including system services), and can’t generate
interrupts or exceptions.

These restrictions are confining and can’t be met under all circumstances. Furthermore, the
executive needs to perform other types of synchronization in addition to mutual exclusion,
and it must also provide synchronization mechanisms to user mode.

There are several additional synchronization mechanisms for use when spinlocks are not suitable:

B Kernel Dispatcher Objects
m Fast Mutexes and Guarded Mutexes
m Push Locks

B Executive Resources

Table 3-9 serves as a reference that compares and contrasts the capabilities of these mecha-
nisms and their interaction with kernel-mode APC delivery.

Table 3-9 Kernel Synchronization Mechanisms

Exposed for Supports
Use by Disables Normal Disables Special Supports Shared and
Device Kernel-Mode Kernel-Mode Recursive Exclusive
Drivers APCs APCs Acquisition Acquisition
Kernel Dispatcher Yes Yes No Yes No
Mutexes
Kernel Dispatcher Yes No No No No
Semaphores
Fast Mutexes Yes Yes Yes No No
Guarded Mutexes No Yes Yes No No
Push Locks No No No No Yes
Executive Resources Yes Yes No Yes Yes
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Kernel Dispatcher Objects

The kernel furnishes additional synchronization mechanisms to the executive in the form of
kernel objects, known collectively as dispatcher objects. The user-visible synchronization
objects acquire their synchronization capabilities from these kernel dispatcher objects. Each
user-visible object that supports synchronization encapsulates at least one kernel dispatcher
object. The executive’s synchronization semantics are visible to Windows programmers
through the WaitForSingleObject and WaitForMultipleObjects functions, which the Windows
subsystem implements by calling analogous system services the object manager supplies. A
thread in a Windows application can synchronize with a Windows process, thread, event,
semaphore, mutex, waitable timer, /O completion port, or file object.

One other type of executive synchronization object worth noting is called executive resources.
Executive resources provide both exclusive access (like a mutex) as well as shared read access
(multiple readers sharing read-only access to a structure). However, they’re available only to
kernel-mode code and thus aren’t accessible from the Windows API. Executive resources are
not dispatcher objects but rather data structures allocated directly from nonpaged pool that
have their own specialized services to initialize, lock, release, query, and wait for them. The
executive resource structure is defined in Ntddk.h, and the executive support routines are
documented in the DDK reference documentation.

The remaining subsections describe the implementation details of waiting for dispatcher
objects.

Waiting for Dispatcher Objects A thread can synchronize with a dispatcher object by wait-
ing for the object’s handle. Doing so causes the kernel to suspend the thread and change its
dispatcher state from running to waiting, as shown in Figure 3-25. The kernel removes the
thread from the dispatcher ready queue and no longer considers it for execution.

Note Figure 3-25 is a process state transition diagram with focus on the ready, waiting, and
running states (the states related to waiting for objects). The other states are described in
Chapter 6.

At any given moment, a synchronization object is in one of two states: either the signaled state
or the nonsignaled state. A thread can’t resume its execution until the kernel changes its dis-
patcher state from waiting to ready. This change occurs when the dispatcher object whose
handle the thread is waiting for also undergoes a state change, from the nonsignaled state to
the signaled state (when a thread sets an event object, for example). To synchronize with an
object, a thread calls one of the wait system services the object manager supplies, passing a
handle to the object it wants to synchronize with. The thread can wait for one or several
objects and can also specify that its wait should be canceled if it hasn’t ended within a certain
amount of time. Whenever the kernel sets an object to the signaled state, the kernel’s KiWait-
Test function checks to see whether any threads are waiting for the object and not also waiting
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for other objects to become signaled. If there are, the kernel releases one or more of the
threads from their waiting state so that they can continue executing.

_—=—| Initialized }~__
S~

~
- ~

Set object to —

signaled state T

Thread waits
on an object
handle

S —

+

Figure 3-25 Waiting for a dispatcher object

The following example of setting an event illustrates how synchronization interacts with
thread dispatching:

A user-mode thread waits for an event object’s handle.

The kernel changes the thread’s scheduling state from ready to waiting and then adds
the thread to a list of threads waiting for the event.

Another thread sets the event.

The kernel marches down the list of threads waiting for the event. If a thread’s condi-
tions for waiting are satisfied (see Note below), the kernel changes the thread’s state
from waiting to ready. If it is a variable-priority thread, the kernel might also boost its
execution priority.

B Because a new thread has become ready to execute, the dispatcher reschedules. If it
finds a running thread with a priority lower than that of the newly ready thread, it pre-
empts the lower-priority thread and issues a software interrupt to initiate a context
switch to the higher-priority thread.

m If no processor can be preempted, the dispatcher places the ready thread in the dis-
patcher ready queue to be scheduled later.

Note Some threads might be waiting for more than one object, so they continue waiting.
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What Signals an Object The signaled state is defined differently for different objects. A
thread object is in the nonsignaled state during its lifetime and is set to the signaled state by
the kernel when the thread terminates. Similarly, the kernel sets a process object to the sig-
naled state when the process’s last thread terminates. In contrast, the timer object, like an
alarm, is set to “go off” at a certain time. When its time expires, the kernel sets the timer object
to the signaled state.

When choosing a synchronization mechanism, a program must take into account the rules
governing the behavior of different synchronization objects. Whether a thread’s wait ends
when an object is set to the signaled state varies with the type of object the thread is waiting
for, as Table 3-10 illustrates.

Table 3-10 Definitions of the Signaled State

Object Type

Set to Signaled State When

Effect on Waiting Threads

Process Last thread terminates All released

Thread Thread terminates All released

File I/O operation completes All released

Debug Object Debug message is queued to  All released
the object

Event (notification type) Thread sets the event All released

Event (synchronization type)

Thread sets the event

One thread released; event
object reset

Keyed Event

Thread sets event with a key

Thread waiting for key and
which is of same process as sig-
naler is released

Semaphore

Semaphore count drops by 1

One thread released

Timer (notification type)

Set time arrives or time interval
expires

All released

Timer (synchronization type)

Set time arrives or time interval
expires

One thread released

Mutex Thread releases the mutex One thread released
File I/0O completes All threads released
Queue Item is placed on queue One thread released

When an object is set to the signaled state, waiting threads are generally released from their
wait states immediately. Some of the kernel dispatcher objects and the system events that
induce their state changes are shown in Figure 3-26.
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Figure 3-26 Selected kernel dispatcher objects

Effect of signaled state
on waiting threads

Kernel resumes one
waiting thread.

Kernel resumes one
waiting thread.

Kernel resumes one
or more waiting threads.

Kernel resumes one
or more waiting threads.

Kernel resumes waiting
dedicated thread.

Kernel resumes all
waiting threads.

Kernel resumes all
waiting threads.

159



160

Microsoft Windows Internals, Fourth Edition

For example, a notification event object (called a manual reset event in the Windows API) is
used to announce the occurrence of some event. When the event object is set to the signaled
state, all threads waiting for the event are released. The exception is any thread that is waiting
for more than one object at a time; such a thread might be required to continue waiting until
additional objects reach the signaled state.

In contrast to an event object, a mutex object has ownership associated with it. It is used to
gain mutually exclusive access to a resource, and only one thread at a time can hold the
mutex. When the mutex object becomes free, the kernel sets it to the signaled state and then
selects one waiting thread to execute. The thread selected by the kernel acquires the mutex
object, and all other threads continue waiting.

Keyed Events and Critical Sections

A synchronization object new to Windows XP, called a keyed event, bears special men-
tion because of the role it plays in helping processes deal with low-memory situations
when using critical sections. A keyed event, which is not documented, allows a thread to
specily a “key” for which it waits, where the thread wakes when another thread of the
same process signals the event with the same key.

Windows processes often use critical section functions, EnterCriticalSection and Leave-
CriticalSection, to synchronize thread access to resources private to the process. These
functions have advantages over direct use of mutex objects because if there is no conten-
tion they do not make a transition to kernel mode. If there is contention, EnterCritical-
Section dynamically allocates an event object and the thread wanting to acquire the
critical section waits for the thread that owns the critical section to signal it in LeaveCrit-
icalSection.

EnterCriticalSection uses a global keyed event named CritSecOutOfMemoryEvent (in the
\Kernel directory of the object manager namespace) when the allocation of the event
object for the critical section fails because system memory is low. If EnterCriticalSection
has to use CritSecOutOfMemoryEvent instead of a standard event, a thread waiting for the
critical section uses the address of the critical section as the key. This allows the critical
section functions to operate properly even when memory is temporarily low.

This brief discussion wasn’t meant to enumerate all the reasons and applications for using the
various executive objects but rather to list their basic functionality and synchronization
behavior. For information on how to put these objects to use in Windows programs, see the
Windows reference documentation on synchronization objects or Jeffrey Richter’s Program-
ming Applications for Microsoft Windows.
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Data Structures Two data structures are key to tracking who is waiting for what: dispatcher
headers and wait blocks. Both these structures are publicly defined in the DDK include file
Ntddk.h. The definitions are reproduced here for convenience:

typedef struct _DISPATCHER_HEADER {
UCHAR Type;
UCHAR Absolute;
UCHAR Size;
UCHAR Inserted;
LONG SignalState;
LIST_ENTRY WaitListHead;
} DISPATCHER_HEADER;

typedef struct _KWAIT_BLOCK {
LIST_ENTRY WaitListEntry;
struct _KTHREAD *RESTRICTED_POINTER Thread;
PVOID Object;
struct _KWAIT_BLOCK *RESTRICTED_POINTER NextwaitBlock;
USHORT WaitKey;
USHORT WwaitType;
} KWAIT_BLOCK, *PKWAIT_BLOCK, *RESTRICTED_POINTER PRKWAIT_BLOCK;

The dispatcher header contains the object type, signaled state, and a list of the threads waiting
for that object. The wait block represents a thread waiting for an object. Each thread that is in
a wait state has a list of the wait blocks that represent the objects the thread is waiting for.
Each dispatcher object has a list of the wait blocks that represent which threads are waiting for
the object. This list is kept so that when a dispatcher object is signaled, the kernel can quickly
determine who is waiting for that object. The wait block has a pointer to the object being
waited for, a pointer to the thread waiting for the object, and a pointer to the next wait block
(if the thread is waiting for more than one object). It also records the type of wait (any or all)
as well as the position of that entry in the array of handles passed by the thread on the Wait-
ForMultipleObjects call (position zero if the thread was waiting for only one object).

Figure 3-27 shows the relationship of dispatcher objects to wait blocks to threads. In this
example, thread 1 is waiting for object B, and thread 2 is waiting for objects A and B. If object
Ais signaled, the kernel will see that because thread 2 is also waiting for another object,
thread 2 can’t be readied for execution. On the other hand, if object B is signaled, the kernel
can ready thread 1 for execution right away because it isn’t waiting for any other objects.
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Thread objects

Thread 1 Thread 2 |+—
Wait block list Wait block list
Dispatcher objects
Size | Type
State ] Wait blocks
—
Object A [~Wait list head— — List entry —
Object-type- Thread
specific data Object
Key | Type
Next link
Size | Type
State Thread 2 wait block
Object B [-Wait list head — Listentry | «———>— Listentry —
Object-type- Thread Thread
specific data Object Object
Key | Type Key | Type
Next link Next link
Thread 1 wait block Thread 2 wait block

Figure 3-27 Wait data structures

o ‘U EXPERIMENT: Looking at Wait Queues

U < Although many process viewer utilities indicate whether a thread is in a wait state (and
if so, they also indicate what kind of wait), you can see the list of objects a thread is wait-
ing for only with the kernel debugger /thread command. For example, the following
excerpt from the output of a Iprocess command shows that the thread is waiting for an
event object:

kd> !process
§
THREAD 8al2a328 Cid O0bb8.0d50 Teb: 7ffdd000 win32Thread: e7c9aeb0 WAIT
: (WruserRequest) UserMode Non-Alertable
8a21bf58 sSynchronizationEvent
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You can use the dt command to interpret the dispatcher header of the object like this:

kd> dt nt!_dispatcher_header 8a21bf58
nt!_DISPATCHER_HEADER

+0x000 Type D ox1 7’

+0x001 Absolute 0

+0x002 Size HI0'C

+0x003 Inserted 077

+0x004 Signalstate : 0

+0x008 waitListHead : _LIST_ENTRY [ 0x8al2a398 - 0x8al2a398 ]

From this, we can ascertain that no other threads are waiting for this event object
because the wait list head forward and backward pointers point to the same location (a
single wait block). Dumping the wait block (at address 0x8a12a398) yields the follow-
ing:

kd> dt nt!_kwait_block 0x8al2a398
nt!_KWAIT_BLOCK

+0x000 waitListEntry : _LIST_ENTRY [ 0x8a21bf60 - 0x8a2l1bf60 ]
+0x008 Thread 1 0x8al2a328

+0x00c Object : 0x8a21bf58

+0x010 NextwaitBlock : 0x8al2a398

+0x014 waitKey : 0

+0x016 waitType HEn

If the wait list had more than one entry, you could execute the same command on the
second pointer value in the WaitListEntry field of each wait block (by executing !thread
on the thread pointer in the wait block) to traverse the list and see what other threads
are waiting for the object.

Fast Mutexes and Guarded Mutexes

Fast mutexes, which are also known as executive mutexes, usually offer better performance
than mutex objects because, although they are built on dispatcher event objects, they avoid
waiting for the event object (and therefore the spinlocks on which an event object is based) if
there’s no contention for the fast mutex. This gives the fast mutex especially good perfor-
mance in a multiprocessor environment. Fast mutexes are used widely throughout the kernel
and device drivers.

However, fast mutexes are suitable only when normal kernel-mode APC (described earlier in
this chapter) delivery can be disabled. The executive defines two functions for acquiring
them: ExAcquireFastMutex and ExAcquireFastMutexUnsafe. The former function blocks all APC
delivery by raising the IRQL of the processor to APC_LEVEL and the latter expects to be
called with normal kernel-mode APC delivery disabled, which can be done by raising the
IRQL to APC level or by calling KeEnterCriticalRegion. Another limitation of fast mutexes is
that they can’t be acquired recursively like mutex objects can.
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Guarded mutexes are new to Windows Server 2003 and are essentially the same as fast
mutexes (although they use a different synchronization object, the KGATE, internally). They
are acquired with the KeAcquireGuardedMutex function, but instead of disabling APCs by call-
ing KeEnterCriticalRegion, which disables only normal kernel-mode APCs, it disables all ker-
nel-mode APC delivery by calling KeEnterGuardedRegion. They are not exposed for use outside
of the kernel and are used primarily by the memory manager, which uses them to protect glo-
bal operations such as creating paging files, deleting certain types of shared memory sections,
and performing paged pool expansion. (See Chapter 7 for more information on the memory
manager.)

Executive Resources

Executive resources are a synchronization mechanism that supports shared and exclusive
access, and like fast mutexes, require that normal kernel-mode APC delivery be disabled
before they are acquired. They are also built on dispatcher objects that are only used when
there is contention. Executive resources are used throughout the system, especially in file-sys-
tem drivers.

Threads waiting to acquire a resource for shared access wait for a semaphore associated with
the resource, and threads waiting to acquire a resource for exclusive access wait for an event.
A semaphore with unlimited count is used for shared waiters because they can all be woken
and granted access to the resource when an exclusive holder releases the resource simply by
signaling the semaphore. When a thread waits for exclusive access of a resource that is cur-
rently owned, it waits on a synchronization event object because only one of the waiters will
wake when the event is signaled.

Because of the flexibility that shared and exclusive access offers, there are a number of func-
tions for acquiring resources: ExAcquireResourceSharedLite, ExAcquireResourceExclusiveLite,
ExAcquireSharedStarveExclusive, ExAcquireWaitForExclusive, and ExTryToAcquireResourceExclu-
siveLite. These functions are documented in the DDK.

EXPERIMENT: Listing Acquired Executive Resources

The kernel debugger !locks command searches paged pool for executive resource objects
and dumps their state. By default, the command lists only executive resources that are
currently owned, but the —d option will list all executive resources. Here is partial output
of the command:

Tkd> !locks
*%%% DUMP OF ALL RESOURCE OBJECTS *#%*
KD: Scanning for held Tocks.

Resource @ nt!MmSystemwsLock (0x805439a0) Exclusively owned
Contention Count = 123
Threads: 89b36020-01<*>
KD: Scanning for held ToCKS. ...t it ettt it s a et et a e n e nennns
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Resource @ 0x89dala68 Shared 1 owning threads
Threads: 8a4ch533-01<*> *** Actual Thread 8a4cbh530

Note that the contention count, which is extracted from the resource structure, records
the number of times threads have tried to acquire the resource and had to wait because
it was already owned.

You can examine the details of a specific resource object, including the thread that owns
the resource and any threads that are waiting for the resource, by specifying the -v
switch and the address of the resource:

Tkd> !'locks -v 0x805439a0
Resource @ nt!MmSystemwsLock (0x805439a0) Exclusively owned
Contention Count = 123

Threads: 89b36020-01<*>

THREAD 89b36020 Cid 0e98.0bd4 Teb: 7ffd9000 win32Thread: e2bcc538 RUNNING on pr

ocessor 0
Not impersonating
DeviceMap eldf7d18
owning Process 8999d020
wait Start TickCount 492582 Elapsed Ticks: 15
Context Switch Count 532 LargeStack
UserTime 00:00:01.0462
KernelTime 00:00:00.0320

Start Address 0x77e7d342
win32 start Address 0x0101f1d0
Stack Init a9d20000 Current a9d1fd44 Base a9d20000 Limit a9d1d000 call 0
Priority 11 BasePriority 8 PriorityDecrement 2 DecrementCount 16
Unable to get context for thread running on processor 0, HRESULT 0x80004001

Push Locks

Push locks, which were introduced in Windows XP, are another optimized synchronization
mechanism built on the event object (and in Windows Server 2003 they are built on the inter-
nal KGATE synchronization object), and like fast mutexes, they wait for an event object only
when there’s contention on the lock. They offer advantages over the fast mutex in that they
can be acquired in shared or exclusive mode. They are not documented or exported by the
kernel and are therefore reserved for use by the operating system.

There are two types of push locks: normal and cache aware. Normal push locks require only
the size of a pointer in storage (4 bytes on 32-bit systems and 8 bytes on 64-bit systems).
When a thread acquires a normal push lock, the push lock code marks the push lock as
owned if it is not currently owned. If the push lock is owned exclusively or the thread wants
to acquire the thread exclusively and the push lock is owned on a shared basis, the thread allo-
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cates a wait block on the thread’s stack, initializes an event object in the wait block, and adds
the wait block to the wait list associated with the push lock. When a thread releases a push
lock, the thread wakes a waiter, if any are present, by signaling the event in the waiter’s wait
block.

A cache-aware push lock layers on the basic push lock by allocating a push lock for each pro-
cessor in the system and associating it with the cache-aware push lock. When a thread wants
to acquire a cache-aware push lock for shared access, it simply acquires the push lock allo-
cated for its current processor in shared mode; to acquire a cache-aware push lock exclusively,
it acquires the push lock for each processor in exclusive mode.

Areas where push locks are used include the object manager, where they protect global object
manager data structures and object security descriptors, and the memory manager, where
they protect AWE data structures.

Deadlock Detection with Driver Verifier

A deadlock is a synchronization issue resulting from two threads or processors holding
resources that the other wants and neither will yield what it has. This situation might
result in system or process hangs. Driver Verifier, described in Chapter 7 and Chapter 9,
has an option to check for deadlocks involving spinlocks, fast mutexes, and mutexes.
For information on when to enable Driver Verifier to help resolve system hangs, see
Chapter 14.

System Worker Threads

During system initialization, Windows creates several threads in the System process, called
system worker threads, that exist solely to perform work on behalf of other threads. In many
cases, threads executing at DPC/dispatch level need to execute functions that can be per-
formed only at a lower IRQL. For example, a DPC routine, which executes in an arbitrary
thread context (because DPC execution can usurp any thread in the system) at DPC/dispatch
level IRQL, might need to access paged pool or wait for a dispatcher object used to synchro-
nize execution with an application thread. Because a DPC routine can’t lower the IRQL, it
must pass such processing to a thread that executes at an IRQL below DPC/dispatch level.

Some device drivers and executive components create their own threads dedicated to process-
ing work at passive level; however, most use system worker threads instead, which avoids the
unnecessary scheduling and memory overhead associated with having additional threads in
the system. A device driver or an executive component requests a system worker thread’s ser-
vices by calling the executive functions ExQueueWorkItem or IoQueueWorkItem. These func-
tions place a work item on a queue dispatcher object where the threads look for work. (Queue
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dispatcher objects are described in more detail in the section “I/O Completion Ports” in Chap-
ter 9.) Work items include a pointer to a routine and a parameter that the thread passes to the
routine when it processes the work item. The routine is implemented by the device driver or
executive component that requires passive-level execution.

For example, a DPC routine that must wait for a dispatcher object can initialize a work item
that points to the routine in the driver that waits for the dispatcher object, and perhaps points
to a pointer to the object. At some stage, a system worker thread will remove the work item
from its queue and execute the driver’s routine. When the driver’s routine finishes, the system
worker thread checks to see whether there are more work items to process. If there aren’t any
more, the system worker thread blocks until a work item is placed on the queue. The DPC
routine might or might not have finished executing when the system worker thread processes
its work item. (On a uniprocessor system, a DPC routine always finishes executing before its
work item is processed because thread scheduling doesn’t take place when the IRQL is at
DPC/dispatch level.)

There are three types of system worker threads:

B Delayed worker threads execute at priority 12, process work items that aren’t considered
time-critical, and can have their stack paged out to a paging file while they wait for work
items.

m  Critical worker threads execute at priority 13, process time-critical work items, and on
Windows Server systems, have their stacks present in physical memory at all times.

B A single hypercritical worker thread executes at priority 15 and also keeps its stack in
memory. The process manager uses the hypercritical work item to execute the thread
“reaper” function that frees terminated threads.

The number of delayed and critical worker threads created by the executive’s ExpWorkerIni-
tialization function, which is called early in the boot process, depends on the amount of mem-
ory present on the system and whether the system is a server. Table 3-11 shows the initial
number of threads created on different system configurations. You can specify that ExpInitial-
izeWorker create up to 16 additional delayed and 16 additional critical worker threads with the
AdditionalDelayedWorkerThreads and AdditionalCriticalWorkerThreads values under the
registry key HKLM\SYSTEM\CurrentControlSet\Control\Session Manager\Executive.

Table 3-11 Initial Number of System Worker Threads

Windows 2000 Windows XP and
Windows 2000 Server Windows Server 2003
Delayed 3 3 7
Critical 5 10 5

Hypercritical 1 1 1
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The executive tries to match the number of critical worker threads with changing workloads
as the system executes. Once every second, the executive function ExpWorkerThreadBalance-
Manager determines whether it should create a new critical worker thread. The critical worker
threads that are created by ExpWorkerThreadBalanceManager are called dynamic worker
threads, and all the following conditions must be satisfied before such a thread is created:

Work items exist in the critical work queue.

The number of inactive critical worker threads (ones that are either blocked waiting for
work items or that have blocked on dispatcher objects while executing a work routine)
must be less than the number of processors on the system.

There are fewer than 16 dynamic worker threads.

Dynamic worker threads exit after 10 minutes of inactivity. Thus, when the workload dictates,
the executive can create up to 16 dynamic worker threads.

EXPERIMENT: Listing System Worker Threads

You can use the lexqueue kernel debugger command to see a listing of system worker
threads classified by their type:

kd> !exqueue
Dumping ExworkerQueue: 8046A5C0

*%%% Ccritical WorkQueue( current = 0 maximum = 1 )

THREAD 818a2d40 Cid 8.c  Teb: 00000000 win32Thread: 00000000 WAIT
THREAD 818a2ac0 Cid 8.10 Teb: 00000000 win32Thread: 00000000 WAIT
THREAD 818a2840 Cid 8.14 Teb: 00000000 win32Thread: 00000000 WAIT
THREAD 818a25c0 Cid 8.18 Teb: 00000000 win32Thread: 00000000 WAIT
THREAD 818a2340 cCid 8.1c Teb: 00000000 Wwin32Thread: 00000000 WAIT

#*%% pelayed wWorkQueue( current = 0 maximum = 1 )

THREAD 818a20c0 Cid 8.20 Teb: 00000000 win32Thread: 00000000 WAIT
THREAD 818a1020 Cid 8.24 Teb: 00000000 win32Thread: 00000000 WAIT
THREAD 818alda0 <Cid 8.28 Teb: 00000000 win32Thread: 00000000 WAIT

#%%% HyperCritical workQueue( current = 0 maximum = 1 )
THREAD 818alb20 Cid 8.2c Teb: 00000000 win32Thread: 00000000 WAIT

Windows Global Flags

Windows has a set of flags stored in a systemwide global variable named NtGlobalFlag that
enable various internal debugging, tracing, and validation support in the operating system.
The system variable NtGlobalFlag is initialized from the registry key HKLM\SYSTEM\Cur-
rentControlSet\Control\Session Manager in the value GlobalFlag at system boot time. By
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default, this registry value is 0, so it’s likely that on your systems, you’re not using any global
flags. In addition, each image has a set of global flags that also turn on internal tracing and val-
idation code (although the bit layout of these flags is entirely different than the systemwide
global flags). These flags aren’t documented or supported for customer use, but they can be
useful tools for exploring the internal operation of Windows.

Fortunately, the Platform SDK and the debugging tools contain a utility named Gflags.exe
that allows you to view and change the system global flags (either in the registry or in the run-
ning system) as well as image global flags. Gflags has both a command-line and a GUI inter-
face. To see the command-line flags, type gflags /2. If you run the utility without any switches,
the dialog box shown in Figure 3-28 is displayed.

Global Flags ]

Destinati

& System Registry
" Kernel Made
" Imags Fils Options Image File Name:

Launch Command Ling:

I~ Stop On Exception:

I~ Show Loader Snaps [ Enabls debugging of Win32 Subsystem

I~ Debug Initisl Command [~ Enabls loacing of kernal debugger symbols
I~ Disahle paging of kernel stacks

I~ Enable heap tail checking

I~ Enabls heap frse checking [ Disshls Heap Coslesce on Free
I~ Enabls heap paramster checking [ Enabls Close Excaption
I~ Enable heap validation on call I~ Enable Exception Logging

I~ Enable Chject Handle Type Tagging
[ Place heap allocations at ends of pages
[~ Enabls posl tagging [ Debug WINLOGON
I~ Enable heap tagging I~ Butfer DhgPrint output
I™ Creste user mode stack trace DB [ Disahle Protected DLL “erification
[~ Creste kernel mode stack trace DB I Eerly Critgec Event Creation
I~ Maintain 4 list of objects for sach type
I~ Enable Heap Tagging By DLL Wernel Special Pool Tag

c
= Ton

€ erify Start (% Verify End

Apply | Ok I Cancel |
Figure 3-28 Setting system debugging options with Gflags

Max. Stack Trace Capture Depth: |16

You can toggle between the settings in the registry (by clicking System Registry) and the cur-
rent value of the variable in system memory (by clicking Kernel Mode). You must click the
Apply button to make the changes. (You'll exit if you click the OK button.) Although you can
change flag settings on a running system, most flags require a reboot to take effect, and there’s
no documentation on which flags do and which don’t require rebooting. So when in doubt,
reboot after changing a global flag.

The Image File Options choice requires that you fill in the filename of a valid executable
image. This option is used to change a set of global flags that apply to an individual image
(rather than to the whole system). In Figure 3-29, notice that the flags are different than the
operating system ones shown in Figure 3-28.
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Global Flags B
Destinati
" System Registry
€ Kernel Mode
* image File Options: Image Fils Name: | C:Hempitest.exe

Launch Cimimand Line:

[ Stop On Exception
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[ Enabls heap tail checking

[¥ Enable heap free checking I Disable Heap Coslesce on Free
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Figure 3-29 Setting image global flags with Gflags
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EXPERIMENT: Enabling Image Loader Tracing and Viewing
NtGlobalFlag

To see an example of the detailed tracing information you can obtain by setting global
flags, try running Gflags on a system booted with the kernel debugger that is connected
to a host system running Kd or Windbg.

As an example, try enabling the Show Loader Snaps flag. To do this, choose Kernel
Mode, select the Show Loader Snaps check box, and click the Apply button. Then run
an image on this machine, and in the kernel debugger you'll see volumes of output like
the following:

PID: Oxb8 started - ’notepad’

NEW PROCESS

Image Path: C:\Windows\system32\notepad.exe (notepad.exe)
current Directory: C:\ddk\bin

Search Path: cC:\windows\System32;C:\Windows\system;C:\Windows
notepad.exe bound to comdlg32.d11

ntd11.d11 used by comdlg32.d11

Snapping imports for comd1g32.d11 from ntd11.d11

KERNEL32.d11 loaded. - calling init routine at 77f01000
RPCRT4.d11 loaded. - calling init routine at 77elb6d5
ADVAPI32.d11 Toaded. - calling init routine at 77dc1000
USER32.d11 Toaded. - calling init routine at 77e78037




Chapter 3: System Mechanisms 171

kd> !gflags
NT!NtGlobalFlag 0x4400

STOP_ON_EXCEPTION
DEBUG_INITIAL_COMMAND
HEAP_ENABLE_TAIL_CHECK
HEAP_VALIDATE_PARAMETERS
*POOL_ENABLE_TAGGING
USER_STACK_TRACE_DB
*MAINTAIN_OBJECT_TYPELIST
ENABLE_CSRDEBUG
DISABLE_PAGE_KERNEL_STACKS
ENABLE_CLOSE_EXCEPTIONS
ENABLE_HANDLE_TYPE_TAGGING
DEBUG_INITIAL_COMMAND_EX

kd> 'gflag

You can use the lgflags and lgflag kernel debugger commands to view the state of the
NtGlobalFlag kernel variable. The Igflags command lists all the flags, indicating which
ones are enabled, whereas lgflag reports only the flags that are enabled.

SHOW_LDR_SNAPS
STOP_ON_HUNG_GUI
HEAP_ENABLE_FREE_CHECK
HEAP_VALIDATE_ALL
HEAP_ENABLE_TAGGING
KERNEL_STACK_TRACE_DB
HEAP_ENABLE_TAG_BY_DLL
ENABLE_KDEBUG_SYMBOL_LOAD
HEAP_DISABLE_COALESCING
ENABLE_EXCEPTION_LOGGING
HEAP_PAGE_ALLOCS
DISABLE_DBGPRINT

NtGlobalFlag at 8046al64 Current NtGlobalFlag contents: 0x00004400
ptg - Enable pool tagging
otl - Maintain a list of objects for each type

Local Procedure Calls (LPCs)

Alocal procedure call (LPC) is an interprocess communication facility for high-speed message
passing. It is not directly available through the Windows API, it is an internal mechanism
available only to Windows operating system components. Here are some examples of where

LPCs are used:

B Windows applications that use remote procedure calls (RPCs), a documented API, indi-
rectly use LPCs when they specify local-RPC, a form of RPC used to communicate
between processes on the same system.

m A few Windows APIs result in sending messages to the Windows subsystem process.

m  Winlogon uses LPCs to communicate with the local security authentication server pro-

cess, LSASS.

B The security reference monitor (an executive component explained in Chapter 8) uses
LPCs to communicate with the LSASS process.
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EXPERIMENT: Viewing LPC Port Objects

You can see named LPC port objects with the Winobj tool from www.sysinternals.com.
Run Winobj.exe and select the root directory. A plug icon identifies the port objects, as
shown here:

7 WinObj - Systems Internals: http://www.sysinternals.com

] & DbgUipiPort
] &ucMame B0k
g gL_S B EnorLogPart
iiver Fat
0 wniGuid (D) LarmanServertnnounceEvent
-0 Device 3 LeatuthenticationPor
-0 Windows (DY NETLOGON_SERVICE_STARTED
—C RPC Contol @) NisCacheMutant
-] BaseMamedObjscts
ek B Niis
L1 FileSystem @ REGISTRY
) ObiectTypes () 5aM_SERVICE_STARTED
.3 Secuity & SelsaCommandPort
2] Calback (I SeLsalnitE vent
21 KnownDlls &P seRAmCommandPort
£F SmapiPort
7 SpstemFioat
()] lequeSIesslnnldEvenl 5
»
|Currently selected: i

To see the LPC port objects used by RPC, select the \RPC Control directory, as shown
here:

7 WinObj - Systems Internals: http://www.sysinternals.com

File Wiew Help
[[® % | | |
ErE | Infiared Transter Send
- fucName [ LAPCO0000240.00000001
s KB OLET
{3 Driver SoLe:z
{2 WmiGuid I BoLee
(-] Device
= LPOLES
-] Windows [Boies
ESUEFiPL Control [=0es
= E:seNamEdDb\E:ts (B 01es
3 FileSystem [FOLEe
2 ObjectTypes (P wireless Link Notification
{1 Security |3 epmapper
] Callback L nisves
{0 KnownDlls VP policyagent
K senssve
VP spoolss
[P tapsivipe
Cunently selected: SRPE Cantiol 4

You can also view LPC port objects by using the /lpc kernel debugger command. The
command accepts parameters that direct it to show LPC ports, LPC messages, and
threads that are waiting or sending LPC messages. To view the LSASS authentication
port (the port that Winlogon sends logon requests to), first obtain a list of the ports on
the system:
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kd> !1pc
Usage:
pc - Display this help
I'Tpc message [MessageId] - Display the message with a
given ID and all related
information
If MessageId is not
specified, dump all messages
ITpc port [PortAddress] - Display the port information
!Tpc scan PortAddress - Search this port and any
connected port
ITpc thread [ThreadAddr] - Search the thread in rundown
port queues and display the
port info
If ThreadAddr 1is missing,
display all threads marked
as doing some Tpc operations

kd> !1pc port
Scanning 206 objects
1 Port: 0xel360320 Connection: 0xel360320
Ccommunication: 0x00000000 ’SeRmCommandPort’
1 Port: 0xel36bc20 Connection: 0xel36bc20
Communication: 0x00000000 ’SmApiPort’
1 Port: 0xel33ba80 Connection: 0xel33ba80
communication: 0x00000000 ’DbgSsApiPort’
1 Port: 0xel3606e0 Connection: 0xel3606e0
Communication: 0x00000000 ’DbguiApiPort’

1 Port: 0xe205f040 Connection: 0xe205f040
Communication: 0x00000000 ’LsaAuthenticationPort’
§

Locate the port named LsaAuthenticationPort in the output and then examine it by
passing its address to the /lpc command, as shown in the following code segment.

kd> !Tpc port 0xe205f040
Server connection port e205f040 Name: LsaAuthenticationPort
Handles: 1  References: 37
Server process : ff7d56c0 (lsass.exe)
Queue semaphore : ff7bfcc8
Semaphore state 0 (0x0)
The message queue is empty
The LpcbataInfoChainHead queue is empty
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Typically, LPCs are used between a server process and one or more client processes of that
server. An LPC connection can be established between two user-mode processes or between a
kernel-mode component and a user-mode process. For example, as noted in Chapter 2, Win-
dows processes send occasional messages to the Windows subsystem by using LPCs. Also,
some system processes use LPCs to communicate, such as Winlogon and Lsass. An example
of a kernel-mode component using an LPC to talk to a user process is the communication
between the security reference monitor and the LSASS process.

LPCs are designed to allow three methods of exchanging messages:

B A message that is shorter than 256 bytes can be sent by calling the LPC with a buffer
containing the message. This message is then copied from the address space of the send-
ing process into system address space, and from there to the address space of the receiv-
ing process.

m Ifaclientand a server want to exchange more than 256 bytes of data, they can choose to
use a shared section to which both are mapped. The sender places message data in the
shared section and then sends a small message to the receiver with pointers to where the
data is to be found in the shared section.

B When a server wants to read or write larger amounts of data than will fit in a shared sec-
tion, data can be directly read from or written to a client’s address space. The LPC com-
ponent supplies two functions that a server can use to accomplish this. A message sent
by the first function is used to synchronize the message passing.

An LPC exports a single executive object called the port object to maintain the state needed for
communication. Although an LPC uses a single object type, it has several kinds of ports:

B Server connection port A named port that is a server connection request point. Clients
can connect to the server by connecting to this port.

B Server communication port An unnamed port a server uses to communicate with a par-
ticular client. The server has one such port per active client.

m Client communication port An unnamed port a particular client thread uses to commu-
nicate with a particular server.

B Unnamed communication port An unnamed port created for use by two threads in the
same process.

LPCs are typically used as follows: A server creates a named server connection port object. A
client makes a connect request to this port. If the request is granted, two new unnamed ports,
a client communication port and a server communication port, are created. The client gets a
handle to the client communication port, and the server gets a handle to the server communi-
cation port. The client and the server will then use these new ports for their communication.

A completed connection between a client and a server is shown in Figure 3-30.
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Client address Kernel address space Server address
space space

Connection port

—>
Message [ LJ[]
queue
Client process Server process
Handle Handle
Client , Server Handle
communication communication
—
port port
Client view | +— —> | Server view
of section - of section
Shared
section

Figure 3-30 Use of LPC ports

Kernel Event Tracing

Various components of the Windows kernel and several core device drivers are instrumented
to record trace data of their operation for use in system troubleshooting. They rely on a com-
mon infrastructure in the kernel that provides trace data to the user-mode Event Tracing for
Windows (ETW) facility. An application that uses ETW falls into one or more of three catego-
ries:

m Controller A controller starts and stops logging sessions and manages buffer pools.

m Provider A provider defines GUIDs (globally unique identifiers) for the event classes it
can produce traces for and registers them with ETW. The provider accepts commands
from a controller for starting and stopping traces of the event classes for which it’s
responsible.

B Consumer A consumer selects one or more trace sessions for which it wants to read
trace data. They can receive the events in buffers in real-time or in log files.

Windows Server systems include several built-in providers in user mode, including ones for
Active Directory, Kerberos, and Netlogon. ETW defines a logging session with the name NT
Kernel Logger (also known as the kernel logger) for use by the kernel and core drivers. The
provider for the NT Kernel Logger is implemented by the Windows Management Instrumen-
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tation (WMI) device driver (driver name Wmixwdm), which is part of Ntoskrnl.exe. (See the
WMI section in Chapter 5 for more information on WML) Besides serving as the core of the
kernel logger, the driver manages user-mode ETW event class registration.

The WMI driver exports I/O control interfaces for use by the ETW routines in user mode and
the device drivers that provide traces data for the kernel logger. (See Chapter 9 for more infor-
mation on I/O control commands.) It also implements functions for use by the components

in Ntoskrnl.exe kernel mode that produce trace output.

When a controller in user mode enables the kernel logger, the ETW library, which is imple-
mented in \Windows\System32\Ntdll.dll, sends an I/O control request to the WMI driver
telling it which event classes the controller wants to start tracing. If file logging is configured
(as opposed to in-memory logging to a buffer), the WMI driver creates a system thread in the
system process that creates a log file. When the WMI driver receives trace events from the
enabled trace sources, it records them to a buffer. If it was started, the file logging thread
wakes up once per second to dump the contents of the buffers to the log file.

Trace records generated for the kernel logger have a standard ETW trace event header, which
records timestamp, process, and thread IDs, as well as information on what class of event the
record corresponds to. Event classes can provide additional data specific to their events. For
example, disk event class trace records indicate the operation type (read or write), disk num-
ber at which the operation is directed, and sector offset and length of the operation.

The trace classes that can be enabled for the kernel logger and the component that generates
each class include:

Disk I/0 Disk class driver

File 1/0 File system drivers

Hardware Configuration Plug and play manager (See Chapter 9 for information on the
Plug and Play Manager.)

Image Load/Unload The system image loader in the kernel
Page Faults Memory manager (See Chapter 7 for more information on page faults.)

Process Create/Delete Process manager (See Chapter 6 for more information on the
process manager.)

Thread Create/Delete Process manager

Registry Activity Configuration manager (See “The Registry” section in Chapter 4 for
more information on the configuration manager.)

B TCP/UDP Activity TCP/IP driver

You can find more information on ETW and the kernel logger, including sample code for con-
trollers and consumers, in the Platform SDK.
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EXPERIMENT: Tracing TCP/IP Activity with the Kernel Logger

To enable the kernel logger and have it generate a log file of TCP/IP activity, follow these

steps:

Run the Performance Tool, and select the Performance Logs And Alerts node.

Select Trace Logs, and then select New Log Settings from the Action menu.

1
2
3. When prompted, enter a name for the settings (for example, experiment).
4

On the dialog box that opens, select the Events Logged By System Provider option
and then deselect everything except the Network TCP/IP option.

5. Inthe Run As edit box, enter the Administrator account name and set the pass-

word to match it.

experiment Properties

General | Log Files || Schedule | Advanced

Currert log fle name:

‘\Perflogs\experiment DDDDDZ et

This log begins when it is started manually.

(&) Everts logged by system provider:
[] Procsss creations/deletions  [] Network TCP/IP
[ Thread crestions/deletions [ Page fauts
[] Disks input/output [ Eile details

©) Nensystem providers:

Run Ag: |administrator

6. Dismiss the dialog box, and generate network activity by opening a browser and

visiting a Web site.

7. Select the trace log you created in the trace log node, and select Stop from the

Action menu.

8. Open a command prompt, and change to the C:\Perflogs directory (or the direc-
tory into which you specified that the trace log file be stored).

9. Ifyou are running Windows XP or Windows Server 20003, run Tracerpt (located
in the \Windows\System32 directory) and pass it the name of the trace log file. If
you are running Windows 2000, download and run Tracedmp from the Windows

2000 Resource Kit. Both tools generate two files: dumpfile.csv and summary.txt.
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10. Open dumpfile.csv in Microsoft Excel or in a text editor. You should see TCP and/
or UDP trace records like the following:
Teplp Recv OXFFFFFFFF 127E+17 0 O 4 88 192168001101 192168001108 4608 0 0 0
Teplp Send OXFFFFFFFF 127E+17 0 O 4 76 192168001101 192168001108 4608 0 0O O
Teplp Recv OXFFFFFFFF 127E+17 0 O 4 88 192168001101 192168001108 4608 0 0 O
Teplp Send OXFFFFFFFF 127E+17 O O 4 76 192168001101 192168001108 4608 0 0 O
Teplp Recv OXFFFFFFFF 127E+17 0 O 4 88 192168001101 192168001108 4608 0 0 O
Teplp Send OXFFFFFFFF 127E+17 O O 4 76 192168001101 192168001108 4608 0 0O O
Teplp Recv OXFFFFFFFF 127E+17 0 O 4 88 192168001101 192168001108 4608 0 0 O
Teplp Send OXFFFFFFFF 127E+17 0 0 4 76 192168001101 192168001108 4608 0 0 0

Wow64

Wow64 (Win32 emulation on 64-bit Windows) refers to the software that permit the execution
of 32-bit x86 applications on 64-bit Windows. It is implemented as a set of user-mode Dlls:

B Wow64.dll: Manages process and thread creation, hooks exception dispatching and
base system calls exported by Ntoskrnl.exe. It also implements file system redirection
and registry redirection and reflection.

B Wow64Cpu.dll: Manages the 32-bit CPU context of each running thread inside Wow64,
and provides processor architecture-specific support for switching CPU mode from 32-
bit to 64-bit and vice versa.

B Wow64Win.dll: Intercepts the GUI system calls exported by Win32k.sys.

The relationship of these Dlls is shown in Figure 3-31.

32-bit EXE, DLLs

32-bit Ntdll.dll

Wow64cpu.dll

[ wowsadi | [wowsawindil |

| 6a-bit neditanl |

| Ntoskrnl.exe | |Win32k.sys |

Figure 3-31 Wow64 architecture
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Wow64 Process Address Space Layout

Wow64 processes may run with 2 GB or 4 GB of virtual space. If the image header has the
large address aware flag set, then the memory manager will reserve the user mode address
space above the 4 GB boundary through the end of the user mode boundary. If the image is
not marked large address space aware, the memory manager will reserve the user mode
address space above 2 GB. (For more information on large address space support, see the sec-
tion “x86 User Address Space Layouts” in Chapter 7.)

System Calls

Wow64 hooks all the code paths where 32-bit code would transition to the native 64-bit sys-
tem or when the native system needs to call into 32-bit user mode code. During process cre-
ation, the process manager maps into the process address space the native 64-bit Ntdll.dll.
When the loader initialization is called, it inspects the image header and if it is 32-bit x86, it
loads Wow64.dll. Wow64 then maps in the 32-bit Ntdll.dll (stored in the \Win-
dows\System32\Syswow64 directory). Wow64 then sets up the startup context inside Ntdll,
switches the CPU mode to 32-bits, and starts executing the 32-bit loader. From this point
onward, execution continues as if the process is running on a native 32-bit system.

Special 32-bit versions of NtdllL.dll, User32.dll, and Gdi32.dll are located in the \Win-
dows\System32\Syswow64 folder. These call into Wow64 rather than issuing the native 32-bit
system call instruction. Wow64 transitions to native 64-bit mode, captures the parameters asso-
ciated with the system call (converting 32-bit pointers to 64-bit pointers), and issues the corre-
sponding native 64-bit system call. When the native system call returns, Wow64 converts any
output parameters if necessary from 64-bit to 32-bit formats before returning to 32-bit mode.

Exception Dispatching

Wow64 hooks exception dispatching through ntdIl’s KiUserExceptionDispatcher. Whenever
the 64-bit kernel is about to dispatch an exception to a Wow64 process, Wow64 captures the
native exception and context record in user mode and then prepares a 32-bit exception and

context record and dispatches it the same way the native 32-bit kernel would do.

User Callbacks

Wow64 intercepts all callbacks from the kernel into user mode. Wow64 treats such calls as
system calls; however, the data conversion is done in the reverse order: input parameters are
converted from 64-bits to 32-bits and output parameters are converted when the callback
returns from 32-bit to 64-bit.
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File System Redirection

To maintain application compatibility and to reduce the effort of porting applications from
Win32 to 64-bit Windows, system directory names were kept the same. Therefore, the \Win-
dows\System32 contains native 64-bit images. Wow64, as it hooks all the system calls, trans-
lates all the path-related APIs, and replaces the path name of the \Windows\System32 folder
with \Windows\System32\Syswow64. Wow64 also redirects \Windows\System32\Ime to
\Windows\System32\IME (x86) to help 32-bit application compatibility on 64-bit systems
with Far East languages installed. Also, 32-bit programs are installed in \Program Files (x86),
while 64-bit programs go in the normal \Program Files folder.

There are a few subdirectories of \Windows\System32 which, for compatibility reasons, are
exempted from being redirected such that accesses to them made by 32-bit applications actu-
ally access the real one. These directories include:

B %windir%\system32\drivers\etc
B %windir%\system32\spool

B %windir%\system32\catroot2
|

%windir%\system32\logfiles

Finally, Wow64 provides a mechanism to disable the file system redirection built into Wow64
on a per-thread basis using the Wow64EnableWow64FsRedirection function, available on Win-
dows Server 2003 and later.

Registry Redirection and Reflection

Applications and components store their configuration data in the registry. Components usu-
ally write their configuration data in the registry when they are registered during installation.
If the same component is installed and registered both as a 32-bit binary and a 64-bit binary,
then the last component being registered will override the registration of the previous compo-
nent as they both write to the same location in the registry.

To help solve this problem transparently without introducing any code changes to 32-bit com-
ponents, the registry is split into two portions: Native and Wow64. By default, 32-bit compo-
nents access the 32-bit view, and 64-bit components access the 64-bit view. This provides a
safe execution environment for 32-bit and 64-bit components and separates the 32-bit appli-
cation state from the 64-bit one if it exists.

To implement this, Wow64 intercepts all the system calls that open registry keys and re-trans-
lates the key path to point it to the Wow64 view of the registry. Wow64 splits the registry at
these points:

m HKLM\Software
m HKEY CLASSES ROOT
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m HKEY_CURRENT_USER\Software\Classes

Under each of these keys, Wow64 creates a key called Wow6432Node. Under this key is
stored 32-bit configuration information. All other portions of the registry are shared between
32-bit and 64-bit applications (e.g., HKLM\System).

For applications that need to explicitly specify a registry key for a certain view, the following
flags on the RegOpenKeyEx and RegCreateKeyEx permit this:

B KEY WOWO64_64KEY - explicitly opens a 64-bit key from either a 32-bit or 64-bit
application
B KEY_ WOWG64_32KEY - explicitly opens a 32-bit key from either a 32-bit or 64-bit

application

To enable interoperability through 32-bit and 64-bit COM components, Wow64 mirrors cer-
tain portions of the registry when updated in one view to the other. It does this by intercept-
ing updates to any of the reflected keys, and mirrors the changes intelligently to the other view
of the registry. The list of reflected keys is:

HKEY_LOCAL_MACHINE\Software\Classes
HKEY_LOCAL_MACHINE\Software\Ole
HKEY_LOCAL_MACHINE\Software\Rpc
HKEY_LOCAL_MACHINE\Software\COM3

m HKEY_LOCAL_MACHINE\Software\EventSystem

Reflection of HKLM\Software\Classes\CLSID is intelligent; only LocalServer32 CLSIDs are
reflected because they run out of process, thus they can be COM-activated by 32-bit or 64-bit
applications. However, InProcServer32 CLSIDs are not reflected because 32-bit COM DLLs can’t
be loaded in a 64-bit process and likewise 64-bit COM DLLs can’t be loaded in a 32-bit process.

When reflecting a key/value, the registry reflector marks the key so that it understands that it
has been created by the reflector. This is to help the deletion case when deleting a key that has
been reflected; thus the reflector will be able to tell if it needs to delete the reflected key if it has
been written by the reflector.

I/0 Control Requests

Besides normal read and write operations, applications can communicate with some device
drivers through device I/O control functions using the Windows DeviceloControlFile API. The
application may specify an input and/or output buffer along with the call. If the buffer con-
tains pointer-dependent data, and the process sending the control request is a Wow64 pro-
cess, then the view of the input and/or output structure is different between the 32-bit
application and the 64-bit driver, since pointers are 4 bytes for 32-bit applications and 8 bytes
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for 64-bit applications. In this case, the kernel driver is expected to convert the associated
pointer-dependent structures. Drivers can call the IoIs32bitProcess function to detect if an 1/0O
request originated from a Wow64 process or not.

16-Bit Installer Applications

Wow64 doesn’t support running 16-bit applications. However, since many application install-
ers are 16-bit programs, Wow64 has special case code to make references to certain well
known 16-bit installers work. These installers include:

B Microsoft ACME Setup version: 2.6, 3.0, 3.01, and 3.1.

m InstallShield version 5.x (where x is any minor version number).

Whenever a 16-bit process is about to be created using CreateProcess() APL, Ntvdm64.dll is
loaded and control is transferred to it to inspect whether the 16-bit executable is one of the
supported installers. If it is, another CreateProcess is issued to launch a 32-bit version of the
installer with the same command line arguments.

Printing

32-bit printer drivers cannot be used on 64-bit Windows. Print drivers must be ported to
native 64-bit versions. However, since printer drivers run in the user mode address space of
the requesting process, and since only native 64-bit printer drivers are supported on 64-bit
Windows, a special mechanism is needed to support printing from 32-bit processes. This is
done by redirecting all printing functions to Splwow64.exe, the Wow64 RPC print server.
Since Splwow64 is a 64-bit process, it can load 64-bit printer drivers.

Restrictions

Wow64 does not support the execution of 16-bit applications (this is supported on 32-bit ver-
sions of Windows) or the loading of 32-bit kernel mode device drivers (they must be ported
to native 64-bits). Wow64 processes can only load 32-bit DLLs and can’t load native 64-bit
Dlls. Likewise, native 64-bit processes can’t load 32-bit DLLs.

In addition to the above, due to page size differences, Wow64 on 1A-64 systems does not sup-
port the ReadFileScatter, WriteFileGather, GetWriteWatch, or Address Window Extension
(AWE) functions. Also, hardware acceleration through DirectX is not available (software emu-
lation is provided for Wow64 processes).

Conclusion

In this chapter, we’ve examined the key base system mechanisms on which the Windows
executive is built. In the next chapter, we’ll look at three important mechanisms involved with
the management infrastructure of Windows: the registry, services, and Windows Management
Instrumentations (WMI).



Chapter 4
Management Mechanisms

This chapter describes three fundamental mechanisms in Microsoft Windows that are critical
to the management and configuration of the system:

B The registry
B Services

B Windows Management Instrumentation

The Registry

The registry plays a key role in the configuration and control of Windows systems. It is the
repository for both systemwide and per-user settings. Although most people think of the reg-
istry as static data stored on the hard disk, as you'll see in this section, the registry is also a
window into various in-memory structures maintained by the Windows executive and kernel.
This section isn’t meant to be a complete reference to the contents of the Windows registry.
That kind of in-depth information is documented in the “Technical Reference to the Windows
2000 Registry” help file in the Windows 2000 resource kits (Regentry.chm), and for Windows
XP and Windows Server 2003 that information can be found online as part of the Windows
Server 2003 Deployment Kit at http;//www.microsoft.com/windowsserver2003/techinfo,/ reskit/
deploykit.mspx.

We'll start by providing you with an overview of the registry structure, a discussion of the data
types it supports, and a brief tour of the key information Windows maintains in the registry.
Then we'll look inside the internals of the configuration manager, the executive component
responsible for implementing the registry database. Among the topics we’ll cover are the inter-
nal on-disk structure of the registry, how Windows retrieves configuration information when
an application requests it, and what measures are employed to protect this critical system
database.

Viewing and Changing the Registry

In general, you should never have to edit the registry directly: application and system settings
stored in the registry that might require manual changes should have a corresponding user
interface to control their modification. However, as you've already seen a number of times in
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this book, some advanced and debug settings have no editing user interface. Therefore, a
number of tools are included with Windows that enable you to view and modify the registry.

Windows 2000 comes with two tools for editing the registry—Regedit.exe and Regedt32.exe—
whereas Windows XP and Windows Server 2003 have only Regedit.exe. The reason is that the
Windows 2000 version of Regedit, which has flexible searching, importing, and exporting
capabilities, was ported from Windows 98 and therefore does not support editing or viewing
registry security or registry data types not defined on Windows 98. Windows 2000 includes
Regedt32 because although it doesn’t have as powerful a search feature or support importing
and exporting, it was written to run only on Windows 2000 and so it supports security and
Windows 2000-specific data types. The Regedit included with Windows XP and Windows
Server 2003 includes security editing and knowledge of all registry data types, and thus obvi-
ates the need for Regedt32.

There are also a number of command-line registry tools. Reg.exe, for instance, which is
included in Windows XP and Windows Server 2003 and available in the Windows 2000 Sup-
port Tools, has the ability to import, export, back up, and restore keys, as well as to compare,
modify, and delete keys and values.

Registry Usage

There are three principal times that configuration data is read:

m During the boot process, the system reads settings that specify what device drivers to
load and how various subsystems—such as the memory manager and process manager—
configure themselves and tune system behavior.

m During login, Explorer and other Windows components read per-user preferences from
the registry, including network drive-letter mappings, desktop wallpaper, screen saver,
menu behavior, and icon placement.

m During their startup, applications read systemwide settings, such as a list of optionally
installed components and licensing data, as well as per-user settings that might include
menu and toolbar placement and a list of most-recently accessed documents.

However, the registry can be read at other times as well, such as in response to a modification
of a registry value or key. Some applications monitor their configuration settings in the regis-
try and read updated settings when they see a change. In general, however, on an idle system
there should be no registry activity.

The registry is commonly modified in the following cases:

m Although not a modification, the registry’s initial structure and many default settings are
defined by a prototype version of the registry that ships on the Windows setup media
that is copied onto a new installation.

m Application setup utilities create default application settings and settings that reflect
installation configuration choices.
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m During the installation of a device driver, the Plug and Play system creates settings in the
registry that tell the I/O manager how to start the driver and creates other settings that
configure the driver’s operation. (See Chapter 9 for more information on how device
drivers are installed.)

m  When you change application or system settings through user interfaces, the changes
are often stored in the registry.

Note Sadly, some applications poll the registry looking for changes when they should be
using the registry's RegNotifyChangeKey function, which puts a thread to sleep until a change

occurs to the area of the registry in which they're interested.

Registry Data Types

The registry is a database whose structure is similar to that of a disk volume. The registry con-
tains keys, which are similar to a disk’s directories, and values, which are comparable to files on
a disk. A key is a container that can consist of other keys (subkeys) or values. Values, on the
other hand, store data. Top-level keys are root keys. Throughout this section, we’ll use the
words subkey and key interchangeably. (Only root keys are not subkeys.)

Both keys and values borrow their naming convention from the file system. Thus, you can
uniquely identify a value with the name mark, which is stored in a key called trade, with the
name trade\mark. One exception to this naming scheme is each key’s unnamed value. The
two Registry Editor utilities, Regedit and Regedt32, display these values differently: Regedit
displays the unnamed value as (Default); Regedt32 uses <No Name>.

Values store different kinds of data and can be one of the 15 types listed in Table 4-1. The majority
of registry values are REG_DWORD, REG_BINARY, or REG_SZ. Values of type REG_DWORD
can store numbers or Booleans (on/off values); REG_BINARY values can store numbers larger
than 32 bits or raw data such as encrypted passwords; REG_SZ values store strings (Unicode, of
course) that can represent elements such as names, filenames, paths, and types.

Table 4-1 Registry Value Types

Value Type Description

REG_NONE No value type.

REG_SZ Fixed-length Unicode string.

REG_EXPAND_SZ Variable-length Unicode string that can have embed-
ded environment variables.

REG_BINARY Arbitrary-length binary data.

REG_DWORD 32-bit number.

REG_DWORD_LITTLE_ENDIAN 32-bit number, with low byte first. This is equivalent
to REG_DWORD.

REG_DWORD_BIG_ENDIAN 32-bit number, with high byte first.

REG_LINK Unicode symbolic link.
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Table 4-1 Registry Value Types

Value Type Description

REG_MULTI_SZ Array of Unicode NULL-terminated strings.

REG_RESOURCE_LIST Hardware resource description.

REG_FULL_RESOURCE_DESCRIPTOR Hardware resource description.

REG_RESOURCE_REQUIREMENTS_LIST Resource requirements.

REG_QWORD 64-bit number.

REG_QWORD_LITTLE_ENDIAN 64-bit number, with low byte first. This is equivalent
to REG_QWORD.

REG_QWORD_BIG_ENDIAN 64-bit number, with high byte first.

The REG_LINK type is particularly interesting because it lets a key transparently point to
another key or value. When you traverse the registry through a link, the path searching con-
tinues at the target of the link. For example, if \Root1\Link has a REG_LINK value of
\Root2\RegKey, and RegKey contains the value RegValue, two paths identify RegValue:
\Root1\Link\RegValue and \Root2\RegKey\RegValue. As explained in the next section,
Windows prominently uses registry links: three of the six registry root keys are links to sub-
keys within the three nonlink root keys. Links aren’t saved; they must be dynamically created
after each reboot.

Registry Logical Structure

You can chart the organization of the registry via the data stored within it. There are six root
keys (and you can’t add new root keys or delete existing ones) that store information, as
shown in Table 4-2.

Table 4-2 The Six Root Keys

Root Key Description

HKEY_CURRENT_USER Stores data associated with the currently logged-on user

HKEY_USERS Stores information about all the accounts on the machine

HKEY_CLASSES_ROOT Stores file association and Component Object Model (COM)
object registration information

HKEY_LOCAL_MACHINE Stores system-related information

HKEY_PERFORMANCE_DATA Stores performance information

HKEY_CURRENT_CONFIG Stores some information about the current hardware profile

Why do root-key names begin with an H? Because the root-key names represent Windows
handles (H) to keys (KEY). As mentioned in Chapter 1, HKLM is an abbreviation used for
HKEY_LOCAL_MACHINE. Table 4-3 lists all the root keys and their abbreviations. The fol-
lowing sections explain in detail the contents and purpose of each of these six root keys.
Again, see the “Technical Reference to the Windows 2000 Registry” help file in the Windows
2000 resource kits or the registry section of the Windows Server 2003 Deployment Kit for
details on the contents of these keys.
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Abbrevia-

Root Key tion Description Link
HKEY_CURRENT_ HKCU Points to the user profile Subkey under HKEY_USERS
USER of the currently logged-on corresponding to currently

user logged-on user
HKEY_USERS HKU Contains subkeys for all loaded Not a link

user profiles
HKEY_CLASSES_ HKCR Contains file association HKLM\SOFTWARE\Classes
ROOT and COM registration

information
HKEY_LOCAL_ HKLM Placeholder—contains other  Not a link
MACHINE keys
HKEY_CURRENT_ HKCC Current hardware profile HKLM\SYSTEM\CurrentCon-
CONFIG trolSet\Hardware Profiles\

Current

HKEY_PERFOR- HKPD Performance counters Not a link

MANCE_DATA

HKEY_CURRENT_USER

The HKCU root key contains data regarding the preferences and software configuration of the
locally logged-on user. It points to the currently logged-on user’s user profile, located on the
hard disk at \Documents and Settings\<username>\Ntuser.dat. (See the section “Registry
Internals” later in this chapter to find out how root keys are mapped to files on the hard disk.)
Whenever a user profile is loaded (such as at logon time or when a service process runs under
the context of a specific username), HKCU is created as a link to the user’s key under
HKEY_USERS. Table 4-4 lists some of the subkeys under HKCU.

Table 4-4 HKEY_CURRENT_USER Subkeys

Subkey Description
AppEvents Sound/event associations
Console Command window settings (for example, width, height, and

colors)

Control Panel

Screen saver, desktop scheme, keyboard, and mouse settings
as well as accessibility and regional settings

Environment

Environment variable definitions

Keyboard Layout

Keyboard layout setting (for example, U.S. or U.K.)

Network Network drive mappings and settings
Printers Printer connection settings
Software User-specific software preferences

UNICODE Program Groups

User-specific start menu group definitions

Windows 3.1 Migration Status

File status data for systems that upgrade from Windows 3.x to

Windows 2000 and higher
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HKEY_USERS

HKU contains a subkey for each loaded user profile and user class registration database on
the system. It also contains a subkey named HKU\.DEFAULT that is linked to the profile for
the system (which is used by processes running under the local system account and is
described in more detail in the section “Services” later in this chapter). This is the profile used
by Winlogon, for example, so that changes to the desktop background settings in that profile
will be implemented on the logon screen. When a user logs on to a system for the first time
and her account does not depend on a roaming domain profile (that is, the user’s profile is
obtained from a central network location at the direction of a domain controller), the system
creates a profile for her account that's based on the profile stored in C:\Documents and Set-
tings\Default User.

The location under which the system stores profiles is defined by the registry value
HKLM\Software\Microsoft\Windows NT\CurrentVersion\ProfileList\ProfilesDirectory,
which is by default set to %SystemDrive%\Documents and Settings. The ProfileList key also
stores the list of profiles present on a system. Information for each profile resides under a sub-
key that has a name reflecting the Security Identifier (SID) of the account to which the profile
corresponds. (See Chapter 8 for more information on SIDs.) Data stored in a profile’s key
includes the time of the last load of the profile in the ProfileLoadTimeLow and ProfileLoad Time-
High values, the binary representation of the account SID in the Sid value, and the path to the
profile’s on-disk hive (which is described later in this chapter in the “Hives” section) in the
ProfilelmagePath directory. Windows XP and Windows Server 2003 show the list of profiles
stored on a system in the User Profiles management dialog box, shown in Figure 4-1, that you
access by clicking Settings in the User Profiles section of the Advanced Tab on the System
Control Panel applet.

User Profiles

information related to your user account, You can create a
different profile on each computer you use, or you can select a
roaming profile that is the same on every computer you use,

ﬁg User profiles store settings For your deskkop and other

Profiles stored on this computer:

Marme Size  Type Stakus M...

4:] Local S

AUSTIMmark 67.8MB  Local Local 5.

MR-¥ECM Administrator 973KE Local Local 5.

MR-XECN Mark 891 KB Local Local 5.

MR-¥ECN best 859 KB Local Local 5.
Change Type ] [ Delete ] [ Copy To

To create new user accounts, open User Accounts in Control Panel,

[ Ok H Cancel ]

Figure 4-1 The User Profiles management dialog box



Chapter 4 Management Mechanisms 189

EXPERIMENT: Watching Profile Loading and Unloading

You can see a profile load into the registry and then unload by using the Runas com-
mand to launch a process in an account that’s not currently logged on to the machine.
While the new process is running, run Regedit and note the loaded profile key under
HKEY_USERS. After terminating the process, perform a refresh in Regedit by pressing
the F5 key and the profile should no longer be present.

HKEY_CLASSES_ROOT

HKCR consists of two types of information: file extension associations and COM class regis-
trations. A key exists for every registered filename extension. Most keys contain a REG_SZ
value that points to another key in HKCR containing the association information for the class
of files that extension represents. For example, HKCR\.xls would point to information on
Microsoft Excel files in a key such as HKCU\Excel.Sheet.8. Other keys contain configuration
details for COM objects registered on the system.

The data under HKEY_CLASSES_ROOT comes from two sources:

B The per-user class registration data in HKCU\SOFTWARE\Classes (mapped to the file
on hard disk \Documents and Settings\<username>\Local Settings\Application
Data\Microsoft\Windows\Usrclass.dat)

m Systemwide class registration data in HKLM\SOFTWARE\Classes

The reason that there is a separation of per-user registration data from systemwide registration
data s so that roaming profiles can contain these customizations. It also closes a security hole:
a nonprivileged user cannot change or delete keys in the systemwide version
HKEY_CLASSES_ROOT, and thus cannot affect the operation of applications on the system.
Nonprivileged users and applications can read systemwide data and can add new keys and
values to systemwide data (which are mirrored in their per-user data), but they can modity
existing keys and values in their private data only.

HKEY_LOCAL_MACHINE

HKLM is the root key that contains all the systemwide configuration subkeys: HARDWARE,
SAM, SECURITY, SOFTWARE, and SYSTEM.

The HKLM\HARDWARE subkey maintains descriptions of the system’s hardware and all
hardware device-to-driver mappings. The Device Manager tool (which is available by running
System from Control Panel, clicking the Hardware tab, and then clicking Device Manager) lets
you view registry hardware information that it obtains by simply reading values out of the
HARDWARE key.
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EXPERIMENT: Fun with the Hardware Key

You can fool your coworkers or friends into thinking that you have the latest and greatest
processor by modifying the value of the ProcessorNameString value under HKLM\HARD-
WARE\DESCRIPTION\System\CentralProcessor\0. The System applet of the control
panel displays the ProcessorNameString value on the General page. Changes you make to
other values in that key, such as the “MHz, do not have any affect on what the System
applet displays, however, because the system caches many of the values for use by func-
tions that applications use to query the system’s processor capabilities.

HKLM\SAM holds local account and group information, such as user passwords, group defi-
nitions, and domain associations. Windows Server systems that are operating as domain con-
trollers store domain accounts and groups in Active Directory, a database that stores
domainwide settings and information. (Active Directory isn’t described in this book.) By
default, the security descriptor on the SAM key is configured so that even the administrator
account doesn’t have access.

HKLM\SECURITY stores systemwide security policies and user-rights assignments.
HKLM\SAM is linked into the SECURITY subkey under HKLM\SECURITY\SAM. By default,
you can’t view the contents of HKLM\SECURITY or HKLM\SAM\SAM because the security
settings of those keys allow access only by the system account. (System accounts are dis-
cussed in greater detail later in this chapter.) You can change the security descriptor to allow
read access to administrators, or you can use PsExec to run Regedit in the local system
account (as shown in the related experiment for how to do that) if you want to peer inside.
However, that glimpse won’t be very revealing because the data is undocumented and the
passwords are encrypted with one-way mapping—that is, you can’t determine a password
from its encrypted form.

HKLM\SOFTWARE is where Windows stores systemwide configuration information not
needed to boot the system. Also, third-party applications store their systemwide settings here,
such as paths to application files and directories, and licensing and expiration date information.

HKLM\SYSTEM contains the systemwide configuration information needed to boot the sys-
tem, such as which device drivers to load and which services to start. Because this information
is critical to starting the system, Windows also maintains a copy of part of this information,
called the last known good control set, under this key. The maintenance of a copy allows an admin-
istrator to select a previously working control set in the case that configuration changes made to
the current control set prevent the system from booting. For details on when Windows declares
the current control set “good,” see the section “Accepting the Boot and Last Known Good.”

HKEY_CURRENT_CONFIG

HKEY_CURRENT_CONTFIG is just a link to the current hardware profile, stored under
HKLM\SYSTEM\ CurrentControlSet\Hardware Profiles\Current. Hardware profiles allow
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the administrator to configure variations to the base system driver settings. Although the
underlying profile might change from boot to boot, applications can always reference the cur-
rently active profile through this key. Hardware profile management is managed through the
Hardware Profiles dialog box that you access by clicking Settings in the Hardware Profiles sec-
tion on the Hardware page of the Control Panel’s System applet. During the boot process,
Ntldr will prompt you to specify which profile it should use if there is more than one.

HKEY_PERFORMANCE_DATA

The registry is the mechanism to access performance counter values on Windows, whether
those are from operating system components or server applications. One of the side benefits
of providing access to the performance counters via the registry is that remote performance
monitoring works “for free” because the registry is easily accessible remotely through the nor-
mal registry APIs.

You can access the registry performance counter information directly by opening a special key
named HKEY_PERFORMANCE_DATA and querying values beneath it. You won't find this
key by looking in the Registry Editor; this key is available only programmatically through the
Windows registry functions, such as RegQueryValueEx. Performance information isn’t actually
stored in the registry; the registry functions use this key to locate the information from perfor-
mance data providers.

You can also access performance counter information by using the Performance Data Helper
(PDH) functions available through the Performance Data Helper API (Pdh.dll). Figure 4-2
shows the components involved in accessing performance counter information.

Performance- Custom Custom Performance
monitoring  — application A application B tool
applications PP PP

. | RegQueryValueEx Windows Management Instrumentation
Programming _|
interfaces High-performance provider interface
Advapi32.dll | PerfLib | Registry DLL provider |

Performance
extension
DLL

System
performance
DLL

performance
data provider
object

Figure 4-2 Registry performance counter architecture
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Troubleshooting Registry Problems

Because the system and applications depend so heavily on configuration settings to guide
their behavior, system and application failures can result from changing registry data or secu-
rity. When the system or an application fails to read settings that it assumes it will always be
able to access, it can misbehave by crashing, displaying error messages that hide the root
cause, or by not executing with limited functionality. It’s virtually impossible to know what
registry keys or values are misconfigured without understanding how the system or the appli-
cation that’s failing is accessing the registry. In such situations, the Regmon utility from
www.sysinternals.com might provide the answer.

Regmon lets you monitor registry activity as it occurs. For each registry access, Regmon shows
you the process that performed the access and the time, type, and result of the access. This
information is useful for seeing how applications and the system rely on the registry, discov-
ering where applications and the system store configuration settings and troubleshooting
problems related to applications having missing registry keys or values. Regmon includes
advanced filtering and highlighting so that you can zoom in on activity related to specific keys
or values, or to the activity of particular processes.

Regmon Internals

Regmon relies on a device driver that it extracts from its executable image at run time and
then starts. Its first execution requires that the account running it have the Load Driver privi-
lege as well as the Debug privilege; subsequent executions in the same boot session require
only the Debug privilege because once loaded, the driver remains resident.

There are actually three drivers stored within the Regmon executable: one for use on
Windows 95, Windows 98, and Windows Millennium; one for Windows NT, Windows 2000,
and Windows XP; and another for use on Windows Server 2003. The reason that there is a
driver specific to Windows Server 2003 is that on Windows NT, Windows 2000, and Win-
dows XP the only way for a driver to monitor all registry activity is through system-call hook-
ing and because on Windows Server 2003 a driver can use the registry callback mechanism to
monitor registry activity. (Windows 95, Windows 98, and Windows Millennium support a
different registry monitoring mechanism.)

Recall from the “System Service Dispatching” section of Chapter 3 that system service func-
tion addresses are stored in a system service dispatch table in the kernel. A driver can hook a
system service by saving the address of a function from the array and replacing the array entry
with the address of its hook function. After performing theses steps, any invocations of the
hooked system service get diverted to the hooking driver’s function, which can examine or mod-
ify the parameters to the function and, optionally, execute the original system service function.
If it calls the original function, the driver can also examine the result of the operation and exam-
ine data the function returns, such as data associated with registry values. Figure 4-3 shows how
Regmon intercepts registry functions in kernel mode.
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The registry callback mechanism was introduced in Windows XP; however, Regmon still uses
system call hooking when run on Windows XP because the callback mechanism on Windows
XP does not report all registry activity. When a driver uses the callback mechanism, it registers
a callback function with the configuration manager. The configuration manager executes the
driver’s callback functions at certain points during the execution of registry system services so
that the driver has full visibility and control over registry accesses. Antivirus products that

scan registry data for viruses or prevent unauthorized processes from modifying the registry
are other users of the callback mechanism.

EXPERIMENT: Viewing Registry Activity on an Idle System

Because the registry implements the RegNotifyChangeKey function that applications can
use to request notification of registry changes without polling for them, when you Reg-
mon on a system that’s idle you should not see repetitive accesses to the same registry

keys or values. Any such activity identifies a poorly written application that unnecessar-

ily negatively affects a system’s overall performance.

Run Regmon, and after several seconds examine the output log to see whether you can
spot polling behavior. Right-click on an output line associated with polling, and choose
Process Properties from the context menu to view details about the process performing

the activity.
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1.

EXPERIMENT: Using Regmon to Locate Application Registry
Settings

In some troubleshooting scenarios, you might need to determine where in the registry
the system or an application stores particular settings. This experiment has you use Reg-
mon to discover the location of Notepad’s settings. Notepad, like most Windows appli-
cations, saves user preferences—such as word-wrap mode, font and font size, and
window position—across executions. By having Regmon watching when Notepad reads
or writes its settings, you can identify the registry key in which the settings are stored.
Here are the steps for doing this:

Have Notepad save a setting that you can easily search for in a Regmon trace. You
can do this by running Notepad, setting the font to Times New Roman, and then
exiting Notepad.

Run Regmon. Open the highlighting filter dialog box and enter notepad.exe in
the Include filter. This will have Regmon log only activity that has notepad.exe in
either the Process or Path columns.

Run Notepad again, and after it has launched stop Regmon’s event capture by tog-
gling Capture Events in the Regmon File menu.

Scroll to the top line of the resultant log and select it.

Press Ctrl+F to open a Find dialog box, and search for times new. Regmon should
highlight a line like the one shown in the following graphic that represents Note-
pad reading the font value from the Registry. Other operations in the immediate

vicinity should relate to other Notepad settings.

i Registry Monitor - Sysinternals: www.sysinternals.com

Ele Edt Options Help
H aped <2 | #F
#  Time Pracess Request  Path Resul: ~
8¢ 39752PM @ NOTEPADEXE3320  Duenalue HKCUMNSoftwaredMicrosolt\Notepad:itsic SUCCESS
85 33752PM O NOTEPEDEXE920  QuenValue HKCU\SoftwaretMicrosolt\Notepadiilnderine SUCCESS
85 39752PM O NOTEPADEXE3920  Ouenalue HKCU\Softwaretbicraso\NotepadiiStikeOut SUCCESS
87  33752PM O NOTEPADEXE3820  OuenValue HKCUNSoftwareMicrosolt\NotepadiCharSel SUCCESS
88 39752PM O NOTEPHDEXE3920  OueValue HKCU\SoftwareiMicroso\Notepad\iutPrecision  SUCCESS
B3 33752PM O NOTEPADEXE3320  QueValue HKCUMNSoftwareMicrosolt\Notepad\iCipPrecision  SUCCESS
90 33752PM O NOTEPEDEXE3320  QueyValue HKCU\SoftwareiMicrosolt\Notepad\iQually SUCCESS
337.52Pi_ B NOTE
=
93 33752PM O NOTEPADE
84 33762PM O NOTEPADEXE3820  QuenValue HKCUNSoftwaretMicrosolt\Notepadsiwiap SUCCESS
95 33752PM O NOTEPBDEXE3320  DuegValue HKCU'\Software\Microsoll\NolepadiStatusBar SUCCESS
9  3752PM O NOTEPADEXE3320  Quenalue HKCUN Notepad:i5avewindowPosi . SUCCESS
97 33752PM O NOTEPEDEXE3920  OuegValue HKCU\Software\MicrosoltiNotepadiszHeader SUCCESS
98 39752PM O NOTEPADEXE3920  DuenValue HKCLMNSoftwareAMicroso\NotepadiszTraier SUCCESS
93 33762PM O NOTEPADEME3920  QuegVale HKCUNSoftwaretMicrosoltiNotepad'iMarginT op SUCCESS
100 33752PM O NOTEPADEXE920  OuepValue HKCU M MotepadiMarginBatiom  SUCCESS
101 33752PM B NOTEPADEXE3320  Quenalue  HKCUNSoftwaretMicrosolt\NotepadiiarginLeft SUCCESS v

Finally, double-click the highlighted line. Regmon will execute Regedit (if it’s not
already running) and cause it to navigate to and select the Notepad referenced reg-
istry value.
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Regmon Troubleshooting Techniques

Two basic Regmon troubleshooting techniques are effective for discovering the cause of regis-
try-related application or system problems:

B Lookat the last thing in the Regmon trace that the application did before it failed. This
action might point to the problem.

m Compare a Regmon trace of the failing application with a trace from a working system.

To follow the first approach, run Regmon and then run the application. At the point the failure
occurs, go back to Regmon and stop the logging (by pressing Ctrl+E). Then go to the end of
the log and find the last operations performed by the application before it failed (or crashed,
hung, or whatever). Starting with the last line, work your way backward, examining the files,
registry keys, or both that were referenced—often this will help pinpoint the problem.

Use the second approach when the application fails on one system but works on another.
Capture a Regmon trace of the application on the working and failing systems, and save the
output to a log file. Then open the good and bad log files with Microsoft Excel (accepting the
defaults on the Import wizard), and delete the first three columns. (If you don’t delete the first
three columns, the comparison will show every line as different because the first three col-
umns contain information that is different from run to run, such as the time and the process
ID.) Finally, compare the resulting log files. (You can do this by using WinDiff, which on Win-
dows XP is included in the free support tools on the Windows XP CD, and for Windows 2000
itis included in the Resource Kit.)

Entries in a Regmon trace that have values of “NOTFOUND” or “ACCESS DENIED” in the
Result column are ones that you should investigate. NOTFOUND is reported when an appli-
cation attempts to read from a registry key or value that doesn’t exist. In many cases, a missing
key or value is innocuous because a process that fails to read a setting from the registry simply
falls back on default values. In some cases, however, applications expect to find values for
which there is no default and will fail if they are missing.

Access-denied errors are a common source of registry-related application failures and occur
when an application doesn’t have permission to access a key the way that it wants. Applica-
tions that do not validate registry operation results or perform proper error recovery will fail.

A common result string that might appear suspicious is BUFROVERFLOW. It does not indi-
cate a buffer-overflow exploit in the application that receives it. Instead, it’s used by the con-
figuration manager to inform an application that the buffer it specified to store a registry value
is too small to hold the value. Application developers often take advantage of this behavior to
determine how large a buffer to allocate to store a value. They first perform a registry query
with a O-length buffer that returns a buffer-overflow error and the length of the data it
attempted to read. The application then allocates a buffer of the indicated size and rereads the
value. You should therefore see operations that return BUFROVERFLOW repeat with a suc-
cessful result.
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In one example of Regmon being used to troubleshoot a real problem, it saved a user from
doing a complete reinstall of his Windows XP system. The symptom was that Internet
Explorer would hang on startup if the user did not first manually dial the Internet connection.
This Internet connection was set as the default connection for the system, so starting Internet
Explorer should have caused an automatic dial-up to the Internet (because Internet Explorer
was set to display a default home page upon startup).

An examination of a Regmon log of Internet Explorer startup activity, going backward from
the point in the log where Internet Explorer hung, showed a query to a key under
HKCU\Software\Microsoft\RAS Phonebook. The user reported that he had previously unin-
stalled the dialer program associated with the key and manually created the dial-up connec-
tion. Because the dial-up connection name did not match that of the uninstalled dialer
program, it appeared that the key had not been deleted by the dialer’s uninstall program and
that it was causing Internet Explorer to hang. After the key was deleted, Internet Explorer
functioned as expected.

Logging Activity in Unprivileged Accounts or During Logon/Logoff

A common application-failure scenario is that an application works when run in an account
that has Administrative group membership but not when run in the account of an unprivi-
leged user. As described earlier, executing Regmon requires security privileges that are not
normally assigned to standard user accounts, but you can capture a trace of applications exe-
cuting in the logon session of an unprivileged user by using the Runas command to execute
Regmon in an administrative account.

If a registry problem relates to account logon or logoff, you'll also have to take special steps to be
able to use Regmon to capture a trace of those phases of a logon session. Applications that are run
in the local system account are not terminated when a user logs off, and you can take advantage
of that fact to have Regmon run through a logoff and subsequent logon. You can launch Regmon
in the local system account either by using the At command that’s built into Windows and spec-
ifying the /interactive flag, or by using the PsExec utility from www.sysinternals.com, like this:

psexec =i =s =d c:\regmon.exe

The -i switch directs PsExec to have Regmon's window appear on the interactive console, the
-s switch has PsExec run Regmon in the local system account, and the -d switch has PsExec
launch Regmon and exit without waiting for Regmon to terminate. When you execute this
command, the instance of Regmon that executes will survive logoff and reappear on the desk-
top when you log back on, having captured the registry activity of both actions.

Another way to monitor registry activity during the logon, logoff, boot, or shut down process
is to use the Regmon log boot feature, which you can enable by selecting Log Boot in the
Options menu. The next time you boot the system, the Regmon device driver logs registry
activity from early in the boot to the \Windows\Regmon.log. It will continue logging to that
file until disk space runs out, the system shuts down, or you run Regmon. A log file storing a
registry trace of startup, logon, logoff, and shut down on a Windows XP system will typically
be between 50 and 150 MB in size.
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Registry Internals

In this section, you’ll find out how the configuration manager—the executive subsystem that
implements the registry—organizes the registry’s on-disk files. We’ll examine how the config-
uration manager manages the registry as applications and other operating system compo-
nents read and change registry keys and values. We'll also discuss the mechanisms by which
the configuration manager tries to ensure that the registry is always in a recoverable state,
even if the system crashes while the registry is being modified.

Hives

On disk, the registry isn’t simply one large file but rather a set of discrete files called hives. Each
hive contains a registry tree, which has a key that serves as the root or starting point of the tree.
Subkeys and their values reside beneath the root. You might think that the root keys displayed
by the Registry Editor tools correlate to the root keys in the hives, but such is not the case. Table

4-5 lists registry hives and their on-disk filenames. The pathnames of all hives except for user
profiles are coded into the configuration manager. As the configuration manager loads hives,
including system profiles, it notes each hive’s path in the values under the HKLM\SYS-
TEM\CurrentControlSet\Control\hivelist subkey, removing the path if the hive is unloaded.
(User profiles are unloaded when not referenced.) It creates the root keys, linking these hives
together to build the registry structure you're familiar with and that the Registry Editor displays.

Table 4-5 On-Disk Files Corresponding to Paths in the Registry

Hive Registry Path

Hive File Path

HKEY_LOCAL_MACHINE\SYSTEM

\Windows\System32\Config\System

HKEY_LOCAL_MACHINE\SAM

\Windows\System32\Config\Sam

HKEY_LOCAL_MACHINE\SECURITY

\Windows\System32\Config\Security

HKEY_LOCAL_MACHINE\SOFTWARE

\Windows\System32\Config\Software

HKEY_LOCAL_MACHINE\HARDWARE

Volatile hive

HKEY_LOCAL_MACHINE\SYSTEM\Clone

Volatile hive (on Windows 2000 only)

HKEY_USERS\<security ID of username>

\Documents and Settings\<username>\Ntuser.dat

HKEY_USERS\<security ID of user-
name>_Classes

\Documents and Settings\ <username>\Local
Settings\Application Data\Microsoft\Windows\
Usrclass.dat

HKEY_USERS\.DEFAULT

\Windows\System32\Config\Default

You'll notice that some of the hives listed in Table 4-5 are volatile and don’t have associated
files. The system creates and manages these hives entirely in memory; the hives are therefore
temporary. The system creates volatile hives every time it boots. An example of a volatile hive
is the HKLM\HARDWARE hive, which stores information about physical devices and the
devices’ assigned resources. Resource assignment and hardware detection occur every time
the system boots, so not storing this data on disk is logical.
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EXPERIMENT: Manually Loading and Unloading Hives

Regedt32 on Windows 2000 and Regedit on Windows XP and Windows Server 2003
have the ability to load hives that you can access through its File menu. This capability
can be useful in troubleshooting scenarios where you want to view or edit a hive from an
unbootable system or a backup medium. In this experiment, youw'll use Regedt32 (if
you're running Windows 2000) or Regedit (if you're running Windows XP and Win-
dows Server 2003) to load a version of the HKLM\SYSTEM hive that Windows Setup
creates and stores in \Windows\Repair during the install process.

1. Hives can be loaded only underneath HKLM or HKU, so open Regedit or
Regedt32, select HKLM, and choose Load Hive from the Regedit File menu or the
Regedt32 Registry menu.

2. Navigate to the \Windows\Repair directory in the Load Hive dialog box, select
System.bak, and open it. When prompted, enter Test as the name of the key under
which it will load.

Open the newly created HKLM\Test key, and explore the contents of the hive.

4. Open HKLM\System\CurrentControlSet\Control\Hivelist, and locate the entry
\Registry\Machine\Test, which demonstrates how the configuration manager
lists loaded hives in the HiveList key.

5. Select HKLM\Test, and choose Unload Hive from the Regedit File menu or the
Regedt32 Registry menu to unload the hive.

Hive Size Limits

In some cases, hive sizes are limited. For example, Windows places a limit on the size of the
HKLM\SYSTEM hive. It does so because Ntldr reads the entire HKLM\SYSTEM hive into
physical memory near the start of the boot process when virtual memory paging is not
enabled. Ntldr also loads Ntoskrnl and boot device drivers into physical memory, so it must
constrain the amount of physical memory assigned to HKLM\SYSTEM. (See Chapter 6 for
more information on the role Ntldr plays during the startup process.) On Windows 2000,
Ntldr places a fixed upper limit on its size of 12 MB, but on Windows XP and Windows Server
2003 it is more flexible, allowing the hive to be up to 200 MB or one fourth the amount of
physical memory on the system, whichever is lower.

On Windows 2000, there is also a limit on the combined sizes of all loaded registry hives.
Windows 2000 uses a type of kernel memory called paged pool to hold registry hives in mem-
ory, and therefore, the total amount of loaded registry data is constrained by the amount of
paged pool that’s available. The amount of paged pool the memory manager creates during its
initialization is based on a number of factors, such as the amount of physical memory on the
system. On a system where the memory manager creates the largest amount of paged pool



Chapter 4 Management Mechanisms 199

possible, the registry size limit is 376 MB. Because a system will not operate smoothly if there
is not enough paged pool left over for other uses, Windows 2000 won't let registry data grow
to more than 80 percent of paged pool and also honors a user-configurable registry quota if
it’s less than that amount. Click the Change button in the Virtual Memory section of the Per-
formance Options dialog box that you reach on the Advanced page of the Control Panel’s Sys-
tem applet to view or modily the registry quota setting, which you can see in Figure 4-4.
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Figure 4-4 Windows 2000 registry quota setting

The upper limit on the total size of loaded registry hives can create a limit on the number of
concurrently logged-in users on a Windows 2000 system running Terminal Services, because
each user’s profile contributes to the loaded hive size. On Windows XP and Windows Server
2003, the configuration manager therefore does not use paged pool and instead relies on the
memory manager’s memory-mapping functions to map into system memory only the por-
tions of registry hives that it’s accessing at any given point in time. There is no registry quota
on Windows XP or Windows Server 2003, and the total size of loaded hives does not con-
strain the scalability of Terminal Services.

EXPERIMENT: Looking at Hive Handles

The configuration manager opens hives by using the kernel handle table (described in
Chapter 3) so that it can access hives from any process context. Using the kernel handle
table is an efficient alternative to approaches that involve using drivers or executive com-
ponents to access from the system process only handles that must be protected from
user processes. You can use the Process Explorer utility, available from www.sysinter-
nals.com, to see the hive handles. On Windows 2000, the object manager reports kernel
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handle table handles as being opened in the System Idle process, and on Windows XP
and Windows Server 2003 it reports them as being opened in the System process. Select
the appropriate process for the Windows version that you are running, and select Han-
dles from the Lower Pane View menu entry in the View menu. Sort by handle type, and
scroll until you see the hive files, as shown in the following graphic.

#5 Process Explorer - Sysinternals: www.sysinternals.com

Fle Options View Process Find Handle Help
B O E X
Process PID  CPU Desciption Comparny Name A

= ] System Idie Process 0 %15
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[Fcsrss.ExE 512 Client Server Runtime Process Microsoft Corporation
= f i AGAR EvE PEV \Abidie T L P Miceonnts -
Type 7 Name Handle Access A&
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File Device\Tep B1140 GOD12015F
File CAWINDOWS\SYSTEM3Z\CONFIGNSECURITY 1148 (&00DD0003
File CAWINDOWS\SYSTEM3Z\CONFIG\SECURITY LOG &1150 (00000003
File CAWINDOWS\SYSTEM3Z\CONFIG\SOFTWARE 1158 (00000003
File CAWINDOWS\SYSTEM3Z\CONFIG\SOFTWARE.LOG Bc115C (00000003
File CAWINDOWS\SYSTEM3Z\CONFIG\SYSTEM 164 (00000003
File CAWINDOWS\SYSTEM3Z\CONFIG\SYSTEM.LOG (1168 B00DDDD3 %
CPU Usage: 3.85%  Commit Charge: 9.36% | Processes: 43

A special type of key known as a symbolic link makes it possible for the configuration manager
to link hives to organize the registry. A symbolic link is a key that redirects the configuration
manager to another key. Thus, the key HKLM\SAM is a symbolic link to the key at the root of
the SAM hive.

Hive Structure

The configuration manager logically divides a hive into allocation units called blocks in much
the same way that a file system divides a disk into clusters. By definition, the registry block
size is 4096 bytes (4 KB). When new data expands a hive, the hive always expands in block-
granular increments. The first block of a hive is the base block. The base block includes global
information about the hive, including a signature—regf—that identifies the file as a hive,
updated sequence numbers, a time stamp that shows the last time a write operation was initi-
ated on the hive, the hive format version number, a checksum, and the hive file’s internal file-
name (for example, \Device\HarddiskVolume I\WINDOWS\SYSTEM32\CONFIG\SAM).
We'll clarify the significance of the updated sequence numbers and time stamp when we
describe how data is written to a hive file. The hive format version number specifies the data
format within the hive. The configuration manager uses hive format version 1.3 on Windows
2000. On Windows XP and Windows Server 2003, it uses format version 1.3 for all hives
except for System and Software for roaming profile compatibility with Windows 2000. For
System and Software hives, it uses version 1.5 because of the new format’s optimizations for
large values and searching.

Windows organizes the registry data that a hive stores in containers called cells. A cell can hold
a key, a value, a security descriptor, a list of subkeys, or a list of key values. A field at the
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beginning of a cell’s data describes the data’s type. Table 4-6 describes each cell data type in
detail. A cell’s header is a field that specifies the cell’s size. When a cell joins a hive and the
hive must expand to contain the cell, the system creates an allocation unit called a bin. A bin
is the size of the new cell rounded up to the next block boundary. The system considers any
space between the end of the cell and the end of the bin to be free space that it can allocate to
other cells. Bins also have headers that contain a signature, hbin, and a field that records the
offset into the hive file of the bin and the bin’s size.

Table 4-6 Cell Data Types
Data Type Description

Key cell A cell that contains a registry key, also called a key node. A key cell
contains a signature (kn for a key, k/ for a symbolic link), the time
stamp of the most recent update to the key, the cell index of the
key’s parent key cell, the cell index of the subkey-list cell that iden-
tifies the key's subkeys, a cell index for the key's security descriptor
cell, a cell index for a string key that specifies the class name of the
key, and the name of the key (for example, CurrentControlSet).

Value cell A cell that contains information about a key's value. This cell in-
cludes a signature (kv), the value's type (for example, REG_ DWORD
or REG_BINARY), and the value’s name (for example, Boot-Execute).
A value cell also contains the cell index of the cell that contains the
value's data.

Subkey-list cell A cell composed of a list of cell indexes for key cells that are all sub-
keys of a common parent key.

Value-list cell A cell composed of a list of cell indexes for value cells that are all val-
ues of a common parent key.

Security-descriptor cell A cell that contains a security descriptor. Security-descriptor cells in-
clude a signature (ks) at the head of the cell and a reference count
that records the number of key nodes that share the security de-
scriptor. Multiple key cells can share security-descriptor cells.

By using bins, instead of cells, to track active parts of the registry, Windows minimizes some
management chores. For example, the system usually allocates and deallocates bins less fre-
quently than it does cells, which lets the configuration manager manage memory more effi-
ciently. When the configuration manager reads a registry hive into memory, it can choose to
read only bins that contain cells (that is, active bins) and to ignore empty bins. When the sys-
tem adds and deletes cells in a hive, the hive can contain empty bins interspersed with active
bins. This situation is similar to disk fragmentation, which occurs when the system creates
and deletes files on the disk. When a bin becomes empty, the configuration manager joins to
the empty bin any adjacent empty bins to form as large a contiguous empty bin as possible.
The configuration manager also joins adjacent deleted cells to form larger free cells. (The con-
figuration manager shrinks a hive only when bins at the end of the hive become free. You can
compact the registry by backing it up and restoring it using the Windows RegSaveKey and
RegReplaceKey functions, which are used by the Windows Backup utility.)
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The links that create the structure of a hive are called cell indexes. A cell index is the offset of a
cell into the hive file. Thus, a cell index is like a pointer from one cell to another cell that the
configuration manager interprets relative to the start of a hive. For example, as you saw in
Table 4-6, a cell that describes a key contains a field specitying the cell index of its parent key;
a cell index for a subkey specifies the cell that describes the subkeys that are subordinate to
the specified subkey. A subkey-list cell contains a list of cell indexes that refer to the subkey’s
key cells. Therefore, if you want to locate, for example, the key cell of subkey A, whose parent
is key B, you must first locate the cell containing key B’s subkey list using the subkey-list cell
index in key B’s cell. Then you locate each of key B’s subkey cells by using the list of cell
indexes in the subkey-list cell. For each subkey cell, you check to see whether the subkey’s
name, which a key cell stores, matches the one you want to locate, in this case, subkey A.

The distinction between cells, bins, and blocks can be confusing, so let’s look at an example of
a simple registry hive layout to help clarify the differences. The sample registry hive file in Fig-
ure 4-5 contains a base block and two bins. The first bin is empty, and the second bin contains
several cells. Logically, the hive has only two keys: the root key Root, and a subkey of Root,
Sub Key. Root has two values, Val 1 and Val 2. A subkey-list cell locates the root key’s subkey,
and a value-list cell locates the root key’s values. The free spaces in the second bin are empty
cells. Figure 4-5 doesn’t show the security cells for the two keys, which would be present in a
hive.

Block boundaries

[ 3] ;1 1

Base block Empty bin Root Val 1 15 Val 2
Key
. ' I
Bin 1
Y
[ Key cell (key node) [ Subkey-list cell Bin 2
[ Value cell [ Free space

Il Value-list cell
Figure 4-5 Internal structure of a registry hive

Figure 4-6 shows an example of the Disk Probe utility (Dskprobe.exe) examining the first bin
in a SYSTEM hive. Notice the bin’s signature, hbin, at the top right side of the image. Look
beneath the bin signature and you'll see the signature nk. This signature is the signature of a
key cell (kn). The signature displays backward because of the way x86 computers store data.
The cell is the SYSTEM hive’s root cell, which the configuration manager has named internally
$$$PROTO.HIV, as specified by the name that follows the nk signature.
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Bin signature
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Figure 4-6 Binary contents of first bin in the SYSTEM hive

To optimize searches for both values and subkeys, the configuration manager sorts subkey-list
cells alphabetically. The configuration manager can then perform a binary search when it
looks for a subkey within a list of subkeys. The configuration manager examines the subkey in
the middle of the list, and if the name of the subkey the configuration manager is looking for
is alphabetically before the name of the middle subkey, the configuration manager knows that
the subkey is in the first half of the subkey list; otherwise, the subkey is in the second half of
the subkey list. This splitting process continues until the configuration manager locates the
subkey or finds no match. Value-list cells aren’t sorted, however, so new values are always

added to the end of the list.

Cell Maps

The configuration manager doesn’t access a hive’s image on disk every time a registry access
occurs. Windows 2000 keeps a version of every hive in the kernel’s address space. When a
hive initializes, the configuration manager determines the size of the hive file, allocates
enough memory from the kernel’s paged pool to store it, and reads the hive file into memory.
(For more information on paged pool, see Chapter 7.) Because all loaded registry hives are
read into paged pool, that registry data is typically the largest consumer of the paged pool in
Windows 2000. (To check paged pool allocation, use the Poolmon utility, described in the
“Experiment: Monitoring Pool Usage” sidebar in Chapter 7.)

In Windows XP and Windows Server 2003, the configuration manager maps portions of a hive
into memory as it needs to access them. It uses the cache manager’s file mapping functions to
map in 16-KB views into the hive files. (See Chapter 10 for more information on the cache
manager.) To prevent hive mapping from consuming all the cache manager’s address range, the
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configuration manager tries to keep no more than 256 views of a hive mapped at any given point
in time by unmapping least-recently used (LRU) views when it reaches that limit. The configu-
ration manager still uses the paged pool to store various data structures (including the LRU list
of views), but its use of the paged pool is a fraction of what it is in Windows 2000.

Note On Windows XP and Windows Server 2003, the configuration manager will store a
block in the paged pool instead of mapping it if the block exceeds 256 KB in siz